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Contenders and Learning

*

Jason Riggle
University of Chicago
1. Introduction
In Optimality Theory (OT; Prince and Smolensky 1993), the effect of
running an input form through the phonological grammar is typically
illustrated with a tableau showing that one particular output candidate is more
harmonic than a given set of alternatives. But could the presentation of a
finite set of losing candidates ever suffice to prove that one candidate was
optimal among the infinite range of possibilities? The answer is yes, if the
candidates under consideration are the set of “contenders”: those that could
win under some ranking of the constraints in the grammar. This is so because,
as Samek-Lodovici and Prince (1999) point out, if a candidate is optimal
among all non-harmonically-bounded candidates (the contenders) it is
optimal among all possible candidates. What’s needed then is an efficient way
to generate the contenders.
While generation in OT can be characterized as the problem of finding
optimal input/output mappings under given constraint rankings, learning in
OT can be characterized as the problem of finding the constraint rankings
under which given input/output mappings are optimal. Tesar (1995 et seq.)
points out that a wealth of implicit negative evidence can be gathered from
each observed i/o-mapping because every alternative output o' must be less
harmonic than o under the unknown constraint ranking. Having access to the
contenders is especially vital in this context, for they are exactly the
alternative candidates whose failure is relevant and informative.
In this paper I will present an algorithm for generating contenders. This
algorithm is an extension of Ellison’s (1994) method for generating optimal
outputs by representing the infinite candidate space graph-theoretically and
using Dijkstra’s (1955) shortest paths algorithm to find the most harmonic
candidates. In my algorithm the gradient metric of harmony is replaced with a
binary distinction between contenders and non-contenders. This allows us to
detect and eliminate all harmonically bounded candidates in one fell swoop
leaving intact only the set of contenders. In this work I’ll use Prince’s (2002a,
*
This work is based on Riggle (2004), for which I owe a tremendous debt to Ed
Stabler, Colin Wilson, and Kie Zuraw. I must also thank the WCCFL 23 participants,
Bruce Hayes, Greg Kobele, and Ann-Michelle Tessier for useful comments and advice.
© 2004 Jason Riggle. WCCFL 23 Proceedings, ed. Benjamin Schmeiser, Vineeta
Chand, Ann Kelleher and Angelo Rodriguez, pp. 101-114. Somerville, MA:
Cascadilla Press.

WCCFL 23

b) Elementary Ranking Conditions (ERCs) to represent hypotheses and
information about rankings and the inconsistency-detecting capability of
Tesar’s (1995) Recursive Constraint Demotion (RCD) algorithm to weed out
harmonically bounded candidates. I’ll close the paper with a case study
showing how the additional information gathered from the entire set of
contenders can speed up the task of learning constraint rankings.
2. Finite state Optimality Theory and optimization
Ellison (1994) shows how optimization in OT can be carried out if the
constraints are represented as finite state machines that map candidates to
numbers of violations. In (1) I give the definition of a finite state constraint.
(1) Finite state constraints are 5-tuples: (Q, Σ, δ, q0, F) where
i) Q is the nonempty set of states in the constraint,
ii) Σ is the set of symbols in the language,
iii) δ is a transition function describing the input-output-violation triples
labeling the arcs between states: δ ⊆ Q × Σe × Σ e × {0,1} × Q,
iv) q0 ∈ Q is the unique start state, and
v) F ⊆ Q, is the nonempty set of final states.
In (1iii), Σe represents the union of the alphabet with the set containing the
empty string {-}, which will be denoted by a dash in this work.
The easiest way to get an idea of what a finite state constraint does is to
examine its graphical representation. Consider in (2) a finite state version of
McCarthy and Prince’s (1995) constraint DEP that penalizes the insertion of
segments not present in the input.
(states, alphabet, arcs, start, finals)

(2) DEP = ({dep}, {a, b}, δ, dep,{dep}),
δ = {(dep, -, a, 1, dep),
(dep, -, b, 1, dep),
(dep, a, -, 0, dep),
(dep, a, a, 0, dep),
(dep, b, -, 0, dep),
(dep, b, b, 0, dep)}.
origin
input
output terminus
violations

input/output

violation

arcs are denoted with 5-tuples:
(origin, input, output, violations, terminus)

As notational conventions in graphs presented in this paper, the start state is
egg-shaped and the final states are double circled.
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To simplify the illustration of the basic mechanics of this system I will
assume that there are only two phonemes (the consonant ‘b’ and the vowel
‘a’) and that the only changes that can be made to the input are deletion and
insertion. Though simplified in the extreme, this scenario is of sufficient
complexity to illustrate many of the interesting properties of OT. In (3) I give
a markedness constraint penalizing consonant-consonant sequences.
(3) *CC = (Q,{a, b}, δ, cc-0, F),
Q = F = {cc-0,cc-1}
δ ={(cc-0, a, 0, cc-0),
(cc-0, b, 0, cc-1),
(cc-1, b, 1, cc-1),
(cc-1, a, 0, cc-0)}.
Note that the arcs of the markedness constraint don’t specify anything
about the input. State cc-1 in (3) records the fact that a consonant has just been
written in the surface form. From this state, writing another consonant garners
one violation of the constraint.
To round-out this little vignette, in (4) I give the constraint MAX which
penalizes the deletion of input segments (McCarthy and Prince 1995).
(4) MAX = ({max},{a, b}, δ, max,{max}),
δ = {(max, -, a, 0, max),
(max, -, b, 0, max),
(max, a, -, 1, max),
(max, a, a, 0, max),
(max, b, -, 1, max),
(max, b, b, 0, max)}.
M-intersection, defined in (5), can combine these constraints into a single
machine that evaluates candidates with respect to all three simultaneously.
(5) def: M-intersection
〈M1, M2 〉⌦ = M3 for M1 = (Q1, Σ1, δ1, S1, F1) and M2 = (Q2, Σ2, δ2, S2, F2),
M3 = (Q1×Q2, {Σ1∪Σ2}, δ, S1×S2, F1×F2) where
δ ={(qx, i, o, 〈v, w〉, ry)|(q, i, o, v, r)∈δ1, (x, i, o, w, y)∈δ2}
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Intersecting the constraints in (2), (3) and (4) produces the machine in (7).
(7) Eval = 〈*CC, DEP, MAX〉⌦
– depicted at the right
In building a single evaluator for the
entire grammar, I depart from finite
state approaches in which optimization
is done one constraint at a time (c.f.
Eisner 1997). This move gives us a
single machine representing Eval and
makes finding the contenders possible.
The main difference between a single
constraint and Eval is that the former
Eval
pairs candidates with numbers of
violations, while the latter pairs them
with vectors 〈v1, v2, v3〉 of violations of *CC, DEP, and MAX respectively.
To evaluate the range of candidates for a given input, Eval is intersected
with that input. In (8) I give a function A(in) that defines a linear acceptor for
the input string in, and in (9) I illustrate this for the input string /bb/.
(8) A(s1... sn) = ({0, ..., n}, Σ, δ, 0, {n}), δ = {(q, si, i)|si ∈ s1... sn, and q = i-1}
(9) A(bb):
A(bb) = ({0, 1, 2}, {b}, {(0, b, 1), (1, b, 2)}, 0, {2}).
Intersecting (9) with Eval in (7) yields a machine that encodes the evaluation
of the infinite range of output candidates for input /bb/ under this grammar.
This machine is given in (10) with the fully faithful candidate/path in bold.1
(10) 〈A(bb), *CC, DEP, MAX〉⌦

In intersecting markedness constraints we assume that the vacant input slot
combines with any symbol and that there is an arc from every state to itself
writing the empty output string. M-intersection is defined recursively in (6).
(6) def: recursive M-intersection
〈M1, M2, … Mk〉⌦ = 〈〈M1, M2, … Mk-1〉⌦, Mk 〉⌦

1. Note that, when A(in) is intersected, the vacant output slots can combine with any
symbol and each node has an arc looping to itself accepting the empty string as input.
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Each path through (10) encodes a candidate and its violations – essentially
one row from an infinite tableau. In (11) I give three candidates as examples.
(11) Three candidates
/bb/

*CC

DEP

∗

b

a.

MAX
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the function that generates the candidates. Ellison (1994) showed that this can
be done by reducing optimization to the problem of finding the shortest path
through a graph where the metric of distance is harmony.
Dijkstra’s (1955) shortest paths algorithm rests on the insight that if p is
a shortest path from point A to point B then any sub-path p' of p from point X
to point Y is the shortest path from X to Y. This is so because if there was an
alternative path from X to Y that was shorter than p' then p couldn’t be the
shortest path from A to B. Given this fact, it is possible to incrementally
construct a table indicating the shortest path from the start state to each node
in the graph. This is done by adding the start state (which can be reached for
free) to the table and then iteratively adding nodes to the table as shortest paths
are discovered from nodes currently in the table to nodes not yet in the table. In
Riggle (2004) I present this algorithm in detail for machines like the one in
(10).
3. Elementary Ranking Conditions and consistency

b.

bab

c.

bb

∗!

∗!

candidate c. is
shown above in (10)

A path p is a sequence of arcs and the cost (in violations) of p, written c(p), is
the coordinate-wise sum of the costs of its arcs. In (12) I define sums over
cost vectors, and in (13) I define the cost function for paths c(p).
(12) 〈v1, v2, ..., vk〉 + 〈w1, w2, ..., wk〉 = 〈(v1 + w1), (v2 + w2), ..., (vk + wk)〉
〈v1, v2, ..., vk〉 – 〈w1, w2, ..., wk〉 = 〈(v1 – w1), (v2 – w2), ..., (vk – wk)〉
n

(13) c( p ) = ∑ vi for p=〈(q0, i0, o0, v0, r0),(q1, i1, o1, v1, r1),...,(qn, in, on, vn, qn)〉
i=0

Because there are loops in (10), it encodes infinitely many paths/candidates.
The core insight behind the finite state approach to OT is that rather than
generating the possibly infinite candidate set and then searching for optimal
candidates, optimization should be carried out on the finite representation of

In this section I’ll represent information about constraint rankings with
Prince’s Elementary Ranking Conditions (ERCs; 2002a, b). These will come in
handy when we turn to learning in §4 because they will allow the very
information gleaned from observations to be used in generating contenders.
ERCs distill the disparities among cost vectors (candidates) indicating just
the constraint rankings that are necessary to select one candidate over another.
ERCs are vectors drawn from {W, L, e}. The order of the terms in the vector
corresponds to an arbitrary (but fixed) ordering of the constraints. I’ll call this
fixed constraint-order the “key” because it allows us to read the ERCs. A W in
the ith coordinate of an ERC indicates that the ith constraint in the key prefers
the designated winner, an L in the ith coordinate of an ERC indicates that the
ith constraint in the key prefers the designated loser, and an e in the ith
coordinate of an ERC indicates that the ith constraint in the key prefers neither
the designated winner nor the designated loser.
In (14) I give a function that takes two cost vectors and yields an ERC
describing the rankings under which the first triumphs over the second.2
∅ if 〈 w1 ,..., wn 〉 = 〈 v1 ,..., vn 〉, else

〈 e1 ,..., en 〉 where ei = e if wi = vi ,
(14) erc(〈 w1 ,..., wn 〉 , 〈 v1 ,..., vn 〉 ) 
ei = L if wi > vi ,


and ei = W if wi < vi .

2. The convention that null is returned when a vector is compared to itself allows us
to ignore “degenerate” ERCs whose coordinates are all e.
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In (15) I present the ERCs generated by pairwise-comparison of the cost
vectors for the various candidates given in (11) above.
(15)

/bb/

*CC

DEP

MAX

a. b

〈0,

0,

1〉

b. bab

〈0,

1,

0〉

c. bb

〈1,

0,

0〉

ERCs – key: 〈*CC, DEP MAX〉

If vector a. beats b. then 〈e,W,L〉
If vector a. beats c. then 〈W,e,L〉
If vector b. beats a. then 〈e,L,W〉
If vector b. beats c. then 〈W,L,e〉
If vector c. beats a. then 〈L,e,W〉
If vector c. beats b. then 〈L,W,e〉

4. Generating the contenders
Finding the optimal candidates for all rankings is like optimization for a
single ranking in that we incrementally construct a table of costs for the nodes
that are potential contenders. The main difference is that rather than finding a
single optimal cost for each node we’ll find a set of costs that are all
contenders. In (18) I present the CONTENDERS algorithm in pseudo-code with
comments. I’ll follow the algorithm with an example of its application.
(18) CONTENDERS(in, CON, E) = Cn

2

〈A(in), CON〉⌦ = (Q, Σ, δ, q0, F)
for each q ∈ Q
do o[q] ← ∅

3

o[q0] ← {0k} where k = |CON|

4

H ← {q0}
while H ≠ ∅
H ← H - {qu}
for each (qu, i, o, w, qv) ∈ δ
if V={o[qv] ∪ o[qu]+w} and
contenders(V, E) ≠ o[qv]

0

ERCs are quite useful in reasoning about constraint rankings because
multiple ERCs can be used to zero in on more specific ranking arguments.
For a detailed account of entailment among ERCs see Prince (2002a).3
ERCs provide a handy way to find contenders. In (16) I give a recursive
function sistent(E) that takes E a set of ERCs and returns true just in case it is
internally consistent. This function implements Prince’s (2002b) recursive
inconsistency detection based on Tesar’s (1995) RCD algorithm.
if E = ∅,
 true
 sistent ( F ) if ∃i such that ∀〈 e ,..., e 〉 ∈ E e ≠ L, and

1
n
i
(16) sistent ( E ) = 
F
=
〈
f
f
〉
〈
f
f
〉
∈
E
f i = e} ≠ E ,
{
,...,
|
,...,
and
1
n
1
n

otherwise false

To determine whether a vector v is a contender among a set of vectors V,
we turn V into a set of ERCs with erc(v, v'), and then check whether that set
of ERCs is consistent. In (17) I present a function to pick out contenders that
has one additional feature. The variable E in contenders(V, E) allows us to
find contenders modulo some pre-specified ranking information (I’ll come
back to this in §5). When E = ∅ the function simply finds all the contenders.
(17) contenders (V , E ) = {v | v ∈ V , sistent (E ∪ {erc(v, w) | for w ∈ V }) = true}
It’s easy to find the contenders among any reasonably small set of cost
vectors. The problem is that the set of possible cost vectors can be quite large
(or infinite), and even with caveats like upper bounds on epenthesis the set
can grow geometrically with the length of the inputs under consideration. In
§4 I’ll show how the finite state approach solves exactly this problem.
3. Capitalizing on the entailments among ERCs can speed up the CONTENDERS
algorithm in §4 but isn’t essential, so I won’t go into it here.
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1

5
6
7
8
9

10 Cn

do o[qv] ← contenders(V, E)
H ← H ∪ {qv}


← contenders  ∪ o[q], E 
 q∈F




- Intersect the input & constraints.
- For each node q in the machine, set
its cost attribute o[q] to null.
- Set the cost of the start state to {0k}
where k is the number of constraints.
- Put the start state in the set

H.

- While H is not empty loop as follows:
remove a random node, qu, from H and
for each arc from qu to qv,
if the arc reveals any new costs for

qv that are contenders,
update the cost attributes for
and add qv to H.

o[qv]

- Select the contenders in the union of
the cost attributes of the finals and E.

To illustrate the workings of the algorithm I’ll apply it to the machine
from (10) above. To make the nodes easier to refer to, I’ll rename them as in
(19). After step 4 the only node in H is q0, so it is removed from H in the
‘while’ loop of step 5 and the arcs originating at q0 are checked.
(19) Four arcs originate at q0:

Riggle
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For each of the bold arcs in (19) we add its cost to each member of
o[q0]={〈0,0,0〉} to see if a new cost is revealed that is a contender among the
current cost-estimates for the node at the arc’s terminus. The arc from q0 to q0
doesn’t reveal a new contender-cost for o[q0] because q0 can already be
reached for free. The other three arcs terminate at nodes for which we have no
current estimates, so the values of the cost attributes of the termini are updated
and the nodes are added to H. In (20) I give the updated cost attributes –
nodes not present in H are shaded and set brackets are omitted.

The arcs originating at q2 reveal new contender-costs for nodes q3 and q4.
Because o[q3] is updated, node q3 is added back into H. I’ll show in (26)
below that there is a bound on how often node can be added to H and thus that
this move doesn’t put the algorithm in danger of nontermination.

(20)

Four more iterations of step 5 empties H and produces the cost table in (25).

1.

q0
〈0,0,0〉

q1
〈0,1,0〉

q2
〈0,0,0〉

q3
〈0,0,1〉

q4
∅

q5
∅

(24)
3.

(25)

The second iteration of step 5 removes q3 from H, giving us 4 arcs to check.

7.

q0

q1

q2

〈0,0,0〉

〈0,1,0〉

〈0,0,0〉

q0

q1

q2

q3

〈0,0,0〉

〈0,1,0〉

〈0,0,0〉

〈0,0,1〉
〈0,1,0〉

(21) Four arcs originate at q3: – q3 was selected from H at random

The arcs terminating at q2 and q3 do not reveal new contender costs.
Because there are no current values of o[q4] and o[q5], they are updated with
the cost of getting to q3, plus the cost of the arcs from q3 to q4 and q3 to q5
respectively. Adding q4 and q5 to H gives us the updated cost-table in (22).
(22)
2.

q0
〈0,0,0〉

q1
〈0,1,0〉

q2
〈0,0,0〉

q3
〈0,0,1〉

q4
〈0,0,1〉

q4
〈0,0,1〉
〈1,0,0〉

q4
〈0,0,1〉
〈0,1,0〉
〈1,0,0〉

q5
〈0,0,2〉

q5
〈0,0,2〉
〈0,2,0〉
〈1,1,0〉

In step 8 we take the union of the cost attributes for q4 & q5 and feed them
into contenders along with E to get Cn = {〈0,0,1〉, 〈0,1,0〉, 〈1,0,0〉}.4 If we are
only interested in the range of costs for the contenders Cn will suffice, but if
we ’re interested in actual candidates, a breadth-first search of the graph for
paths whose costs don’t exceed the values in (25) will pick them out.
The one concern that must be addressed here is the worry that because
nodes can be added back into H the algorithm might not terminate. In (26) I
sketch the proof that the algorithm is guaranteed to terminate. For further
details and a correctness proof for CONTENDERS, see Riggle (2004).
(26) The CONTENDERS algorithm is guaranteed to terminate.
proof sketch: A given node q is only added to H when a path p from q0
to q is discovered and c(p) is a contender among the current values of
o[q]. Because there are no negative costs (a basic premise of OT), cyclic
paths never reveal new contender-costs. Thus, because there are finitely
many acyclic paths in any graph, finitely many new contender-costs can
ever be revealed for any given node.

q5
〈0,0,2〉

The third iteration of step 5 removes q2 from H and gives us 4 arcs to check.
(23) Four arcs originate at q2:

q3
〈0,0,1〉
〈0,1,0〉

5. Contenders and learning
As with many other computational treatments of OT, I’ll illustrate the
CONTENDERS algorithm with Prince and Smolensky’s (1993) model of basic
CV syllable theory in OT. As is typical in the treatment of this problem I’ll
4

Since E=∅ we get all the contenders. Had some partial rankings been pre-specified
in E the contenders function would return the contenders modulo those partial rankings.
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restrict my attention to surface forms with a limited range of possible shapes.
In the 5-constraint case I’ll consider only surface forms with the shape
(C)V(C) and in the 10-constraint case I’ll consider only (C)(C)(V)V(C)(C).
These restrictions can be achieved by holding a few phonotactic constraints
undominated in all rankings under consideration but I’ll just take these filters
as given here. For this scenario I’ll use the alphabet {C, V, x} –‘x’ denotes
the syllable boundary. I’ll also assume that inputs are unsyllabified and that
the only changes to the input are deletion and insertion.
In (27) I give the constraints of the basic CV syllable theory (PARSE and
FILL are replaced with MAX and DEP respectively) and in (28) I give six more
constraints to round out a slightly extended CV syllable theory.
(27) Basic CV syllable theory
a) ONSET: penalizes vowels wordinitially and immediately after ‘x’
b) NOCODA: penalizes syllable
boundaries immediately after a ‘C’
c) DEPC: penalizes consonant epenthesis
d) DEPV: penalizes vowel epenthesis
e) MAX: penalizes deletion
(28)
e)
f)
g)
h)
i)
j)

ONSET

(Slightly) extended CV syllable theory
NOCODA
MAXV: penalizes deletion of vowels
MAXC: penalizes deletion of consonants
*VV: penalizes vowel-vowel sequences
*V: penalizes each occurrence of a vowel
*CC: penalizes consonant-consonant pairs
*C: penalizes each occurrence of a consonant
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Running input /ccvvc/ through CONTENDERS reveals twelve cost vectors
as contenders when CON = {ONSET, NOCODA, DEPV, MAX, DEPC}.
(30) CONTENDERS(ccvvc,CON,∅)
– candidates given at right

/ccvvc/
ons noc depV max depC
cv.cv.cv.cv 0
0
2
0
1
cv.cv.cv
0
0
2
1
0
cv.cv
0
0
0
2
1
cv
0
0
0
3
0
cv.cv.cvc
0
1
1
0
1
cv.cvc
0
1
0
1
1
cv.cvc
0
1
1
1
0
cvc
0
1
0
2
0
cv.cv.v.cv
1
0
2
0
0
cv.v
1
0
0
2
0
cv.cv.vc
1
1
1
0
0
cv.vc
1
1
0
1
0

Observing any one of the outputs at
the right reveals eleven ERCs for
the other failed contenders. To
simplify the scenario that follows
I’ll set aside the fact that the form
[cv.cvc] is ambiguous between two
ERCs and assume that the learner
has direct access to the violation
vectors of the observed i/o pairs.
To assess the utility of CONTENDERS I constructed a simulation using a
lexicon of the 64 inputs from one to five segments long drawn from {c, v}. I
ran two sets of trials, one with the 5-constraint basic CV syllable theory and
one with the 10-constraint extended CV syllable theory. For each set of trials
I used the two different learning algorithms given in (31) and (32).
(31) Contender-driven-learner:
For each observed i/o pair and cost vector, run CONTENDERS on the
input, turn the failed contender costs into ERCs and take the union of
these ERCs with any ERCs gathered from previous observations.5

In (29) I present Eval for the basic CV
syllable theory. The machine is
is graphed at the right.

(32) Simple-error-driven-learner:
For each observed i/o pair and cost vector, pick a ranking at random to
generate a potential output and cost vector, generate an ERC by
comparing this cost vector to the cost of the observed output, and take
the union of this ERC with any ERCs gathered from previous
observations.

(29) 〈ONSET,
NOCODA,
DEPV,
MAX,
⌦
DEPC〉

Given a finite lexicon it’s straightforward to measure the success of the
learner’s current hypothesis (set of ERCs) in terms of the percentage of the
lexicon for which the hypothesis predicts the right input/output pairings.
I ran one thousand trials for each learning algorithm paired with each
constraint set (4,000 trials in total). For each trial a ranking was selected at
random and then lexical items were drawn at random to generate i/o pairs for

The ‘g’ referenced in the node
names is the (C)V(C) filter. Note
here that I assume that the addition
of a syllable boundary doesn’t violate DEP.

5. To make this process more efficient, the learner can use the set of ERCs that
make up its current hypothesis as the third argument in the CONTENDERS algorithm.
This saves work by ignoring contenders ruled out by ranking facts already gathered.
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the learner to observe. After each observation the percentage of the lexicon
covered by correct i/o predictions was recorded. The results averaged over
the thousand trials in each condition are graphed in (33).
(33) Average lexicon coverage after n observations in four conditions:
100%
80%
60%
|Con|=5: contenders

40%

|Con|=5: error driven

6. Conclusions
Using inconsistency detection, it’s relatively easy to find the contenders
among any finite set of cost vectors. The crucial step in efficiently generating
all of the contenders is the incorporation of this technique into a strategy in
which the search for contenders is carried out on the function that generates
the candidates rather than actual sets of candidates. With the CONTENDERS
algorithm presented here the dominant factor in the computational workload
is the number of contenders not the number of constraints in the grammar.
As illustrated in §5, that fact that access to the contenders allows
maximal data to be extracted from each observation aids tremendously in the
task of finding rankings that fit observed i/o pairings. Contenders also reveal
interesting features of the problem-space, like perfectly informative global
triggers that allow total learning from a single datum. The ability to generate
all possibly optimal outputs should prove to be an invaluable tool for
understanding the factorial typology that arises in constraint interaction.

|Con|=10: contenders

20%

|Con|=10: error driven

30
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26

24

22

20

18

16

14

12

8

10

6

4

2

0%
0
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The difference between contender- and error-driven trials in (33) shows
the advantage gained by access to all the information contained within each
observation. The performance of error-driven strategies that make multiple
hypotheses for each observation (c.f. Tesar and Smolensky 2000) approaches
that of the contender-driven strategy as more of the contenders are included
in the set of hypotheses checked – this an endorsement of the value of access
to the contenders, not an indictment of error-driven approaches to learning.
The most tantalizing feature of the data in (33) is the relatively small
degradation in the performance of the contender-driven learner when the
number of constraints is doubled. When the 120 possible rankings with five
constraints are increased to the ~3.6 million rankings with ten constraints, the
learner still gets over 99% coverage, on average, after only thirteen
observations (in over 400 of 10-constraint contender-driven trials, 100%
coverage occurred after just two observations). Often this success comes from
inputs that are “global triggers” in the sense of Gibson and Wexler (1994).
That is, some i/o pairs suffice to define the entire grammar by giving enough
information to make the right predictions for every other form in the lexicon.
The input /ccvvc/ illustrated (30) is just such a trigger in the 5-constraint
scenario.
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