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ABSTRACT

This dissertation undertakes the full formal problem of phonological learning - the learning of

phonological lexicons and restrictive phonological grammars that assign hidden structure given only overt

(unstructured) phonological forms with associated morphemes (dagzk[DOG+PLURAL>). A major

challenge is the learning of grammars that are simultaneously restrictive and have generalizing capacity,
two contradictory requirements. The proposed solution, Maximum Likelihood Learning of Lexicons and
Grammars (MLG), combines a probabilistic formulation of Optimality Theory (Prince and Smolensky
1993/2004) with statistical learning via likelihood maximization.

Chapter 2 introduces the proposed theory of phonological learning, whose central premise is that
the correct grammar and lexicon combination makes the overt forms most likely, given richness of the
base. The generalizing capacity of grammars is attributed to formal linguistic theory, in particular to
implicational markedness universals. The identification of restrictive grammars is the consequence of
maximum likelihood learning in conjunction with explicit reliance on richness of the base.

Chapter 3 proposes EM a possible algorithm for learning within MLG. EMis a variant of the
well-known Expectation-Maximization algorithm. This procedure is demonstrated to successfully learn
general, restrictive grammars and correct lexicons in a variety of artificial language systems with different
kinds of hidden structure: syllable structure, yer vowels, voicing neutralization, and free variation.

While the ability of MLG to identify restrictive grammars is due to reliance on likelihood
maximization, its ability to identify grammars with generalizing capacity depends on the formal linguistic
system it incorporates. Chapter 4 focuses on typological variation in the domain of syllable structure,
extending the formal linguistic system to account for apparent implicational markedness inconsistencies in
this domain. The novel theory of syllable structure and sonority restrictions, Headed Feature Domain
Syllable Theory, is applied to Polish, accounting for a variety of complex sonority restrictions and building
a foundation for the modeling of the acquisition of syllable structure.

The predictions of MLG for the process of acquisition are discussed in Chapter 5. The proposed

learning theory builds a foundation for the computational modeling of child phonological acquisition,



accounting for the end states of two stages of acquisition, phonotactic learning and morphophonemic
learning, as well as the gradual transition between these stages. Markedness is predicted to be the primary
constraint on possible acquisition paths, with frequency playing a secondary role. The thesis presents stage-
by-stage predictions for the acquisition of onsets of varying sonority and complexity in Polish based on

observed frequencies of various onsets in Polish.
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Jason Eisner, and Fred Jelinek



ACKNOWLEDGMENTS

First, | would like to thank my committee: Paul Smolensky, Bruce Tesar, Bob Frank, Jason Eisner,
and Fred Jelinek. | feel extremely fortunate for the opportunity to complete my graduate studies in the
Cognitive Science Department at Johns Hopkins. This department is the most supportive, challenging,
intellectually curious, and truly interdisciplinary group imaginable - | could not have written this
dissertation in any other department. My mentors in the department played the most significant role: thanks
to Bob Frank for teaching me to say what | mean and for his unabating enthusiasm and intellectual
fearlessness, and many thanks to Luigi Burzio for challenging me to think outside the box. Most
importantly, 10d like to thank Paul Smolensky for his inspiring ability to extract the essence of any problem
to reveal its significance, for keeping me on track with the thesis, and for all the chocolates. 10d also like to
thank Michael Brent and Brett Hyde for introducing me to the wonderful worlds of computational
linguistics and phonology, respectively. Also, thanks to Jason Eisner for many fruitful discussions and
insightful suggestions.

| am very grateful for the support and encouragement of my family and friends, especially my
husband, Matthew Snover, who was there for every set-back (however major) and every triumph (however
minor). | am very lucky to have had a "dissertation support group" - Joan Chen-Main, Tamara Nicol, and
Uyen Le D to share the experience with me. Special thanks to my grandmother, Jadwiga Wojtczak, for
putting everything in perspective. And finally, very warm thanks to my dog Ginger for appreciating

everything and never letting me forget the point of it all.

This dissertation is dedicated to my parents, Dorota and Krzysztof Jarosz, who never had any doubt and

who taught me to think in the first place.



TABLE OF CONTENTS

ABSTRACT 1I
ACKNOWLEDGMENTS v
TABLE OF CONTENTS \%
LIST OF TABLES X
LIST OF FIGURES X1V
1 INTRODUCTION 1
1.1 THEFORMAL, BEHAVIORAL, AND COMPUTATIONAL MODELING OFACQUISITION 2
1.2 MAXIMUM LIKELIHOOD LEARNING 3
1.3 THE FORMAL LEARNING PROBLEM - THE OBJECTIVE OFLEARNING 4
1.4  THE COMPUTATIONAL LEARNING PROBLEM D THE LEARNING PROCEDURE 5
15 LINKING PRINCIPLES TOACQUISITION 7
1.6 RELATED WORK ON LEARNING IN OPTIMALITY THEORY 8

2 FORMAL LEARNING PROBLEM 12
2.1 COMPONENTS ORMLG: 12
2.1.1 Primary Linguistic Data 12
2.1.2 Grammar 14
2.1.3 Lexicon 17
2.14 Objective Function 17
2.1.5 Discussion 18

2.2 THE FORMAL PROBLEM AS TWO SUBPROBLEMS 19
2.2.1 MLG,,,, 19
222 MLG,,,: 21

2.3 PRINCIPAL PROPERTIES OMMLG 23




2.3.1

232

233

2.34

2.4

25

2.5.1

252

253

2.54

255

2.6

The Optimal H 1ox aNd H ohon are descriptively adequate.
The Optimal H 1ox aNd H ohon ar€ empirically adequate.
MLG,,,, selects restrictive grammars.
Other Properties of H phon

MLG g,

DiscussioN ANDFUTURE WORK

Alternative Objective Functions

Noise and Impoverished Input

Type or Token Frequency

Reliance on General Constraints

Rule-Based Phonological Grammar

CONTRIBUTIONS

COMPUTATIONAL LEARNING PROBLEM

3.1

3.2

3.2.1

322

3.3

3.3.1

3311

3.3.1.2

332

3.3.3

3331

3.3.3.2

3.34

INTRODUCTION

PROBABILITY MODEL

Grammar - Probability Distribution over R

Lexicon - Probability Distribution over U

SEARCH- TWO STAGE EM

The Expectation-Maximization Algorithm

EM and Formal Modeling of Acquisition

EM and Computational and Behavioral Modeling of Acquisition

EM for MLG

EM

phon

Initialization

Search

lfndﬂw

Vi

23

24

29

39

44

45

45

46

47

47

48

48

50

50

50

50

52

53

53

54

56

57

60

61

61

63



3.34.1 Initialization 63

3342  PruningU,, 66
3.343 Search 68
335 The relation between EM g, and MLG; 70
3.4  SIMULATIONS 70
34.1 Learning of both lexicon and grammar 71
3411 Final Devoicing Language 71
3.4.1.2 Final Devoicing Language with Segmentation Learning 76
3.4.13 Yer Language 78
342 Learning of restrictive grammar 80
3421 Total Voicing Neutralization 81
34.3 Learning of variable grammars 83
3431 Variable Final Devoicing 83
344 Ability to generalize 85
3441 Final Devoicing Language with Arbitrary Gap 85
34.5 Frequency Sensitivity of Final Phonotactic Grammar 87
3.5 DiscussION ANDFUTURE DIRECTIONS 91
3.5.1 Relation to Previous OT Learnability Work 91
3.5.2 Future Directions 93

4 HEADED FEATURE DOMAIN SYLLABLE THEORY 95
4.1 INTRODUCTION AND MOTIVATION 95
4.1.1 Syllable Structure — Formal Problem Motivation 95
4.12 Syllable Structure — Acquisition Modeling Motivation 96
4.1.3 Theoretical Introduction 97
4.2  HEADED FEATURE DOMAINS BACKGROUND 98
4.3  GENAND VALID REPRESENTATIONS 100
4.4  CONSTRAINTS- ACCOUNTING FORSYLLABLE STRUCTUREGENERALIZATIONS 105

Vii



44.1 Introduction
44.2 Peaks
44.3 Onsets

444 Rhymes — Moraic Affinity for High Sonority

44.5 Structural Onsets vs. Syllable Onsets

4.4.6 Sonority Sequencing Generalization

4.5 DiscussIioN

4.6 PoLisH

4.6.1 Introduction

4.6.2 Initial Clusters

4.6.3 Final Clusters

4.64 Medial Clusters

4.6.5 Conclusion

ACQUISITION MODELING PROBLEM - LINKING PRINCIPLES

51 ASSUMPTIONS

5.2 FORMAL MODELING OFACQUISITION

5.2.1 The Nature of the Lexicon

522 Existence of Free Variation

523 Sensitivity to Frequency

5.3 BEHAVIORAL MODELING OFACQUISITION

5.3.1 Production and the Developing Lexicon

532 Phonotactic Learning

5.3.3 Lexicon and Grammar Learning

5.4 ACQUISITION MODELING TASKSNOT UNDERTAKEN HERE

55 SYLLABLE STRUCTURESIMULATIONS

5.5.1 The Language Data

viii

105

107

109

114

122

123

126

129

129

131

143

148

151

153

153

153

154

155

155

156

157

158

161

167

168

168



552 Polish Initial Clusters with Polish frequencies
55.21 The Test Language
5.5.2.2 Phonotactic Learning
5.5.2.3 Order of Acquisition
5.5.24 Final Grammar and Lexicon Learning
5.5.25 Relation to Acquisition of Syllable Structure in Polish
55.2.6 Discussion and Future Work
REFERENCES
CURRICULUM VITAE

169

169

171

174

176

178

180

182

190



Table 1 - OT Candidates and Constraint Violations

Table 2 - Probabilistic OT

LIST OF TABLES

Table 3 — Superset Ranking that yields equally good fit

16

16

35

37

Table 4 — Superset Ranking with Different Mapping of Neutralized Forms
Table 5 — Superset Ranking with Identical Mapping of Neutralized Forms

Table 6 — Restrictive and Ultra Restrictive Rankings in G

phon

Table 7 - Probability of R, and Ry as a Function of Frequency

Table 8 — Morphologically Simple Overt Forms and U During EM,

phon phon

Table 9 — Morphological Indices for Each Word

Table 10 — Creating New U Space for EM,,,

lex

Table 11 — Union of New and Previous U Space for EM,,,

Table 12 - U after EM,

phon

Table 13 — Fixed Lexicon for EM

phon

Table 14 - Final EM

ohon Grammar

Table 15 - Initial Lexicon for EM,,,

Table 16 - Final Lexicon for EM,,,

Table 17 - Final EM,,, Grammar

Table 18 — Fixed Lexicon for EM

phon

Table 19 - Final EM

ohon GTammar

Table 20 - Initial Lexicon for EM,,,

Table 21 - Final Lexicon for EM,,,

Table 22 - Final EM,,, Grammar

Table 23 - Yer Language Surface Forms

Table 24 - Desired Final Lexicon

Table 25 — Morphophonemic Lexicon

67

72

73

75

75

75

76

77

77

78

78

79

79

80



Table 26 — Fixed Lexicon for EM

phon

81

Table 27 - Final EM

ohon GTrammar

81

Table 28 - Initial Lexicon for EM,,,

82

Table 29 - Final Lexicon for EM,,,

82

Table 30 - Final EM,,, Grammar

82

Table 31 — Fixed Lexicon for EM

phon

83

Table 32 - Final EM

ohon GTrammar

84

Table 33 - Initial Lexicon for EM,,,

84

Table 34 - Final Lexicon for EM,,,

84

Table 35 - Final EM,,, Grammar

85

Table 36 — Fixed Lexicon for EM

phon

85

Table 37 - Final EM,,,,,, Grammar

86

P

Table 38 - Initial Lexicon for EM,,,

86

Table 39 - Final Lexicon for EM,,,

87

Table 40 - Final EM,,, Grammar

87

Table 41 - Probability of CVC—CVC as a Function of Input Space and Frequency

Table 42 - Observed and Predicted Phonotactic Distributions

90

90

Table 43 - Sonority Classes and Their Distinctive Features

99

Table 44 — Illustration of Feature Domains Properties

Table 45 - Illustration of Structural Level Representation

Table 46 - Valid Representions of Long Vowels and Diphthongs

Table 47 - Structural and Featural Level Interaction

Table 48 - PEAK Hierarchy Violations

Table 49 — Language with Peak Inventory ={V, G, L, N}

Table 50 - ONs Hierarchy Violations in Initial and Intervocalic Position

Table 51 - Language with Onset Inventory = {O, N, L}

Table 52 — HEAD(-@) Hierarchy Violations in Initial and Intervocalic Position

Xi

100

101

103

104

108

109

110

111

112



Table 53 - SONOROUSMORAS and PEAK Hierarchy Violations For Moraic Consonants 116

Table 54 - SONOROUSMORAS and ONS Hierarchy Violations for CVC Syllables 117
Table 55 - SONOROUSMORAS Power Hierarchy Violations for Superheavy Syllables 119
Table 56 - MORAICSONORANTS Power Hierarchy Violations for OVCC Syllables 121
Table 57 - Partial Factorial Typology 122
Table 58 - Comparing ONS and RISE Violations 123
Table 59 - Predicted SSG Violation Typology 124
Table 60 — Language with no Sonority Sequencing Violations (M=2, N=1) 125
Table 61 — Language with Sonority Violations (M=1, N=2) 126
Table 62 - Summary of Proposed Constraints 127
Table 63 - Phonemes and their Sonority Classes 129
Table 64 - Initial Clusters 130
Table 65 - Final Clusters 130
Table 66 — Typology of CCC and CCCC Initial Clusters 132
Table 67 - Characterizing the Gaps in Initial Clusters I 133
Table 68 - Characterizing the Gaps in Initial Clusters I1 134
Table 69 - Obstruent-Sonorant Initial Clusters 136
Table 70 - Sonorant-Obstruent Initial Clusters 136
Table 71 - Sonorant-Sonorant Initial Clusters 137
Table 72 - Sonorant-Sonorant-Sonorant Clusters are Ruled Out 137
Table 73 - Sonorant-Obstruent-Obstruent Initial Clusters 138
Table 74 - Trapped Glides Become Vowels 139
Table 75 - Glides Adjacent to Vowels Survive 139
Table 76 - Trapped Liquids are Permitted 140
Table 77 - Trapped Nasals are Marginal at Best 142
Table 78 - Final Clusters 143
Table 79 - A Single Final Extrasyllabic Segment is Allowed 144

Xii



Table 80 - A Single Sonorant is Allowed in Coda Initial Position

Table 81 - Two Sonorants in Coda are Prohibited

Table 82 - Four Obstruents are Allowed

Table 83 — Trapped Sonorants in Coda are Prohibited

Table 84 - Stranded Glides Become Vowels

Table 85 - Observed and Predicted Medial Clusters

Table 86 - Unpredicted SSC(C) Clusters

Table 87 - Comparative Allomorphy

Table 88 - The Data Corpus Provided To EM, (Levelt and Boersma 1999)

Table 89 — Predicted Order of Mastery for Faithful Mappings

Table 90 - The Data Corpus Provided To EM, — More Frequent Complex Onsets

Table 91 — Predicted Order of Mastery for Faithful Mappings

Table 92 - The Data Corpus Provided To EM,;

Table 93 — Fixed Lexicon for EM

phon

Table 94 — Observed and Predicted Frequencies Under G,,,,

Table 95 — Predicted Probability of Faithful Mappings Under G,

Table 96 — Phonotactic Grammar

Table 97 — Predicted Order of Acquisition for Faithful Mappings Under 95% Correctness Criterion_

Table 98 — Order of Acquisition Classes

Table 99 — Final Grammar (after 1000 iterations)

Table 100 — Final Lexicon

Xiii

145

146

146

147

148

149

150

151

164

165

165

166

170

171

172

173

174

175

176

177

178



LIST OF FIGURES

Figure 1 — Sonority Distance Implicational Universals of ONS and HEAD(-)

Figure 2 — Syll C Mor Implicational Universals of PEAK and SOMO

Figure 3 — Syll C Mor Implicational Universals of ONS and SOMO

Figure 4 — Sonority Drop Implicational Universals of SOMo

Figure 5 — Implicational Universals of MOSO

Xiv

114

117

118

119

121



1 INTRODUCTION

This dissertation develops a theory of phonological learning within a proposed probabilistic formulation of
Optimality Theory (Prince and Smolensky 1993/2004), Maximum Likelihood Learning of Lexicons and
Grammars (MLG). MLG undertakes the problem of concurrently learning grammars and lexicons, the two
main subproblems of phonological learning. A major challenge is the learning of grammars that are
simultaneously restrictive and have generalizing capacity, two contradictory requirements. The proposed
solution combines the principle of richness of the base with maximum likelihood learning of Optimality
Theoretic grammars. The generalizing capacity of grammars is attributed to formal linguistic theory, due to
implicational markedness universals. The identification of restrictive grammars is the consequence of
maximum likelihood learning combined with explicit reliance on the OT principle, richness of the base.

A possible learning algorithm Ed{, a two-stage Expectation Maximization procedure (Dempster
et al. 1977), is proposed. The algorithm is shown to successfully learn restrictive grammars and lexicons
that together comprise explanatorily adequate language models with generalizing capacity.

The success of the learning theory is dependent on the success of the formal linguistic system it
incorporates. Since the ultimate goal of MLG is to build a foundation for modeling of child phonological
acquisition, the formal linguistic system must be capable of capturing the implicational markedness
universals observed not only in adult languages but also during acquisition. A portion of the thesis is
devoted to extending the formal linguistic system to account for apparent inconsistencies of markedness
universals in the area of syllable structure.

The proposed learning theory builds a foundation for the computational modeling of child
phonological acquisition, accounting for the end states of two stages of acquisition: phonotactic learning
and learning of alternations and underlying forms, or morphophonemic learning. Additionally, predictions
are made concerning the roles of frequency in learning. The algorithm is combined with the proposed OT

theory of syllable structure to initiate modeling of the acquisition of syllable structure in Polish.



The remainder of the chapter discusses the overarching goals of the thesis, the general approach,

and the properties of the proposed learning theory. Also, a brief review of related work is presented.

1.1 THE FORMAL, BEHAVIORAL, AND COMPUTATIONAL MODELING OF ACQUISITION

The ultimate goal of this work is to develop a learning theory that accurately models human phonological
acquisition. Accurate modeling of psychological processes can occur on a number of levels, which may be
called the formal, behavioral, and computational levels. The formal level concerns the formal problem of
learning, characterizing the input to the learner and the objective of learning - in other words - what the
form of the data available to the learner is and what the correct output of learning looks like. For example,
whether underlying forms or prosodic structure are available to a learner is part of the formal problem.
Characterizing the objective of learning means formalizing the desired properties of the correct adult
grammars and lexicons, such as requiring grammars to be restrictive.

The behavioral level concerns the observable behavior of the learner and the observable input to
the learner. For example, a possible goal of behavioral modeling may be to account for the overt words
uttered by a child during acquisition, given the overt words presented to the child.

Finally, the computational level of acquisition modeling is the modeling of the actual
computations made in the brain by the learner. The computational level may itself have multiple sublevels,
differing in scale, or the degree of detail being accounted for. For example, some computational level
models work at the level of the neuron, while other computational models may work at the level of the
whole brain. The high level computations of the brain are not generally observable, and the empirical
evidence supporting a computational level model may include information about how long certain
computations take or how resource-intensive certain computations are.

Solving the formal modeling problem is a prerequisite for solving the behavioral and
computational modeling of acquisition problems. It is not possible to propose a model of acquisition
behavior or computation without specifying what kinds of inputs are provided to the model. Once the

formal problem is defined, there are many possible behavioral and computational level models. Any change
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to the assumptions of the formal level fundamentally alters the computational problem. In particular, the
problem of learning a constraint rankimg/ the correct underlying forms is a fundamentally different, and
much more complex, problem than learning the constraint rarddingy, the correct underlying forms. For

this reason it does not make sense to compare the computational level treatments of two different formal
problems.

The principal goal of this thesis is the characterization of the formal modeling level that allows for
learning of a grammar and lexicon, given overt (unstructured) phonological forms. The formal problem
thus involves learning the hidden variables, the grammar and lexicon (and resulting structure), that explain
the phonologically unstructured overt forms of a language. The computational modeling problem is
addressed only at the most general level, namely, showing that there is a computational model that solves
the formal problem. Furthermore, it is argued that any gradual computational level model that solves the
formal level problem, like the proposed learning algorithm, will exhibit an effect of frequency on the order
in which forms are learned. This addresses the secondary goal of the thesis, accounting for certain aspects
of the behavioral modeling problem, in particular, the roles of frequency and markedness during

acquisition.

1.2 MAXIMUM LIKELIHOOD LEARNING

In maximum likelihood models, finding a solution to the computational problem entails finding an
algorithm to maximize the objective function, a likelihood measure, defined in the formal problem. This
approach has a number of advantages, two of which are discussed below.

First, maximum likelihood learning allows for the desired properties of the end state to be
formalized and encoded in the objective function. Characterizing the objective is necessary for evaluating
the success of a computational model. By making this objective explicit in the form of an objective
function, the definition of success is built into the formal problem. Evaluation of the computational

component, the algorithm, consists of determining the degree to which the objective function is optimized.



Second, learning as gradual maximization of an objective function is well-studied and powerful. Maximum
likelihood learning of a complex system with interdependent hidden variables (in this case, a grammar and
lexicon) creates a learning process thatdse tractable than inducing the correct categorical combination

of all the hidden variables. In maximum likelihood models, there is a gradient notidesmfanodel, not

just the notions of correct and incorrect. This gradient notion allows learning to proceed by gradually
adjusting the learnerOs hypothesis, rather than needing to identify ways to adjust the hidden variables so that
they end up being absolutely, categorically correct. In addition, learning of language inevitably encounters
ambiguity throughout the learning process. Probabilistic models not only enable quantitative comparison of
multiple solutions to ambiguous situations according to the objective function, but also naturally allow
multiple solutions to be entertained simultaneously during learning until the inferior solution can be
eliminated. In other words, maximum likelihood learning implicitly avoids making categorical choices

during the learning process that may have important consequences for subsequent learning.

1.3 THE FORMAL LEARNING PROBLEM - THE OBJECTIVE OF LEARNING

The proposed formal learning theory, Maximum Likelihood Learning of Lexicons and Grammars (MLG),
confronts the formal problem of learning a lexicon and grammar from phonologically unstructured forms.
The formal modeling goals of the thesis are to account for the seven extremely general empirical

observations about human languages and phonological acquisition, stated explicitly in (1).

(1) MLG Goals:
a. Learning of a lexicon and grammar.

b. Learning of restrictive grammars.

c. Learning of grammars with free variation.
d. Learning of grammars that assign inaudible structure.
e. Learning involving generalizing from input data.



f. Learning from unstructured overt forms only.

g. Learning that is sensitive to frequency.

Chapter 2 defines MLG and argues that the proposed formal learning theory achieves these goals. The
proposed characterization of the formal learning problem involves separating the formal problem into two
subproblems. The first subproblem concerns the learning of phonotactic grammars for a fixed, rich,
morphologically undifferentiated OlexiconO (or ObaseO). The proposed characterization of this formal
problem is MLGhon  The characterization of the second subproblem, which concerns the concurrent
learning of a morpheme-specific lexicon and grammar, is MLGhapter Zorovides formal arguments

that the optimal solution under MLy, is a restrictive grammar, while the optimal solution under MLG

is a grammar and lexicon combination that is descriptively and empirically adequate. The full formal
learning problem requires both these problems to be solved, yielding a grammar and lexicon combination
that is explanatorily adequate. The full problem of learning the grammar and lexicon combination is
characterized by ML& , whose objective function combines the objective functions of pd.@nd

MLG . Because MLG, characterizes the formal learning problem as likelihood maximization, it not only
identifies a solution to the grammar and lexicon learning problem that is explanatorily adequate but also
characterizes language models that are sensitive to frequency and can model free variation.

The formal learning theory depends on the linguistic theory it incorporates. It is the linguistic
theory that accounts for the capacity for generalization, via language-universal principles encoded in the
constraint set. One way in which universal constraints account for generalization is via implicational
markedness universals. Chaptegrdsents a novel framework of syllable structure that accounts for what

appear to be contradictory implicational patterns cross-linguistically.

1.4 THE COMPUTATIONAL LEARNING PROBLEM — THE LEARNING PROCEDURE

Chapter 3 presents a possible learning algorithmg Efdr maximizing the objective function defined in

Chapter 2. Specifically, the proposed algorithm is a procedure for solving the objective functions
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characterized by MLggo.nand MLGey in sequence. This subdivision of the computational problem into
stages of phonotactic learning followed by grammar and lexicon learning follows Prince and Tesar (1999),
Tesar and Prince (to appear), and Hayes (2004). The principal goal of the chapter is to present a possible
procedure for optimizing the objective function of MLG. In particular, this means accounting for the most

basic computational modeling goal, showing that MLG is learnable.

(2) Computational Modeling Goals:
a. Children learn language.
i. There is some algorithm for optimizing the objective function of MLG.
b. Children learn language in a few years.

i. A tractable, efficient way to solve the MLG exists.

The proposed algorithm is not intended as a literal model of computations in the brain, nor as a literal
model of the learning process in general. In particular, the aspects of the acquisition modeling problem not

addressed by the current algorithm are:

(3) Empirical Facts not Addressed by Current Algorithm:
a. Online (rather than batch) learning.
b. Relative time and complexity of various computations.
c. How the components of MLG and the optimization of the objective function are

represented in the brain.

However, a secondary goal of the chapter is to propose specific improvements to the algorithm, which

together yield an online algorithm closer to achieving the goals of computational modeling of acquisition.



1.5 LINKING PRINCIPLES TO ACQUISITION

While the proposed algorithm does not address the empirical facts corresponding to the computational
level, certain aspects of the algorithmOs approach are intended as models at the behavioral level. In
particular, EM;,_ falls into a class of possible learning algorithms whose treatment ofdyHaBd MLGex
as two stages and whose predictions concerning the effect of frequency on final grammars and on the order
of acquisition are considered valid. Chapter 5 discusses in detail the correspondence between the proposed
formal learning theory and the process of acquisition in children.

Two primary behavioral modeling hypotheses are proposed. First, the algorithmOs division of
MLG into two stages, following (Prince and Tesar 1999; Tesar and Prince, to appear; Hayes 2004),
corresponds roughly to two proposed stages of child acquisition. The first stage, phonotactic learning, is
grammar learning prior to availability of morphology. The second stage, the learning of a lexicon and
alternations, is the learning of morpheme-specific underlying forms and contextually conditioned surface
variants. The second class of proposed behavioral hypotheses concern the effects of frequency and
markedness on grammatical order of acquisition. In particular, five types of empirical generalizations at

the behavioral level are hypothesized:

(4) Behavioral Modeling Hypotheses:
a. Learning is gradual.
b. The optimal grammars of ML correspond to possible child phonotactic grammars.
c. The optimal grammars of MLG correspond to possible adult grammars.
d. The optimal lexicons of ML, correspond to possible adult lexicons.
e. The effect of frequency and markedness on the modelOs grammar acquisition (roughly)
corresponds to the effect of frequency and markedness on childrenOs grammar

acquisition.



These hypotheses are examined in detail in the domain of syllable structure acquisition in Polish. The
above generalizations are the primary hypotheses whose correspondence to child acquisition will be
discussed. Numerous other behavioral modeling tasks are possible in this general framework, but

identifying the precise characterization of these linking hypotheses is left for future work.

1.6 RELATED WORK ON LEARNING IN OPTIMALITY THEORY

This section briefly reviews related work in OT learnability.

Most work on OT learnability (Boersma 1997, 1998; Boersma and Hayes 2001; Tesar 1995; Tesar
and Smolensky 1995; Goldwater and Johnson 2003; Ying Lin 2005) has focused on the task of learning the
constraint ranking, given the underlying forms. While there have been a number OT learning algorithms
proposed, the two most well known are the Gradual Learning Algorithm (Boersma 1997,1998; Boersma
and Hayes 2001) and the Constraint Demotion Algorithm (Tesar, 1995; Tesar and Smolensky, 1995). Two
other proposed algorithms for learning OT are the Maximum Entropy model (Goldwater and Johnson
2003), and the Gibbs sampling algorithm for learning Stochastic OT proposed by Lin (2005).

The problem of learning hidden structure has been addressed by Tesar (1998, 1999, 2000) and
Tesar et al. (2003). These papers propose algorithms designed to handle hidden structure in data and are
applied to the particular kinds of hidden structure that occurs in stress systems. Some of these papers
propose procedures that iterate between learning the grammar and underlying stress of surface forms. This
set of papers represents a step forward; however, the proposals assume that underlying forms are realized
faithfully with respect to segments and no alternations occur, and in these proposals learning of underlying
features is restricted to a single feature, stress. In other words, the proposals make the simplifying
assumption that the task of learning hidden structure involves assigning structure to correct, unstructured
underlying forms: the underlying forms that have been provided to the learner already incorporate the
restrictions on possible unstructured forms. For example, a learner of a language with no heavy syllables
could not be provided inputs with heavy syllables in these systems D the task of the learner is to parse the

inputs that do exist in the language. A more general proposal is made in subsequent work described below.
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The problem of learning hidden structure given correct underlying forms in a stochastic setting is addressed
by Apoussidou and Boersma (2004). In this work, the Gradual Learning Algorithm is applied to the

learning of grammatical stress systems, given the underlying forms and unstructured overt forms. In work
on the computational complexity of this formal problem, Eisner (2000) shows that, in the general case, just
determining whether any ranking consistent with unstructured forms exists is NP-hard. This result shows
that the formal problem of learning a constraint ranking given unstructured overt forms is Hifficult

The problem of learning phonotactics has been addressed by Prince and Tesar (1999) and Hayes
(2004) independently. Both proposals rest on the observation that much language-specific learning occurs
prior to the learning of morphology. Both proposed algorithms (Prince and Tesar 1999; Hayes, 2004) rely
on this distinction, and propose an algorithm for phonotactic learning. Phonotactic learning occurs by
learning a constraint ranking that is able to map output forms faithfully onto themselves.

Tesar and Prince (to appear) further propose an algorithm for the second stage: learning
underlying forms from morphological alternations. At this stage the learner receives information about
morphological mappings: information about the morphological composition of each surface form. The
learner uses the phonotactic grammar learned in the first stage to aid in its search of underlying forms. The
morphological mapping restricts the search of underlying forms by requiring distinct surface forms of a
morpheme to be derived from identical underlying forms. In this way, the learner bootstraps between
learning the grammar and learning the underlying forms until a complete grammar and set of underlying
forms are found.

More specifically, Tesar and PrinceOs algorithm proceeds as follows. First is the stage of
phonotactic learning where an input-output pair is provided to the learner, with the input being identical to
the output. Phonotactic learning proceeds using the Biased Constraint Demotion algorithm (Prince and
Tesar 1999), which attempts to find the most restrictive grammar consistent with the output forms by
maximizing the r-measure at each step. The r-measure is an estimate of the restrictiveness of the grammar,;

it is a quantification based on the observation that restrictive grammars exhibit a preference for rankings

 While this result shows that learning is difficult in the general case (when applied to any formally definable constraint set), it may be
possible to improve on this general result by taking advantage of the specific properties that hold of linguistic systems in particular.



with markedness ranked above faithfulness. The end result of this stage, therefore, is a phonotactic
grammar which finds a relative ranking between markedness constraints, ranks markedness as high as
possible relative to faithfulness constraints, but is not able to infer anything about the relative ranking of
faithfulness constraints because they are never violated in the training data. Next, the learning of
alternations and underlying forms proceeds with the learner being provided with the morphological
structure of the overt language. The learner constructs possible underlying forms by finding features that
vary in the output and constructing all possible combinations of varying features. For morphemes that do
not alternate, the underlying form is taken to be identical to the surface form. The hypotheses about
underlying forms are tested for consistency with the grammar; the hypotheses that do not yield an
inconsistent grammar are adopted. Possible underlying forms are tested for consistency, and any feature
that is constant across consistent hypotheses is adopted. Recent work by Merchant and Tesar (2005) refine
this procedure by using contrast analysis Tesar (2004) to identify and restrict possible underlying forms.

In related work, McCarthy (to appear) proposes an extension to Tesar and PrinceOs algorithm that
aims to eliminate the simplifying assumption that the underlying form is identical to the overt form for
nonalternating morphemes. McCarthy proposes to employ unfaithful mappings learned from alternations to
generate possible underlying forms for nonalternating forms.

In a fundamentally different theory of OT, Apoussidou (2006) proposes an extension to the
Gradual Learning Algorithm that allows the simultaneous learning of the constraint ranking and
Ounderlying formsO. In this framework, learning underlying forms means learning a ranking of lexically-
specific constraints that evaluate the phonological shape of an underlying form as a whole. In other words,
there is a lexically-specific constraint against every possible underlying form of every morpheme, and
therefore the Ounderlying formO of a morpheme is determined by the lowest ranked lexically-specific
constraint. In this approach, the learning of underlying forms has been translated into constraint ranking,
enabling the application of the constraint-ranking algorithm.

In sum, the previous work on OT learnability can be divided into two camps, each with its own
advantages. The first approach, characterized by (Tesar 1995, 1998, 1999, 2000, 2004; Tesar et. al 2003;

Hayes 2004; Prince and Tesar 1999; Tesar and Prince, to appear; Merchant and Tesar 2005; McCarthy to
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appear), is primarily concerned with identifying a provably correct learning algorithm for discrete,

restrictive OT grammars (and sometimes lexicons). The second approach, characterized by (Boersma 1997,
1998; Boersma and Hayes 2001; Goldwater and Johnson 2003; Lin 2005; Apoussidou and Boersma 2004;
Apoussidou 2006), focuses on stochastic algorithms that are resistant to noise and can model variation. The
thesis will present evidence that MLG, the learning theory proposed here, combines advantages of both
approaches. In particular, MLG casts the learning of restrictive grammars and lexicons in a probabilistic
setting, enabling the modeling of free variation and resistance to noise. Additionally, the maximum

likelihood approach enables the application of well-understood, sound learning algorithms to the OT

learning problem.
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2 FORMAL LEARNING PROBLEM

This chapter presents the proposed learning theaayium _Likelihood Learning ofLexicons and
Grammars (MLG), that characterizes the formal problem of learning a grammar and lexicon from
unstructured overt forms in the maximum likelihood framework. This involves characterizing the objective
function whose maximum corresponds to linguistically valid models. The term hypothesis will be used to
refer to the combination of grammar and lexicon.

The aim of this chapter is to show that the objective function of MLG characterizes linguistically
valid solutions to the lexicon and grammar learning problem. Specifically, maximizing the objective
function of MLGyhen yields restrictive grammars, which treat as ungrammatical as many unobserved forms

as possible, while maximizing the objective function of ML ®ields_empirically adequate hypotheses that

are capable of generating the data given the morphological facts. The objective function characterizing the
solution to both these problems, which is a component of M| Belds hypotheses that are both

empirically adequate and consist of restrictive grammars.

2.1 COMPONENTS OF MLG:

MLG relies on an objective function characterizing the ability of a grammar and lexicon to explain
observed data. Characterizing this function requires precise characterization of the grammar, lexicon, and
observed data. This section presents a precise formulation of each of these components of MLG and

discusses their appropriateness and limitations.

2.1.1 Primary Linguistic Data

The primary linguistic datd that serves as input to the learner, defined in (5), is a getiafque,

unstructured, overt forms associated with a sequence of indices and a nonnegative fréqgisgosy a
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unique identifier for each word type. In other words, the learning data provided to the learner are

unstructured surface forms, without any prosodic or morphological structure.

5) D" {(k,0,,#., f,) |O, is thek™ overtword typeassociatedvith anonemptgequence,
of elementdrom$ and a frequencyf, %0}

Likewise, no information about the phonological makeup of underlying forms is present in the primary

linguistic data. Each word typ@, occurs with frequency, and is associated with a sequerigeof
morpheme indices, which are defined in (6). Specificdllyefers to a single morphenig, identifies the
sequence of morphemes associated Wighand A refers to the entire set of morphemes. THUs,
identifies the sequence of morphemes present in a surface form. For example, the ovésgfdrm [

(OdogsO) would be associated with the sequence of two morphemes DOG+PL. In other words, a set of
morphemes, each with a distinct index, is provided to the learner, and each overt word corresponds to a

sequence of these indices.

(6) A ={A|Aisamorpheme index}

The observed data to be explairéds the portion ofD excluding the indice$ . In other words O
corresponds to the overt forms and their observed frequencies; the morpheme indices are not part of the
observed data. In other words, the only unobserved information provided to the learner is the

morphological indices.

(7 0" {(k,0,,1,) |0, is the k" overt word type associated with frequency f, # O}

}\O refers to the portion ob not contained |r0 the portion associating each ty@e with a sequence of

indices but excluding the phonological form.

(8) [.\0 = {(k,A,) | A, is a sequence of indices associated with the k" overt word type O, € b}

13



In sum, the data available to the learner consists of overt phonological forms - phonological features and
segments are assumed to have been extracted from the continuous speech stream. No information about the
underlying forms, the morpheme boundaries in surface or underlying forms, or the covert structure

assigned to surface forms is provided to the learner. However, a minimal amount of morphological
knowledge, an associated sequence of abstract morphemes for each word, is assumed known by the learner.
Ultimately, the learning of the morphological and phonological (and semantic) components must be

modeled jointly because they are surely interdependent. However, the simplifying assumption made here
regarding availability of morphology is minimal. In particular, morpheme identifiers are available to the

learner, but no morphological structure is assumed.
2.1.2 Grammar

In MLG, the grammar (9js a probability distribution over total rankings (B®)Optimality Theoretic

(Prince and Smolensky 1993/2004) constraints (11).

(9) G = a probability distributionover R
(10) I'?E{total rankingsof é}

(11) C " {Faith,, ¢ $ Markednessg}

Given the set of constraint, which consists of faithfulness and markedness constraints, a rarﬁért%g
is any total order of these constraints. There érleﬂankings.é is any probability distribution over this
set of ordered constraints. The class of the probability distributions is not restricted in MLG.

While the primary linguistic data consists of overt phonological forms, the grammar defines a
distribution over structured phonological forms for any given underlying form. A single overt form has

multiple corresponding structural forms:

(12) §k " {s, |5, is a structural formof O, # 6}
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A ranking r is assumed to map an underlying formo a single optimal structured form using the function

Opt, defined in (13).0pt in turn depends oiren (14), which generates a set of candidate structural forms

for any underlying form.

13)Opt:u€U, > s€ Gen(u) C §,where§sUSk
k

(14) Gen:u" U,+> Gen(u)$ S

Gen and Opt are essential components of G3en generates a (possibly infinite) candidate set of
structured forms for each underlying for@pt is determined by the constraint rankingind the violation
marks assigned te by each constraint im. In particular, given the underlying formm, Opt selects the
structured forms with the minimal violations of the highest ranked constraints.in

The grammalé determines the production probability of an underlying fernmapping to a

structured forms. This corresponds to the total probability of all rankings whose optimal candidate is

given u. I is the indicator functionj (x) evaluates to one if the statemeats true and to zero otherwise.

(15) Py(u—9) =Py (slu) = Epé(m u——s9
rer
Table 1and Table? illustrate the proposed probabilistic OT grammar with an abstract example.
Table 1shows the violation marks assigned by three constraints, A, B and C, to five candidate qutputs O
Osfor the underlying formu. To compute the winner of an optimization, constraints are applied to the
candidate set in order according to their rank. Candidates move on to the spetiobif they have the

fewest (or tie for fewest) constraint violation marksligated by asterisks).
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Table 1 - OT Candidates and Constraint Violations

underlying form corstraints
u candidates A 1 B i C
0, P
0, |mi s
o | iwi
o |+ e

The third column of Table Blentifies the winner under each possible ranking of the three constraints. For
example, if the ranking is AEBEC, constraint A eliminates all @@ Q, then constraint B eliminates

Os, designating Qas the winner. The remainder of Tablélistrates the proposed probabilistic OT

grammar. The first column shows the probability) that the grammar assigns to each ranking in this
example. The probability of each ranking determines the probability with which the winner under that
ranking will be selected for the given underlying form. This is the conditional probability, shown in the
fourth column, of the output candidate and the rankirggven the underlying form:. The last column

shows the total conditional probability for each candidate after summing across rankings. For ingtance, O
is the winner under two of the rankings, and thus its total conditional probability is found by summing over

the conditional probabilities aer each ranking.

Table 2 - Probabilistic OT

P(r) r o P@©,r | U) EP(O,I’ lu)=P(olu)
0.20 AEBEC| O, 0.2 0.2

0.15 AECEB| O; 0.15 0o

0.05 CEAEB| O 0.05

0.10 BEAEC| O 0.1 0.1

0.00 BECEA| O, 0.0 0.0

0.50 CEBEA| O, 0.5 0.5
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2.1.3 Lexicon

The Iexicon'L(16) is probabilistic as well. Each index (i.e., each morpheme) is associated with a

probability distributionL. over the space of possible underlying foritlhs(l?)

(16) L= {L, | L, is a probability distribution over lj}

a7 u" {universalsetof possibleunderlying forms}

As defined in (17),0 is necessarilyich B all words in all languages must be derivable febmFor

simplicity, U can be assumed to include all possible forms that can be created by combining the elements
over which the constraints i@ are defined. In other words] is assumed to be infinite and contain every
possible underlying form. While MLG definds as infinite, it does not restrict the class of probability
models, allowabld._,s, overU .

L, is the probability distribution over all the possible underlying forms for the iddex

determines the lexical probabilitjat the underlying form of (written /" /) is u given the lexiconL.

(18)L,:ua PUA/=ull)

2.1.4 Objective Function

Having definedé, L Ao, and O, it is now possible to defin® (19), the function evaluating the ability

of G andL to explainb, given ™ .

rrrr
(19) Q(D,L,G,A) = P(

O_‘
=
\.G)_ﬁ
>—¢
<
I
]
3
O
\!:_‘
pﬁ
> =
(@]
v
~—]
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Q is simply the likelihood 00, given L, G and the indices associated with each word t&ge L and

G are the parameters of the probability model. The task of learning involves finding the right settings of
the parameters. The observable variable@ iare the phonological forms, while the hidden variables are
the phonological makeup of the underlying forms, the rankings, and the structural descriptions of the overt
phonological forms.

Q assumes that each output fo@p in O is independently generated. This means thatan
model word-level phonological effects but excludes the possibility of modeling phonological effects that

cross word boundaries.

(20) P(O, |L.G." ;) =# P(s, IL.G," , ) =H H P.w$ 5)P(%/=ulL)

(20) states that the probability of each overt word is the sum of the probabilities of each of the structural
forms of that word, while the probability of any structural form is the production probability of that
structural form from an underlying form, times the probability ofi, summed over all possible
underlying formsu.

This model assumes that the probability of the underlying form given the indices is independent of
the conditional probability of the structural form given the underlying form. In other words, the indices
cannot affect the choice of ranking that is selected. This means that morphologically conditioned variation

is ruled out.
2.1.5 Discussion

The particular assumptions made here about the information available to the learner affect the
development of the remainder of the formal problem and computational problem. However, they are not an
essential characteristic of every solution to the formal learning problem in MLG. In this system, more or
less information about the hidden variables can be easily incorporated into the same probability model. For

example, the present assumptions assume that aspects of morphological structure are available to the
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learner, and the probability is conditioned on this structure. It is possible to define a probability model over
the kind of morphological structure that is assumed here and treat it as another learnable parameter.

In fact, results of previous work on induction of morphological structure suggest that such an
approach may be promising. Several models have been proposed for automatically inducing morphological
identifiers like those assumed by the present learner (Goldsmith, 2001; Snover and Brent, 2001). The task
of uncovering morphological relations is complicated by allomorphic alternations that obscure the
underlying identity of related morphemes. While these models are very promising, their power may be
significantly enhanced if they were combined with a model of phonological alternations such as the one
proposed here.

Likewise, the independence assumptions made here can be loosened without fundamentally
changing the nature of the formal problem. For example, the assumption that ranking selection is
independent of the indices can be relaxed by allowing each index to select its own distribution over
rankings or by allowing morphemes to influence the distribution over rankings. Such extensions do of

course make the formal learning problem more difficult.

2.2 THE FORMAL PROBLEM AS TWO SUBPROBLEMS

This section divides the formal learning problem into two subproblems, phonotactic and morphophonemic
learning, characterized by Mlgg,and MLGe,, respectively. The definitions of the components of MLG
are extended to accommodate the subproblems. ML &1d MLGe rely on the components introduced in

the previous section, and this section contextualizes the components to their specific role in each.
221 MLGuhen

MLG honis the problem of identifying a grammar fofieed rich lexicon with no morphological

information. Each word is morphologically simple, generated from the same underlying form distribution.

In particular, the primary linguistic data provided to the learner in M&Gﬁ consist only of overt

phon

phonological forms, their frequencies, and a single index.
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(k,0,, ) 10, is thek™ overtword typeassociatedwith indexA .,

b =
(21) phon {
and frequencyf, = 0}

The same single indek , = is associated with every phonological form.

phon

(2) A, ={8

Since all words are associated with the same ifdgy , all words have the same underlying form

distribution, given byZ This distribution must assign a nonzero probability to each of the possible

'phon *

underlying forms inJ . This second criterion guarantees ﬂ.l%n is a rich lexicon.

(23) L, =a probability distribution over Ust.Nu€U,Pu)>0

'phon

In MLG phon, Q is maximized only with respect to the gramnﬁlh,rwhile the lexiconL is fixed to thlm.

This special case @@ will be referred to a®,,, -

(24) Qphon = Q(Dphon’ Lphon’G’A phon)

Any grammar that maximize@ , = will be called G

phon phon *

(25) Gphon = arggnaXQphon

The hypothesis consisting d}p and G together will be calledH

hon phon phon*

(26) H ,,,,, = hypothesis (L,;,,+ G 1)

phon

MLG nontreats all phonological forms as morphologically simple, derived from the same, rich
underlying form distribution for a single morpheme. This characterization of phonotactic learning is
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formally equivalent to treating all words as exponents of different (single) morphemes, but requiring that
all morphemes have the same, rich distribution over underlying forms. This characterization is a natural
interpretation of the OT principle, richness of the base in a probabilistic setting; it requires that the
grammar map each of the possible underlying forms onto some observed surface form(s). In general, it is
not be possible for the grammar to map every possible underlying form omta@hobserved word: there

are accidental gaps in the lexicon that correspond to possible words. Thus, given this characterization of

phonotactic Iearningéphon is a grammar thatptimally maps a universal rich base onto observed forms.

As Section 2.3.3 will demonstrate, this choice leads to the selection of restrictive grammars that map
ungrammatical forms onto grammatical forms.
Furthermore, since all overt forms are generated from the same underlying form distribution,

individual overt forms OcompeteO with one another for probability. As will be discussed in Section 2.3.4,

this choice has important consequences for the propertéghgj. In particular, generation from a single

morpheme distribution implies thép will exhibit sensitivity to frequency.

hon

2.2.2 MLG:

MLG e« deals with the problem of characterizing a lexicon and grammar to max@niZehe overt forms
that serve as input to ML consist of overt phonological forms, their frequencies, and an associated

sequencel, of indices referring to the morphemes of which each form is an exponent. The vadaim of

which indices refer to morphemes is callgx.

27) D, ={(k,0O,A,.f) 10, is thek™ overt word type associated with a nonempty

sequence A, of morpheme indices in A, and frequency fi=0}

lex

The set of indices referring to morphemes is cahqg.

(28) A, ={ A | A is a morpheme index}

lex

21



Each word is associated with a sequence of one or more morpheme indices, each of which has an

associated distributioi... over U .

(29) L" {L,|L, is a probability distribution over lj}

(30)L,:ua PUA/=ull)

In other words, each morpheme is associated with its own distribution over the space of underlying forms.
The sequencé,, of morphemes associated with a morphologically complex word determines the
joint probability distribution of potential underlying forms of the word. The standard linguistic proposition
is that each morpheme has a consistent underlying form across contexts, while the grammar drives
allomorphic variation that may result in the morpheme having different surface realizations in different
contexts. The approach taken here is to reinterpret the standard proposition probabilistically. In particular,
rather than identifying a single underlying form for each morpheme, the model represents the underlying
form as a distribution over possible underlying forms, and this distribution is constant across contexts. To
determine the probability of an undérlg form for a morphologically complex word, the product of the
morphemeOs individual distributions is taken B the probability of a moprhemeOs underlying form is taken to

be independent of morphological context.
R PUA/=u;,..u)) = P(/)LK /= ui,...,/)»kj /=u;)= P(/)LK /= ui)-...-P(/)Lkl /=u;)

No assumptions are made here about how the particular phonological underlying forms of multiple
morphemes combine to create a single morphologically complex underlying form. Given a sequence of
morpheme identifiers and their respective phonological underlying forms, the grammar must determine

how the morphemes are realized on the surface, whatever the morphology of the language may be.

0,.. is maximized with respect 16 and L simultaneously, and any grammar and lexicon that

maximize Q,, are calledG,, andL,,, respectively.

lex
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(32) (Glex'Llex) = arg”?ax Q(Dlex'L’G’Alex)
GL

The hypothesis consisting &, andL, is calledH

lex lex lex*

(33) H ox = hypothesis (ljlex,ém)

2.3 PRINCIPAL PROPERTIES OF MLG

This section discusses general propertieégjand Hp arguing that the hypotheses favor solutions that

hon ¥
are linguistically valid, or explanatorily adequate.
Throughout this section, the discussion will focus on categorical distinctions made by grammar
and lexicon combinations in MLG. Hypotheses in MLG are probabilistic, assigning a probability to
potential overt forms and therefore modeling what is more or less Olikelyd. Nevertheless, probabilistic
hypotheses are capable of modeling categorical distinctions between grammatical and ungrammatical. In a
probabilistic setting, some forms are possible (grammatical) and others are impossible (ungrammatical).
The ungrammatical forms are assigned zero probability by the hypothesis; all other forms are grammatical,
though to varying degrees. Sections 2.3.12a8d2 show that the preferred hypotheses in MLG are those

that consider the observed forms grammatical. Section 2.3.3 arguélispmatavors restrictive grammars

that treat as many unobserved forms as ungrammatical as possible. Finally, Section 2.3.4 discusses

additional properties of the phonotactic grammars favore&pyn.

2.3.1 The Optimal H, and H hon Are descriptively adequate.

hon

A descriptively adequate lexicon and grammar combination is capable of generating all of the overt forms

in the data corpus, as defined below.

(34)Definition: A hypothesis H is descriptively adequate with respec'I Ldf:
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a. For any Qin O, H assigns nonzero probability te. O

In a probabilistic setting, the capacity to generate any observed form corresponds to the assignment of

nonzero probability to that form. The following shows that, assuming descriptively adequate hypotheses

exist in the space of grammar and lexicon combinations, E(;;Uand H, are descriptively adequate.

phon

(35)Proposition I: Descriptive Adequacy ofi, and H

lex phon-
a. If a descriptively adequate mode] bff O exists inG x L, then any model jHthat is not
descriptively adequate is suboptimal.
b. Proof:
i. Suppose a descriptively adequate mooled;i—lb exists.
1. Then H assigns nonzero probability ©.
2. Any model H that is not descriptively adequate assigns probability
zero to some (On 0 by definition.
3. Therefore H assigns probability zero 10 since the product (defined
in (19)) is zero if any of the factors are zero.

4. Therefore H assigns higher probability t0 than H does.

5. Therefore His suboptimal.

2.3.2  The Optimal H, and H are empirically adequate.

lex phon

Proposition | above states that an optimal hypothesis will be able to generate all the observed forms with
nonzero probability (assuming some descriptively adequate hypothesis exists). While this is an important
property for the hypotheses to have, it is hardly a guarantee of correctness. In particular, a correct
hypothesis will not only generate all the observed words, it will generate all the observed exponents of
every index sequence. In other words, it is not sufficient that the hypothesis generate an observegd form O

for the hypothesis to be correct, it is also necessary for the hypothesis to genfoatet@® correct
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morpheme indices. This necessary property of linguistically valid grammars is empirical adequacy, and is

defined in (36)elow.

(36)Definition: A hypothesis H is empirically adequate with respecrf)tand "o if:

a. For each observed exponenkEO ; of “, in }\O, H generates @O ; given ",

In general, empirical adequacy is not a very strong requirement since it only requires that each observed
form be generated given the index sequence and says nothing about not generating additional forms. For
instance, it is possible to satisfy empirical adequacy by generating every possible form for each morpheme
sequence. However, for a certain important type of hypothesis, empirical adequacy is actually a very strong

requirement. This type is the deterministic hypothesis in MLG, defined in (37).

(37)Definition: A hypothesis H is deterministic with respectC'Doand Ao, if:

a. Foreachi, in ™ ,, Hgenerates a single overt form O

Since deterministic hypotheses account for the vast majority of work in theoretical OT phartblegy
treatment of these hypotheses in MLG is important to understand. Deterministic hypotheses contrast with
nondeterministic hypotheses, defined in (38). Nondeterministic hypotheses exhibit free variation © multiple

exponents of a single morpheme sequence are allowed.

(38)Definition: A hypothesis H is nondeterministic with respecflcand }\O, if:

a. ForsomeA, in }\O, H generates overt formsq@nd Q such thati, = A; and Q ! O;.

2 Theoretical work generally involves deterministic instanceﬁgxf. While the above discussion holds for deterministic instances of
H such hypotheses are not theoretically interesting since they are capable of the generating only a single overt form.

25
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In a deterministic hypothesis, where each morpheme sequence has exactly one exponent, empirical
adequacy means that every exponent should have nonzero probability given its index set. If a correct,
deterministic model exists i x L, it will actually assign probability 1 to each exponent, and therefore

probability 1 t0O. This is shown below.

(39)Proposition IIa: Empirical Adequacy of Deterministic Hypotheses:
a. If His an empirically adequate, deterministic hypothesié thL, then it is an optimal
hypothesis.
b. Proof:
i. Assume H is empirically adequate and deterministic.
ii. Since H is deterministic, each set of indicgsyields a single overt form,O
iii. Since H is empirically adequate, thig €rresponds to the observed exponent of
Ay
iv. This means that for each observed &Q | 4,) =1

v. Since the probability of each@ 1, by (19), the likelihood oD is 1.

vi. Since the probability oD is at most 1, H is optimal.

A deterministic hypothesis generates a single overt form for every morpheme sequence. A deterministic
hypothesis need not correspond to a single ranking, however. In many cases, multiple rankings will
represent the same mapping from underlying to surface forms. In this situation, the rankings are
functionally indistinguishable from one another, and a hypothesis may still be deterministic even if it
assigns nonzero probability to multiple rankings. Likewise, multiple underlying forms may map to the
same surface form given the grammar. In this situation, the lexicon may assign nonzero probability to
multiple underlying forms and still be deterministic. Thus, MLG does not require that a deterministic
hypothesis consist of a single ranking and single underlying form for each morpheme. MLG is capable of

representing multiple equivalent deterministic hypotheses using a sort of Ounderspecification® by assigning
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nonzero probability to each of the equivalent rankings and nonzero probability to each of the equivalent
underlying forms for a given morpheme.

If the observed data can be modeled by a deterministic hypothesis, MLG identifies a deterministic
hypothesis as optimal. In other words, if there is a single ranking that can generate the observed forms from
a lexicon that has one underlying form for each morpheme, this will be an optimal hypothesis under MLG.
As discussed above, any functionally equivalent grammar and lexicon combination will be optimal as well.
MLG penalizes prediction of unobserved forms. It is only in cases in which no deterministic hypothesis can
explain the observed forms that a nondeterministic will be preferred.

Notice that in the deterministic case, the empirically adequate hypothesis generates exactly the
observed forms given the indices. In the nondeterministic case, however, generating exactly the observed
forms is not always a desirable or even possible solution. Consider the following hypothetical distributions

of surface forms in a language with variable final devoicing:

(40) Variable Final Devoicing A
a. Morpheme 1:
i. tatb 42%, tad b 58%, tade B 100%
b. Morpheme 2:
i. datb 48%, dad B 52%, dade B 100%
c. Morpheme 3:
i. tatb 100%, tate B 100%
(41)Variable Final Devoicing B
a. Morpheme 1:
i. tatb 95%, tad b 5%, tade B 100%
b. Morpheme 2:
i. datb 100%, dad B 0%, dade B 100%
c. Morpheme 3:

i. tat D 100%, tate B 100%
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Note that in both cases the underlying forms for morphemes 1 and 2 must have voiced final consonants in
order to explain the consistent intervocalic voicing in the absence of grammatical intervocalic voicing (see
morpheme 3). In A, morphemes 1 and 2 exhibit free variation, but with slightly different observed
frequencies. MLG is constrained D there is no way to match the frequencies exactly for both morphemes.
In other words, MLG treats the differences in frequencies between morpheme 1 and 2 as an accident and
infers a single distribution for both morphemes. In B, one morpheme exhibits variation with a strong bias
toward devoicing, while the other happens not to alternate at all in the language sample. In MLG, the only
way grammatical variation in final devoicing can be explained for one morpheme is to predict variation in
devoicing for other morphemes with the same final consonants. Given these constraints, a descriptively
adequate grammar predicts devoicing for both morphemes in both languages with the same predicted
proportions for both morphemes. This is an instance of generalization: MLG is not inexorably tied to the
data.

When the observed forms are uniquely determined by their morpheme indices, any empirically

adequate hypothesis is optimal, howe\,lél[ex andH . are empirically adequate in the nondeterministic

phon

case as well This is shown below.

(42)Proposition IIb: Empirical Adequacy o . and H, :

phon -
a. If an empirically adequate hypothesig With respect to0 and A, exists inG" L, then
any hypothesis {that is not empirically adequate is suboptimal.
b. Proof:
i. Assume H is empirically adequate.

ii. Assume H is not empirically adequate.

3 . . g i ' .. e .
In fact, the requirements satisfied by, and H phon 90 beyond empirical adequacy. Empirically adequate hypotheses that assign

probability to unobserved forms are suboptimal in comparison to empirically adequate hypotheses that assign less probability to
unobserved forms, all else equal. MLG embodies a gradient notion of empirical adequacy that favors hypotheses that best capture the
distribution of observed forms. This property is further discussed in Section 2.3.4.
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ii. Since H is not empirically adequate, ldoes not generate the observeddd
someA,.

iv. Thus, H assigns 0 probability to,O

v. Since the product of 0 and any other terms is,Gadsigns 0 t.

vi. Hy, since it is empirically adequate, assigns nonzero probability to gadly O
definition, and therefore nonzero probability(fh

vii. Therefore K is suboptimal.

In sum, this section has shown that MLG favors hypotheses that are empirically adequate. In particular, if
empirically adequate hypotheses exist in the grammar and lexicon space, then any optimal hypothesis is
empirically adequafeln addition, in the special case of deterministic hypothesesmpirically adequate
hypothesis is shown to be optimal under MLG. Thus, MLG prefers deterministic hypotheses as long as they
can generate the observed data b if the data are deterministic, MLG identifies deterministic hypotheses as

optimal.
2.3.3 MLG;o selects restrictive grammars.

As discussed above, empirical adequacy is not a very strong requirement of nondeterministic models.

Although H. andH..__are empirically adequate, empirical adequacy does not guarantee explanatory

lex phon
adequacy. Explanatory adequacy requires models to generate minimally beyond the observed forms. It
requires models to consist of restrictive grammars. Defining restrictiveness precisely enough to evaluate a
formal modelOs restrictiveness is a difficult task.

This section proposes a formal definition of restrictiveness and argues thgtdvib@eneral selects

grammars that satisfy this definition. A relative definition of restrictiveness is provided in (43)

* The hypothesis space, since it embodies the set of universal constraints, should generally include hypotheses that are descriptively
and empirically adequate for any natural language sample. Some exceptions to this include cases where the language sample is
impoverished or contains noise. Section 2.5.2 discusses a possible way of handling such situations in MLG.
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(43)Definition: A grammar G is relatively more restrictive than grammayrth respect tol. and

a. G; maps the set of underlying forms Into a set of output forms;0O
b. OCO
c. Gz maps the set of underlying forms Into a set of output formsO

d 0,C0O;

Restrictive grammars accept a subset of the output forms accepted by unrestrictive grammars, but
restrictive grammars are descriptively adequate. Under this relative definition, any descriptively adequate

grammar G for which there does not exist another descriptively adequate gramraacé&pting a proper

subset of forms accepted by, & called a restrictive grammar, with respecit(amd o.

(44)Definition: A grammar G, a member of grammar spaée is restrictive with respect td and

a. G; maps the set of underlying forms Into a set of output forms;O

b. OCO

c. There does not exist a grammari® G that is relatively more restrictice than @ith
respect tol. and O (i.e., a grammar &hat maps the forms ih to a set of output

forms Q, such that @C O, and for whichO C ).

In particular, the status of a grammar as restrictive depends on which other grammars exist in the grammar
spaceé and on which underlying forms are assigned nonzero probabil&y ifFor example, if there is

only a single grammar |ﬁ§ it is by definition restrictive. IfL is not rich enough to distinguish the set of

outputs accepted by two grammars, then neither grammar is more restrictive than theotfierricher

L could distinguish between them.
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The main claim of this section is thég,hon is a restrictive grammar with respectl't%on. Before

making this claim formally, one additional definition is needed. This is the definition of accept, shown

below:

(45)Definition: A ranking 7 in R accepts an overt form,QOf:

a. r maps Qto itself, or equivalently ©@— Oy underr.

Os restrictiveness can be made:

hon

Now, the claim concerning;,

(46)Conjecture III: G hon 1S @ TESTriCtivE grammar with respectl't%on. In particular:

hon

a. Ifarankingr, in R accepts a subset of the form'sl'JrF]hon called Q,

b. andr, is descriptively adequate,

c. then any ranking, in R that accepts a proper superset gf@lled Q, is assigned 0
probability in éphm.

The Conjecture in (46tates that superset rankings that accept a superset of forms accepted by other

descriptively adequate rankings are assigned zero probability by the optimal grép,mairhis section

does not present a proof for the Conjecture in (46) in general, and it is not clear whether the conjecture is
true in full generality. However, this section does present a proof for a special, limiting case of (46) and

discusses the passage from the limiting case to the general case.

If the Conjecture in (46) is true, sin(:'!ephon contains all possible underlying forms all:lg10n
assigns nonzero probability to all formslihhlm, no lexicon can render a restrictive grammar ud@@gﬂ

unrestrictive. This implies thas ., is a restrictive grammar irrespective of lexicon.

phon
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What follows is a proof for a special case of the Conjecture in (46) showing that if the restrictive
ranking accepts exactly the set of observed forms, any unrestrictive ranking accepting all the underlying

forms is assigned O probability. The proof assumes the Identity Map Hypothesis:

(47)Definition: The_Identity Map Hypothesis holds, if:

a. Foranyr in R if r accepts an outputy®™henr maps Q to itself.

The Identity Map Hypothesis requires that accepted forms map to themselves. This means that chain-shifts,

for example, are ruled out.

(48)Proposition II1a:

a. Ifaranking Rin R accepts a subset b}phm called Q,

b. and Qis the set of observed forms,
c. and the Identity Map Hypothesis holds,
d. and the probability model ovek is unconstrained

e. then any ranking Rn R that accepts a proper superset pf@equal toU, is assigned 0

probability in éphm.
(49)Proof of Proposition I1Ia:
a. suppose that:
i. The observed forms arg f Op
i. U

phon contains all Ain O and all Bin Og

iii. Aranking R in R accepts all Ain Ox and no Bin Og
iv. Aranking R in R accepts all Ain O, and all Bin Og

v. The Identity Map Hypothesis holds,

5 This guarantees that the grammar is capable of assigning zero probability to some rankings. An unconstrained probability model is
assumed in the implementation of the algorithm discussed in Chapter 3

32



vi. The probability model OVER is unconstrained,
Proof will show that:

i. Ra is preferred to RunderQ and (therefore)

phon !

i. G assigns 0 probability togR

phon
Note:
i. Rais more restrictive thandsince R accepts a proper superset of forms
accepted by R
Any ranking yields only one output for a given input (Opt is a function by assumption
(13))
By the Identity Map Hypothesis, every i O, is mapped to Aby Ry
Likewise, every Ain O, is mapped to Aby Rs
In addition, every Bin Og is mapped to Boy Rs
On the other hand, every B Og is mapped to some; Ay Ra
Thus, the difference between Bnd R is what each ranking maps the forms nt@

Rg maps each form in U to itself, and the probability assigned, toyd; is:

PO, I LponsRe) = [ [PA Lo R = [ JIPA)T*

Only the lexical forms in @contribute probability undergR

. The probability of Q given R, on the other hand is:

PO, L, R,) = HP(A,. IL,0n R = H[P(A,.) + EP(BI.)I(B_/. —— A
i i J

Both forms in Q and forms in @ contribute probability under R
All forms B; in Og have some probability mass as underlying forms becaygertrates
them.

FOI’ anyAIn OA1P(A,' |L RA) " P(Az |Lph0n’RB)

phon
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r. Infact, for some Ain Oy P(A IL,..Ry) > P(A IL .. Rs) because each of the forms

phon> phon>

in B; are mapped to someg Ander R. Whichever Athis is, it will have the added
probability mass from B

s. ThereforeP(O,IL,,,.R,)>PO,IL,, .Ry)

‘phon >

t. Therefore R is suboptimal under MLggon

u. For each output Ats probability under a grammar G, which is a distribution oveléiall
is the sum of the probability assigned touider each ranking, summed over all

rankings:

V. P(A ILponG) = Y POA 1Ly ROP(R)
R

w. SinceP(A, L, .R)" P(A/IL, .R,) forall A, and

phon > phon >

P(A |L,, .R,)>P(A |L,, R, forsome A and" P(R/) =1 settingP(R;) =0

R

phon phon

maximizesP(O, |L ,,,..G) -

phon 1
Crucially, the proof shows that the restrictive ranking makes factor of the probability of observed

Jforms equal to or greater than the superset ranking does. This is a sufficient condition to show that the
nonrestrictive grammar is suboptimal; otherwise, however, the restrictive grammar could assign a
completely different distribution to theg\and could therefore assign a lower overallfp(€ven with a

higher total prob of . This is because P{Ddepends on the frequencies each term is raised to, and
accepting more forms does not necessarily imply a worse fit.

In MLGnon however, only the mappings of neutralized forms, forms that are mapped unfaithfully,
can affect the fit. The underlying form distribution is the same for all rankings, and the mapping for
accepted forms is always faithful as shown above. Therefore, the only way to affect how probable
observed forms are is to change what neutralized forms map to. The more probability mass a grammar

assigns to the frequent forms, the more it is preferred by the objective function.
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The two limiting assumptions made in Proposition llla enable the contribution of the neutralized
forms to be controlled. First, the superset ranking accepts everything in U (i.e., is the identity map). This
guarantees that there are no neutralized forms mapping to overt forms in the superset ranking that could
possibly make it a better fit. While the first assumption guarantees that the superset model will not be
better, the second assumption guarantees that the superset model will be worse. The second limiting
assumption requires that the restrictive grammar accept exactly the observed set. This assumption makes it
possible to show that the neutralized forms in the restrictive model are being mapped to the observed
forms, not just any form accepted by the model. Otherwise, it would be possible that all the forms
neutralized by the restrictive model are mapped to some form that is accepted by the restrictive model but
not observed, making the two models equally good (given the first assumptions).

Thus, there are essentially two ways to fail to meet the limiting assumptions of Proposition llla.
First, the restrictive ranking accepts some unobserved forms. This scenario is illustrated & Fethlis
scenario, both rankings assign the exact same probability to the observed forn@Y{dubly outlined).
Arguably, in this case Ris not more explanatorily adequate than Rven though Raccepts fewer total

forms, it is no better thangRat explaining the observed forms.

Table 3 — Superset Ranking that yields equally good fit

Restrictive R Superset R
L u|o L ulo
P(IO/) | O1 | O P(G,) =P(/C./) P(/O/) | 0. | O, ] P©)=P(¢0, /)
P(/Gy) | Oz | Oz P(0,)=P(10,]) P(/O/) | 0, | O, | PO, =P(0O,))

P(OY) | Os | Os | P(©O,)=P(O,/)+ Y P(O,/) | PUQY) | Os | O3 | P©O;)=P(O;))

P(/Qy) | O4 | O3 P(/OJ) | Os | O4 | P(O,)=P(/O,/)
P(/Q) | Os | O3 P(/Qy/) | Os | Os | P(Os)=P(Os/)
P(/Qy) | Os | O3 P(/Qy/) | Os | Os | P(O4)=P(/O])
E E | E E E | E E
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In addition, while in realistic learning situations unobserved forms will be prevalent, the scenario in Table 3
with @/l neutralized forms mapping to unobserved forms is extremely unlikely, perhaps even impossible. If
even a single neutralized form is mapped to an observed form, B3 Rvill be dispreferred since it does

not neutralize any forms. In a realistic learning situation, an explanatorily adequate grammar will accept a
strict superset of observed forms. Notpalisible words areictual words. However, the gaps in the

observed actual words are accidental, or arbitrary (otherwise they would be explained by the grammar).
Therefore, neutralized forms should be mapped both to forms that are observed and ones that arenOt
observed (since the difference between the two is arbitrary). If a restrictive grammar maps all neutralized
forms only to the unobserved forms, this means the unobserved formsatmstitute an accidental gap

(since the grammar can distinguish between observed and unobserved). In this case, the restrictive
grammar has failed to account for a major non-accidental pattern and is therefore not explanatorily
adequate. In other words, it is possible to construct a hypothetical restrictive grammar that is equally good

underQ , = as an identity grammar, but such a grammar should not be considered more explanatorily

phon
adequate than the identity grammar.

Second, a superset ranking may not accept ajlqun. This scenario is illustrated in Table 4. In
this scenario the superset ranking accepts more unobserved forms than the subset ranking, but the
neutralized forms are mapped to different observed forms in the two rankings. If the frequency of form O
(the form with highest probability undegRis sufficiently high in comparison to forms@he form with
highest probability under g3, the superset ranking will be preferred un@gy,, to Ra.
Just becausegRs not necessarily worse thap Boes not mean thaghs not worse than some

ranking in R. Since restrictiveness is relative, the statusgodgRrestrictive or not depends on which
restrictive ranking Ris compared to. In Tabkethere are multiple differences between the two rankings.
One difference is with respect to how many forms each ranking accepts. A second difference concerns the

mapping of neutralized forms. These two differences make it impossible to know which ranking will be

optimal without reference to the specific frequencieéin
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Table 4 — Superset Ranking with Different Mapping of Neutralized Forms

Restrictive R Superset R

L ul|o L ul| o
P/OY) | O | O P(O,) = P(/0, /) POy | 0. | 0. | P(,)=P(O,) +#"5P(/0n )
P(Q) | Oz | O P@©O,)=P(0O,/) P(Q) | Oz | O P@G,) =P(0O,/)
P(/OY) | 05| Os | PO, =P(O,)) +#;P(/0n N | Puoy) | 0s | 0 P(0,)=P(/0,/)
P(/Qy) | O4 | O3 P(/Qy) | O4 | O4 P(©,)=P(/0O, /)
P(G) | Os | Os P(G) | Os | Oy
P(/Gs/) | Os | Os P(/Gs/) | Os | O1

E E|E E E|E

If R is instead compared with a restrictive rankingwh identical treatment of forms that are neutralized

by both rankings, Ris indeed dispreferred und@y,,,,,. In this comparison, illustrated in Talleneither

of the limiting assumptions of Proposition llla is true, yet the superset ranking is dispreferred. In other
words, it is not necessary for a superset ranking to be inferéoeitp more restrictive ranking to be

suboptimal. For Rto be suboptimal, it is sufficient that it be inferior relative to just one subset ranking.

Table 5 — Superset Ranking with Identical Mapping of Neutralized Forms

Restrictive R Superset R

L ulo L ulo

P(O/) | O, | 01| PO, =P(O, /)+2:°P(/0n nlPyoyy | 01| 0 P(Ol)=P(/01/)+E:P(/0n/)
P(/G) | Oz | O P(0,)=P(/0,/) P(/Q) | 02| Oz P(O,) = P(/O, /)
P(/Oy) | O3] O5 P(0,)=P(/0, /) P(/Oy) | 053] O; P(0,)=P(/0,1)
P(/Qy) | O4 | O P(/Qy) | O4 | O4 P(0,)=P(l0,])
P(G) | Os | O1 P(G) | Os | Oy

P(/Qy) | Os | O1 P(/Oy) | Os | O)

E E |E E E | E
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In OT, it may be possible to show that if rankings suchgard R, exist in G then a ranking such agR
must exist as well. Which forms neutralized forms are mapped to is determined by the ranking of
faithfulness constraints. IngRall neutralized forms are mapped tp\hile in Ry neutralized forms are
mapped to @ In R, the unfaithful mappings must violate some set of faithfulness constragintisile the
unfaithful mappings in Rmust violate some distinct set of faithfulness constraint$nFRs these

constraints must be rankeg > Fg, while in Ry the reverse must hold. It should be possible to reverse the
ranking of iy and i constraints in Rto change the mapping of neutralized forms, creating a new ranking
Rn- Ry should be identical tofRand it can be used to rendey Suboptimal.

Consider an example. Suppose the observed language doesnOt allow voiced obstruents. Ranking
Rg may map voiced coda obstruents to voiceless coda obstruents by violating Ident[voice] svandlg R
map them to sonorants by violating Ident[sonorant]. ThuadRigns more of its neutralized probability
mass to forms with sonorants, whilg &signs more to forms with voiceless obstruents. Suppose, in
addition, that B accepts sonorant onsets whilg ddes not. In other wordsghs a superset rankingaR
may be *VoicedObstruent >> *SonorantOnset >> Ident[voice] >> Ident[sonorant], whiteaR be
*\/oicedObstruent >> Ident[sonorant] >>*SonorantOnset >>ldent[voice]. If forms with voiceless
obstruents are much more frequent than forms with sonoranttyeRsuperset ranking, will be preferred to
Ra. However, in that case gRs dispreferred to a ranking that can be created frgnsRitching the
ranking of the ldent constraints in, Rields *VoicedObstruents >> *SonorantOnset >> |dent[sonorant] >>
Ident[voice]. As in R, voiced obstruents and sonorant onsets are eliminated, but now voiced obstruents
are mapped to voiceless obstruents asinA&ditionally, the probability mass previously wasted on
sonorant onset forms is now diverted to observed forms, makidgspreferred.

In order to make a formal claim of this sort, however, this argument must be formally proven in
the general case. This is an important issue that warrants further attention in future work. If, however, it
turns out that this claim is not true in general (although it is certainly true in some cases), the definition of
restrictiveness proposed here may be too limited, failing to capture the notion of explanatory adequacy. In

particular, it is not clear that, in Table Rs is explanatorily less adequate than R Rg assigns higher

probability to O than R does, this is becausg Brovides a better fit to the observed forms their
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observed frequencies. If Ry generates fewer types, but assigns probabilities to these types that are less
compatible with their observed frequencies thard®es, R is less explanatorily adequatex
probabilistic sense. It may prove necessary to broaden the notion of restrictiveness to take into account

such probabilistic explanatory adequacy.

In summary, this section has argued t('i@;on identifies restrictive grammars. Identification of

restrictive grammars is made possible by the capacity of probabilistic models for implicit modeling of
negative evidence. A proof for a special case with two limiting assumptions has been provided. Two
classes of cases that fail to satisfy the limiting assumptions of the special case were identified and
discussed. The section has argued that either these cases should not exist in realistic situations, or it should
be possible to reanalyze them as an instance of the special case and show that restrictive grammars are
selected, or even if the cases failing to satisfy the limiting assumptions of the special case exist and cannot
be reformulated as instances of the special case, this is because the definition of restrictiveness proposed

here does not truly reflect explanatory adequacy in a probabilistic setting.

2.3.4 Other Properties of H

phon

This section discusses two additional propertieﬁg,)‘on: frequency matching and the consequent
probabilistic bias toward ultra restrictive rankings that are not descriptively adequate.

H . differs from H

phon lex

in generating all words from a single distribution over underlying forms.

This means that underlying forms are competing to best explain the observed forms - in essence, all words
are competing with one another. In contrasﬂﬁi@ the competition is between underlying forms for each
morpheme, and only words derived from the same morphemes are competing with one another.

This fact has an important consequence for the characteristﬁ;ogf In particular, unlikeG

lex

éphon has a relative frequency matching capacity ® matching the frequencies of all words relative to one

another.G, has a very limited frequency matching capaci@,@only matches the relative frequencies

lex

of items in free variation.
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(50)Definition: The relative entropyD(p ||¢) of the probability distributiorp with respect to the
probability distributiong is defined as:

p(x)
a. D(pllg= X)log——
(plig) Xezxp()ogq(x)

Relative entropy is a measure of the similarity of two probability distributions.

(51) Definition: The relative frequency estimaf. over O is defined as:

a P0)=ql
f,

i
Maximum likelihood estimates are related to relative frequency estimates via relative entropy as follows:

(52) Theorem (Prescher 2003): P, is a relative frequency estimate of a finite and nonempty corpus
0. Bin G" L is a maximum likelihood estimate over iff the relative entropy oP, is

minimal with respect td?:

a. D(P, III-A|)=n|14inD(Prf IH)

This theorem states that a maximum likelihood estimate is as similar as possible to the relative frequency

estimate. This property will be called frequency matching:

(53)Proposition I'Va: ﬁphm is frequency matching. In particular:

a. H is an instance o6 x L that minimizesD(P,, I H) with respect toH .

phon

b. Trivial:

i H is the maximum likelihood estimate ovér.

phon

ii. Py isthe relative frequency estimate o@r
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iii. Therefored , is an instance o6 " L that minimizesD(P, Il H) with respect

phon

to H.

To facilitate discussion of the frequency matching property, consider the following example in.Table 6
Suppose that a language consists of two typesn® Q with frequencies;fand §. Suppose further that

the grammar space consists of two rankingsafd B. Ra can generate both observed forms assigning
50% probability to each, whilegRyenerates only O Rs is therefore descriptively inadequate. To simplify
the presentation, it will be assumed that there are n underlying forms (where n is an even number) with

equal probability.

Table 6 — Restrictive and Ultra Restrictive Rankings in éphon

Restrictive R Ultra Restrictive B

L U (0] L U (0]

1 1 1 1 1 n-1
=|lo o] PO)-2—== | —| O O PO)=—+—=1
n 2 n 2 n n

1 n,1_1 1

— | O (0] PO)=="=== = (o) o)

n 2 2 ©2) 2 n 2 n 2 1

1 1

— | O3 | O — Os (o]}

n n

1 1

— | O | O — O, (o)}

n n

E E E E E E

1 1

— On_l Ol - C)n-l c)l

n n

l On 02 l C)n ol

n n

In this example, the probability that each ranking assigns to the two forms is fixadsiBns equal
probability to the two forms, whiledRassigns probability only toOThe higher the proportion of,@n the

data, the higher the probability assigned iR G As the following calculations showgRan be

phon *
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assigned nonzero probability l@p and the proportion of probability assigned tpiRinversely

hon ¥

proportional to the proportion of@bserved in the data.

(54) Finding G

phon:

a G is a grammar that maximize&3

phon phon:

. Qphon = [P(Ol)] fl[P(()z)]f2

r f f,
il Gppon = AIGMAQ 10, = argma%£+ q} [B]
G p 2
b. Let p=P(R,) andg" P(R;)=1# p, and

] and f,

=1-f, then:
f,+1, f+1,

c. Let f=

i. G

phon

r T o1, of Lokf
i. G,,,=argma 1-21 |2 22
g P 2] 12 2

(2-p)'(p)"
2

r
iii.  Gppon = argmax
P

d. Finding the maximum:

. ”"_1Q7 =#r(2# p)™ (p)" + @t 1) (2# p) (p)"”

i, = (3-1)
a-5 \p

iv. " p=20#f)

V. =q=1-2(1-f)

vi. Substituting the original notatioR(R;) = 1—2( ik )= 2( h )—1
L+t URE

42
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As expected, there is an inverse relationship between the proportigrirofi@ data and the probability

assigned to Rby G The lower the proportion of Qhe higher the probability assigned tg, Ehe ultra

phon *

restrictive ranking. This means that for an observed language with a frequém @robability of B in

éphonwill be low. If the language however has a low proportion Hftke probability of B will be high.

This is a consequence of the frequency-matching behavior: in order to better match the high frequency of

0Oy, G must assign some probability t@,Rvhich favors Q.

phon
Consider several specific cases of the example language. In this example, the most probability

that can be assigned tg 8 50% because onlysRassigns probability to Hand under RO, has 50%

probability. Therefore, this is the limiting factor that determines whethés &signed any probability

mass inéphm. If the observed relative frequency of i® lower than 50%, the bias againgtdan be

observed as a function of the frequency gf O

Table 7 - Probability of R, and Rg as a Function of Frequency

fa f P(R.) P(Re)
50 50 100% 0%

75 25 50% 50%
90 10 20% 80%
95 5 10% 90%
99 1 2% 98%

In general, sinccép is frequency matching, it exhibits a probabilistic bias against infrequent forms. This

hon

bias against infrequent forms is accomplished via disfavoring rankings that generate infrequent forms.

However,('}phon can only disfavor rankings that generate infrequent forms if there are other rankings that

do not generate the infrequent forms. If there are such rankings that do not generate the infrequent forms,

they are ultra restrictive and descriptively inadequate. In addition, infrequent forms can only be excluded

by some rankings if they are in general more marked. There!ﬁ;gpg11 exhibits a probabilistic bias against
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marked and infrequent formssen though it does generate them with some probability. This property is

stated below.

(55)Proposition IVb: G, exhibits a probabilistic bias against marked, infrequent forms.

phon

This proposition states that even thm@pm admits all grammatical forms of a language with some

probability, the marked and low frequency forms are less likely to be admitted by the grammar. This
means that the marked and infrequent forms are more likely/gplaeed, or mapped to less marked

forms. A series of simulations in the next chapter will further illustrate this property.

24 MLGqgL

The solution to the full problem ML& involves the satisfaction of both Mly,and MLGe,. This can be

formalized as maximizing botp,, and Q,,.,simultaneously by maximizing their weighted product.

phon
(56) (GGL 'IIJGL) = ar%Tax(Q(bphz>n ’Il‘phon 76";\phnn)a 'Q(IDlex'II"éJl\le,\')) Wherea > 0

The final hypothesigi,,, maximizes the weighted product o,.,andQ,, .

hon

(57) Hg, " hypothesigly, ,Gg,)

MLG non prefers restrictive grammars while MlsGprefers empirically adequate grammars given the
morpheme sequences. Empirically inadequate grammars assign zero probability to the overt forms, and

therefore zero to the product ¢, and Q They are therefore suboptimal in MgG(assuming

phon *
empirically adequate hypotheses exist). An optimal solution to M@l therefore be an empirically

adequate hypothesis that simultaneously maximizes, .
The (positive) weighting parameter determines the relative importance of maximiz@g,,,

versusQ,,. When " is less than one, it is more important to maximizg. On the other hand, when is
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more than one, it is more important to maxim@g,,, . Because many empirically adequate hypotheses
may exist with varying values a9, , the optimal hypothesis may involve a trade-off between an

empirically adequatéIB that assigns full probability to all observed forms and an empirically adequate

lex

éphm that penalizes infrequent forms to some degree. Determining the appropriate valvegoires

further investigation.

2.5 DISCUSSION AND FUTURE WORK

This section discusses additional properties of MLG as well as possible alternative formulations or

enhancements to the model.
2.5.1 Alternative Objective Functions

This chapter has proposed to model phonological learning as two sub-problems, which must both be solved
to identify linguistically valid, explanatory models. Within the bounds of likelihood maximization, it is
possible to select alternative objective functions. One alternative is to define a single likelihood function
that instantiates a rich base, but at the level of the entire lexicon, for th@fglophonemic learning

problenf. In this alternative, rather than generating individual words from a random lexicon and

multiplying the probabilities to find the likelihood of the corpus, the entire (morphophonemic) lexicon is
generated randomly, and the likelihood of a corpus is found by summing over possible random lexicons for
the entire corpus. Both MLG and this alternative select grammars on the basis of a rich base. The
alternative approach, however, selects grammars only on the basis of underlying formsdhaork for

the entire corpus B an incompatible lexicon assigns zero probability to the corpus and therefore contributes
nothing to the selection of the best grammar. MLG makes the assumption that words may be generated
independently, which allows the likelihood of words to be calculated independently of other words. This

assumption seems to be warranted in the experiments reported in Chapteeder, further work is

5| am grateful to Jason Eisner for suggesting this possibility.
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needed to determine whether independence is warranted in general or whether a move toward lesser

independence is needed.

2.5.2 Noise and Impoverished Input

MLG allows the modeling of free variation. In some cases, what is meant by noise in the overt language is
a special case of variation, which the grammar should explain. Other times, noise refers to a kind of data
that the learner must somehow decide to ignore entirely. As proposed, MLG handles the former type of
noise but not the latter.

The latter type of noise may actually correspond to two distinct situations under MLG, which can
be identified and handled in the probabilistic setting. First, there may be no hypothesis in the space of
grammar and lexicon combinations that can generate the noisy data at all but plenty of hypotheses that
generate the remaining data. A similar situation may arise if the language sample is impoverished. This
would mean that there is no empirically adequate hypothesis - all hypotheses assign zero probability to the
set of observed forms if the set includes the noisy forms. Second, the noisy data can be generated by some
hypothesis, but the hypothesis that accommodates the noisy data (and the remaining data) is drastically
different from the hypothesis that generates the observed data minus the noisy data. In particular, the
hypothesis that accounts for the noisy data does so at the expense of explaining the remaining data well.

It is possible to extend MLG to deal with both these situations analogously. The probability model
may be extended to allow the possibility of ignoring some data, at a cost, if it entails a significant increase
in the probability assigned to the set of observed forms. For example, one approach may be to allow a
special type of word, the Onoisyd word, to which MLG assigns a low probability but which can be generated
by sidestepping the grammar. Under this view, the hypothesis that labels some word as an instance of the
OnoisyO word is advantageous only if it allows a significant increase in the probability assigned to the set of
observed forms. This is because the decision to label something as noise carries a high cost in terms of
probability. When there is no empirically adequate hypothesis, labeling a word as noise would always be

advantageous since the alternative would be to assign zero probability to the set of observed forms.
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2.5.3 Type or Token Frequency

The objective function defined in this chapter presupposes a particular interpretation of frequency. The
objective function relies omken frequency, the frequency with which each word type occurs in the
sample. Thus, MLG predicts that in morphophonemic learning, it is token frequency that determines the
optimal probabilistic grammar to account for the relative proportion of items in free variation. In
phonotactic learning, it is the token frequencies of various word types that determine the optimal
phonotactic grammar, with higher frequency words having a greater influence.

An alternative interpretation of frequency is as the frequency of abstract patterns in a languageOs
lexicon, ortype frequency. It is an empirical question whether token or type frequency governs grammar
learning. The proposed objective function relies on token frequency; however, simply removing the
exponents from the objective function would yield an objective function that relies on type frequency. The
present formulation predicts that token, not type, frequency accounts for the probabilistic biases in adult
grammars with free variation. Token frequency has an even stronger effect on phonotactic learning in
MLG, where all words are generated from the same rich base. Further work is needed to determine whether

this is the appropriate interpretation of frequency for both stages of phonological learning in MLG.

2.5.4 Reliance on General Constraints

The generalizing capacity of MLG depends on the system of constraints it subsumes. For this reason it is
essential that the constraints be general and principled, making valid typological predictions. Nonetheless,
very specific constraints are occasionally posited for particular languages. If such constraints are to be
included in the set of universal constraints, they may adversely affect the generalizing capacity of the
grammar by allowing restrictions to be stated with reference to very specific constraints. In order to avoid
this, MLG could be enhanced to exhibit a bias against ranking specific constraints high. Formally, a bias
against specific constraints could be achieved by using a prior probability distribution over grammars that
favors low ranking for specific constraints. In such a formulation, specific constraints would be ranked high

only if absolutely warranted by the data.
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2.5.5 Rule-Based Phonological Grammar

MLG has been presented as a learning theory within Optimality Theory, and the remaining chapters of the
thesis will proceed with this assumption. Accordingly, the grammar in MLG is defined as a probability
distribution over constraint rankings. However, because no particular probability distribution is assumed in
MLG, all that is required formally of the grammar in MLG is that it assign a probability to any input-output
mapping. Thus, it is possible to replace the MLG grammar with any probabilistic grammar for input-output
mappings without affecting the remainder of the formal problem. Indeed, MLG may be easily translated
into the problem of learning an ordering of phonological re-write rules. In this alternative, the grammar
would simply be some probability distribution over all the possible orderings of a (fixed) set of

phonological rules. Thus, although MLG is a theory of learning in Optimality Theory, the general approach

is amenable to other theories of phonology as well.

2.6 CONTRIBUTIONS

In summary, this chapter has presented formal arguments that the optimal solution to MLG satisfies the

desired goals below, restated from Chapter 1

(58)MLG Goals Revisited:

a.

b.

Learning of a lexicon and gramm#f.

Learning of restrictive grammang.

Learning of grammars with free variatiar.

Learning of grammars that assign inaudible strucwdre.
Learning involving generalizing from input datd.
Learning from unstructured overt forms on.

Learning that is sensitive to frequenes.
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The principal advantage of MLG is its satisfaction of all seven goals in a single model. These goals are a
consequence of the way the formal problem is defined in MLG. MLG is a theory of lexicon and grammar
learning given only overt phonological forms and morpheme sequences. This accomplishes (a), (d), and (f).
Because the learning problem is cast as a likelihood maximization problem, goals (c) and (g) are built into
MLG. The generalizing capacity of MLG grammars (e) is due to the reliance on general, linguistically-
motivated, Optimality Theoretic constraints and their permissible interactions. Finally, this chapter argued
that the formulation of the objective function for the phonotactic learning problem, which instantiates
richness of the base, is responsible for the preference for restrictive grammars (b). MLGOs satisfaction of
these goals will be further illustrated by simulations in Chaptersd3 MLG and its computational

implementation will be compared to other work on learnability in OT in Chapter 3.
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3 COMPUTATIONAL LEARNING PROBLEM

3.1 INTRODUCTION

This chapter proposes a procedure for solving the formal problems ofMiaBd MLGey, in sequence.

The proposed procedure relies on the Expectation Maximization algorithm (Dempster et al. 1977), which is
applied in two stages corresponding to the Mls&and MLG., formal problems. The chapter presents
arguments that the two stage EM procedure provides a reasonable approximation to the solution to the
MLGg, problem and discusses possible extensions to this implementation.

Section 3.2 proposes the detailed implementation of the components of the MLG probability model.
Section 3.3 presents the two stage EM search procedure and discusses properties of the EM algorithm.
Section 3.4 presents the results of artificial language simulations illustrating the properties and capacities of
the algorithm. Finally, Section 3.5 discusses various alternatives and extensions to the present
implementation, arguing that the limitations of the present implementation are not fundamental to all

solutions to MLG.

3.2 PROBABILITY MODEL

The formal definition of the MLG components in Chaptée@/es some flexibility concerning their precise
characterization. In order to implement MLG computationally, however, these components must be fully
specified. This section presents the choice of implementation for each of the components and discusses

alternatives.

3.2.1 Grammar - Probability Distribution over R

There are a number of probabilistic versions of OT that could, in principle, be employed. However, the
correct probabilistic model of OT, which will determine the kind of probability distributions that are

allowed, is not known. The two most well known models for free variation in OT, Stochastic OT (Boersma
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1997, 1998; Boersma and Hayes 2001) and Partial Order grammars (Anttila 1997a, 1997b), make
drastically different predictions about allowable grammars. Other proposed probabilistic versions of OT
include Hayes (2000), Legendre et al. (2000), and Nagy and Reynolds (1997). Partial Order grammars
assign equal probability to all total rankings allowed by a partial order. Stochastic OT assigns probabilities
to rankings by giving each constraint its own standard normal distribution on a continuous ranking scale.
Rankings are assigned probability via the interaction of the normal distributions. These models and many
other potential parametric probabilistic OT models reduce the characterization of a probability model to
selection of values for parameters. The fewer parameters there are, the simpler the probability model and
the less there is to learn. On the other hand, the fewer parameters there are, the less capable the model is of
fitting observed data. Ultimately, the right parameters will constrain the model in the right ways, taking
advantage of the mechanism of constraint ranking directly, and allow generalization from observed data.
Just as the constraint set in OT accounts for generalization, so can a constrained probability model
because both place restrictions on the sorts of data that can be modeled. The constraint set determines
categorical generalization whereas a parametric model affects statistical generalization. A constrained
probability model identifies which probability distributions over rankings are permitted and which are not
permitted. If a language sample is generated from a distribution that is not permitted, learning will involve
finding the closest permitted model. For example, a partial order grammar cannot model a probability
distribution that allows R= AEBEC and R= CEAEB but does not allowsR AECEB. Therefore, if a
language requires the first two, a partial order will generalize and predict the third. A Stochastic OT
grammar makes the same prediction, but because all constraint distributions have the same variance in
Stochastic OT, it will actually generalize to all rankings of A, B, and C. In other words, the partial order
grammar can allow the three rankings with AEB, while prohibiting all other rankings, while a Stochastic
OT grammar cannbtThus, a partial order grammar is more constrained than a Stochastic OT grammar.
Identifying the correct probability model requires identifying the correct ways for rankings to generalize

and not generalize to other rankings.

” Actually, Stochastic OT always assigns some (nonzero) probability to every ranking of constraints. The discussion here is concerned
with which rankings are assigned significant probability.
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Since the right parameters are unknown at this point, and any constraint on the probability model
will affect what is learnable, the approach taken here is to be neutral with respect to class of probability
model by allowing all of them. Specifically, the probability of each total order can be viewed as a
parameter, giving the modeﬁi:|!-1 degrees of freedom. This approach allows the fundamental properties of
the computational model to be studied without being obscured by the choice of probability model.

Once the properties of the computational problem and requirements for learning are better
understood, the right parametric model of OT must be identified. While the present approach is able to
remain neutral with respect to probability model, such an approach is not ultimately computationally
feasible since the number of parameters to lear@ [s3 and quickly becomes intractable as the constraint

set grows.

3.2.2 Lexicon - Probability Distribution over U

Just as the probability model ovBris unconstrained in MLG, so is the probability model cﬂerAny
probability distribution over the spaof?é is permitted. As with the grammar, ultimately what is needed is a
parameterization that will utilize the internal structure of the lexicon in the right way, probably by relying
on phonological features, and predict the right sorts of generalizations.

While the formal problem of MLgonrelies on an infinite, rich base, the algorithm cannot directly
consider an infinite set. There are a number of possibilities for how a rich base can be implemented,;
however, the choice dff does not fundamentally affect the outcome of the algorithm so long as the base is
rich enough. The choice @ does have guantitative effects on the outcome, but as Idﬂgisisich
enough, the outcomes are not distinct qualitatively. Informally, a rich enough base must for each
markedness constraint contain forms that when faithfully parsed will violate that markedness constraint.
This idea is explored further in Section 3.5.

The approach taken here is to define a fikitdased on the constraint set and overt forms. In
general, the set of underlying forms will include all faithful underlying forms as well as variants of overt

forms that differ by violating one or more faithfulness constrainis inThe choice of/ will be defined
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for each simulation in Section 3.4, and a series of simulations will address how learning is affected by the
choice ofU .

Selecting a finite rich base is not the only way of achieving tractability (although this is the
approach pursued here). Alternatively, the algorithm could rely on a distribution over an infinite set of
underlying forms. This would require that some sort of generative probabilistic language model, such as a
probabilistic finite state automaton, be used to model the distribution over underlying forms. Likelihood

could be estimated by sampling from this infinite distribution.

3.3 SEARCH - TWO STAGE EM

This section presents in detail the proposed learning algorithm, the two stagealBbfithm, discussing

the properties of EM and the algorithmOs ability to solve ALG
3.3.1 The Expectation-Maximization Algorithm

The Expectation-Maximization (EM) algorithm (Dempster et al. 1977) is a likelihood maximization
procedure designed to estimate the values of parameters governing the hidden variables. It is used when a
model must be estimated based on a corpus with incomplete data types. In the present case, salving MLG
requires estimating the values of the parameérand L governing the hidden variables, rankings and
underlying forms. The corpus is incomplete, providing only overt phonological forms with no information
about the correct choice @ or L.

EM works by estimating a complete data corpus, where the values of all the hidden variables are
present, which maximizes the likelihood of the incomplete data corpus. Specifically, EM is initialized to
some random parameter settings. Then, EM iterates between two steps, an Expectation step and a
Maximization step. In the Expectation step, the current parameter settings are used to calculate an expected
complete corpus. In the Maximization step, the parameter settings are re-estimated to the values that
maximize the likelihood of the expected complete corpus. Intuitively, during each iteration EM uses the

parameter settings of the previous iteration to make a guess about the hidden variables, and then resets the
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parameter settings to make that guess more likely. As EM proceeds, its guess about the hidden variables
makes the observed data more and more likely.

Even though EM finds the parameter settings that maximize the likelihood of the expected
complete data corpus each iteration, these re-estimates are guaranteed only to increase the probability of the
incomplete data corpus. In other words, EM is guaranteed to find a local maximum of the likelihood of the
incomplete data corpus. In MLG this corresponds to finding a local maximum of the resg@dtveach
subproblem.

The next two subsections discuss the appropriateness of EM as a model of acquisition on the
formal, computational and behavioral levels. The appropriateness of EM as an acquisition model at the
formal level depends on its capacity to find the optimal solutions as defined in MLG. Section 3.3.1.1
discusses the ability of EM to find a maximum likelihood estimate. The appropriateness of EM as a model

at the computational and behavioral levels is addressed in Section 3.3.1.2.

3.3.1.1 EM and Formal Modeling of Acquisition

Work on EM learning of probabilistic finite state and probabilistic context free grammars (PCFGs) has
been moderately successful (Lari and Young 1990, Pereira and Schabes 1992, Baker 1979). Lari and
Young applied the EM algorithm to artificial context-free and finite state languages, highlighting one of the
problems of EM: the initialization of the parameters is an important factor in determining how good the
final grammar is. In related work on PCFGs, Charniak (1993) reports that in experiments running the EM
algorithm with 300 different randomly generated initial parameters, 300 different local maxima were
learned. In subsequent work by Pereira and Schabes the EM algorithm was applied to partially bracketed
corpora, where some of the hidden variables are provided to the algorithm, showing that this helps
immensely with initialization.

When EM is used for inducing PCFGs not only rule probabilities are estimated, but the set of rules
itself must be induced. The simplest solution is to choose some total number of nonterminals N and
generate all Ripossible binary rules using those nonterminals. The initial parameter setting involves

associating probabilities with each of thesertles. Lari and Young identify a problem with using EM for
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learning PCFGs in this way: they found that in order to learn a satisfactory grammar using the EM
algorithm, the algorithm needed many more nonterminals than are necessary in principle to describe the
language.

This work highlights the disadvantages of EM when used in combination with relatively
unconstrained language models such as finite state or context-free languages. Subsequent work on EM has
shown that the language model that is used in combination with EM, not EM itself, may be the primary
cause of these local optima problems.

In ongoing research, Klein and Manning (2002, 2004) have developed the most successful
unsupervised learner of syntactic constituent structure to date. They propose a probabilistic model of
constituent structure that explicitly models the contexts of both constituents and non-constituents. The
simultaneous modeling of constituents® and non-constituents® contexts introduces redundancy into the
language model. Thus, the model they propose is more restricted and constrained than the PCFG model. In
addition, the model is initialized with a distribution favoring unbalanced trees. This combination of
properties yields the best known results on unsupervised structure induction, and the algorithmOs success
does not depend on the initialization to the extent that EM combined with PCFGs does.

Recent work by Goldwater and Johnson (2005) on unsupervised induction of syllable structure
also stresses the importance of model selection for the success of EM. Goldwater and Johnson use two
syllable structure models, both implemented using PCFGs. The positional model encodes the relative
position of each syllable in a word, while the bigram model encodes syllables consistently (treats them as
independent) regardless of position. This bias in favor of consistent syllables turns out to be crucial. They
find that the choice of initial parameters is not crucial for the bigram model because the representational
bias overcomes the initialization. When the model is too free, as in the case of the positional model,
initialization drastically affects performance.

More importantly, as recent work on the expectation-maximization algorithm shows, the

shortcomings of the earlier work on EM were due to the choice of model, not to the EM algorithm itself.
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Optimality Theoretic grammars do not suffer from the same drawbacks as PCFGs. OT gtémtheis
very nature are a language model with global biases encoded in the constraints. Specifically, the
probabilistic formulation of OT in MLG requires that the same constraints with the same distribution over
rankings be used for all words. Whatever subdivisions within words are made by the constraint set, OT
treats all such subdivisions consistently. For example, the OT constraints may parse words into syllables.
The evaluation of the relative harmony of syllables is globally defined via the constraints: all syllables will
be subject to the same preferences. In other words, consistent treatment of phonological constituents is due
to the global application of the same grammar. Whatever processes are described by the constraint ranking,
these processes are constrained to apply consistently throughout the language. Constraints are, in general,
defined over phonological categories not specific sounds. This is one way in which OT generalizes.
Because processes are globally defined over categories, such as consonant and vowel or stop and fricative,
OT enforces consistency.

In sum, although EM is known for its susceptibility to local optima, recent work suggests that the
choice of model is the primary culprit. This gives reason to think that EM combined with Optimality

Theoretic grammars may not be plagued by the local optima problems of earlier work.

3.3.1.2 EM and Computational and Behavioral Modeling of Acquisition

Two fundamental properties of EM make it suspect as a model of acquisition: the fact that computations are
done on the entire corpus in batch, and the fact that the probability of the expected complete corpus must be
explicitly calculated each iteration.

The first property of EM, batch learning, contradicts empirical facts about acquisition at the
behavioral level: children do not wait to receive their entire language sample before learning. Online
variants of EM are possible, however. True EM finds the parameters that maximize the expected complete
corpus each iteration; however, maximization is not required in order for EM to converge. All that is

required is that the parameteétsrease the likelihood of the expected corpus each iteration. This

8 This discussion concerning OTOs intrinsic biases assumgsigically motivated constraint set whose function is to accurately
depict cross-linguistic patterns and generalizations.
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generalized variant of EM is called Generalized Expectation Maximization (Dempster et al. 1977). Neal
and Hinton (1999) describe several variants of the Generalized Expectation Maximization algorithm that
allow for incremental, or online, processing of the corpus. Rather than finding re-estimates that maximize
the expected complete corpus, these variants slightly increase the probability of the expected corpus each
iteration by increasing the likelihood of analyzing a single overt form. Further work is needed to determine
the appropriate way to adjust parameters each time and to determine the convergence properties of such a
variant for solving the objective function of MLG.

The second property of EM, explicit likelihood calculation, may seem implausible as an
acquisition model at the computational level. This calculation would certainly be less computationally
intensive in an online variant of EM, but even in this case it may be desirable to avoid explicit likelihood
calculations, especially if more sophisticated, parameterized mod@lsaati L are involved. An
alternative to explicit likelihood calculations is a sampling update procedure. Rather than calculating the
probability of a hidden variable to use as a re-estimate, the probability model can be used to generate overt
forms according to their distributions, and the proportion of the hidden variable in the random sample can

be used to re-estimate.
3.3.2 EM for MLG

Before presenting the variants of EM tailored to the MlGand MLGe, problems, this section discusses
the form of EM as applied to MLG in general.

Specifically, standard EM for the MLG problem would go through the steps below:
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(59) EM for MLG
a. foreacht=1,23, .. do:
i. E-step: Find the expected complete data corpus Fy.
1. R@Or,uy=P_(r,ulo-f,
ii. M-step: Find the maximum likelihood estimate Py of F:

1. P, =argmax P(o,r,u) "
P

oru

iii. Pt ~':PMLE

EM for MLG first estimates, based on the observed frequencies of overt forms and current grammar and
lexicon, the expected complete data corgusvhich is a corpus of complete types and their expected
frequencies. Complete types in MLG are triples consisting of an overtdpemrankingr, and an
underlying formu®. Thus, in the E-step, EM computes the expected frequency of the possible complete
type by apportioning out the observed frequency of an overt form among the possible rankings and
underlying forms that generated it, weighted by the probability of each combination generating that overt
form. The M-step then finds a grammar and lexicon combination that makes that expected complete corpus
maximally likely. EM iterates between these two steps until convergence.

The reason EM finds a local maximum of the likelihood is that the likelihood at¢beplete

data corpus is monotonically non-decreasing, proven by Dempster et al. (1977):

©)[[rO"=<][P.O"

BecauseP in MLG refers to two separate probability distributions - over rankings and over underlying
forms - to better understand the M-step it is helpful to decompadseo these separate distributions.

Starting with the likelihood of the complete data corpus:

° To make the equations more readable, hetig shorthand for the underlying form of an entire word, not the underlying form for an
index. Also dependence on indices is omitted.

58



(61) L(Ft) = H P(O,I’,U)F'm*r“) _ H P(O’r’u)l"},,(r,u\o)fD

oru oru

In MLG, the probability of the output is determined by the ranking and underlying form combination. Not
every ranking, underlying form and output combination is possible. However, whenever an underlying
form and ranking cannot generate an output, the exponents of that factor below will be zero, making the

entire factor 1, which contributes nothing to the product.

(62) L(F) = H P, () Py(rulo)f, P, (r) Py(r ulo)f,

oyt

Since every factor is multiplied together, the product can be separated into the product of two products:

(63) L(F,) = # P (u) Rey(T o) fo# P, (r)P[--l(rVUIO) f,

oru oru

Each product is over all combinationsafr, andu. P(r) does not depend om or o - there is a single
P(r) for all combinations ofu ando. Likewise, P(u) does not depend omorr, and there is a single
P(u) for any combination of ando. In other words, there are as many factors with the Bége as

there are combinations efand o, and likewise forP(r). The exponents simply add up:

$ . $ o) $  4ruor 8 HRgaas
(64) - # $ PL (M) ua(r o) £, 2 *# $ PG (r) a(r ulo) £, 2 = # gL (u) : 2*# gG (r) “
ou 70r 0y ou 70 oy 70

oy

This allows for theus to be factored out from theterms, and the s to be factored out from the terms:

(65) = # P, (u)l’,ﬂl(ula)./{, $#- P, (r) Bey(rlo) f,

ou or
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Since P., and{o} are fixed, this shows that the likelihood of the complete data corpus is the product of

two independent probability distributions, one torand the other foi.. Given this result, it is possible to

restate EM for MLG with separate maximization over grammars and lexicons:

(66) GL EM for MLG
a. foreacht=1,23, .. do:

i. E-step: Find the expected complete data corpus Fy.

1.

2.

F.@r)=P_(rlo)-f,

F,(0,u) = Py (u]0) #f,

ii. M-step: Find the maximum likelihood estimate Py of F:

1.

® =argmax' P, (r)""

Fe or

2. P -argm P, (u)"o"
) gﬂmﬁm

iii. set:
1. p,=P
2. Ry = IﬂG

This new formulation of EM for MLG allows the formulation of the two stage EM withgNnd EMey

to proceed.

333  EMpm

The goal of ENon the first stage of the learning algorithm, is to maxin@g,, given a rich lexicon. To

the extent that EM,» Successfully maximize® ., and begins with a rich enough base, the resulting

phon

grammar will be restrictive.
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3.3.3.1 Initialization

In MLG pnon €ach word is generated from the same underlying form distribtﬁm,. Recall that MLGnon
requires that each underlying form be assigned nonzero probabil'lggoi,n Choosingll_phon such that each

underlying form inU receives some probability is necessary for ensuring a rich base during phonotactic
learning. The proposed algorithm implements this requirement by sijimgto the uniform distribution,

with each underlying form receiving equal probability. This is possible since, as discussed in Section 3.2.2,

the infinite base of MLG is approximated in two-stage EM with a finite, but rich base.

(67) L., is the uniform distribution over finité :

phon

a. g,w=m=l

phon |ly

L .., is fixed during learning in the first stage.

phon
G is the only parameter being estimated during this stage, and its initial distribution is not critical.

Because EM re-estimates the probability of rankings in proportion to their probability at the previous

iteration (as will be shown in (7below), any parameters set to zero cannot be undone. This means that

initialization must assign all possible rankings some probability mass. The simulations in Section 3.4

demonstrate that the sarﬁa?ephon is identified no matter what initial distribution is used for the grammar.

3.3.3.2 Search

The goal of MLGhon s to identify the grammaﬂéphon that maximizes,,,,, , given the corpus and a fixed

Lphon. The pseudo code for EM,is shown below:
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(68) Pseudo Code for EM,;j,0,

1

a. Pu=—
b. foreacht=1 23, .. do:

i. E-step: Find the expected complete data corpus F.

1. F,o,r)=P_(rlo)f,

ii. M-step: Find the maximum likelihood estimate Py of F:

1. |36=argmax" P, (r)R"

P o
iii. set:

1. Py, =®

To find the maximum likelihood estimate, the product avean be brought into the exponent:

S B(rlo)f,

69) £. = argmaq [ 2. ()" = argm P.(r)"% — argmax| | P. (r)~
(69) B, q)axll[au %a’ﬂG“ gr HG()
The resulting term is maximized by the relative frequency estimaterdter

. 2P.rlof,  IP,(rlof,
70) B, (1) = <2 _l
( ) G(r) EEP’_] (r|0)f0 Zfo

In other words, the maximum likelihood estimate over the complete data corpus, given@,ﬂ%ésl:

f
TP (=Y —k PO
(7)) P, () Ek Efi (r10,)

0 The fact that there exists a grammar that assigns probability to rankings that equals the relative frequency estimate is due to the
unconstrained probability model over rankings, the fact that any distribution over rankings is legal. Finding the maximum likelihood
estimate will be more complicated for constrained probability models.
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Intuitively, this formula re-estimates the probability of a ranking for state t+1 in proportion to the rankingOs

overall probability at state t. The probability of a ranking given an overt form is found as shown below.

Y B(r,u,0)
I)t(r’ok) __u

R‘(Ok) - EPt(r’u’Ok)

(72) P(r10),) =

EM;non gradually converges on a maximum, but it does not ever reach a maximum (except by
round-off error). Therefore, a decision must be made concerning when to stop iterating and congiger EM
to be finished. This decision concerns the degree of precision. The choice made in the simulations

presented in Section 3.4 is to stop iterating when the improvemen}, inis less than .01%.

334 EM,,

EMx tackles the problem of ML, finding the grammar and lexicon that maximize Q, starting the search

where EMpnon left off.

3.34.1 Initialization

The second stage of EM, Eltakes the parameter settings found in ElVas its starting point('} is
initialized to G .
At the beginning of EM the morphological indices are incorporated, identifying how many and
which morphemes are present in each word. At this pﬂ)ibecomes morpheme specific, and each
morpheme must be associated with its aWwnin EMg, the finite U space assumed during phonotactic

learning is re-analyzed to provide a fintieto serve as each morphemeOs morpheme-spéda‘iimce.

Associating a finite subset of tHe space with each morpheme requires some sort of
segmentation of underlying forms into morpheme-specific constituents, which can serve as the underlying
forms for morphemes. In principle, no particular segmentation need be specified. All possible

segmentations may be used to generate possible underlying forms. In other waudis, &dable not
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only of discovering the phonological makeup of underlying forms, but also of selecting the right
segmentation of underlying forms into constituent morphemes. In the present implementation, morphology
is assumed to be concatenative although this is not a fundamental assumption of MLG.
To create the set of all possible concatenative morphemic underlying formé)ty@mthe
following steps are taken. If there are morphologically complex words, the space of underlying forms is
extended to include substrings of underlying forms corresponding to all possible segmentations of
underlying forms into concatenative morphemes. For every morphologically complex word with d
morphemes, each u iti with d or more segments is segmented into d contiguous, nonempty substrings,
each of which is added 19 . This makes up the set of possible underlying forms for all morphemes.
Consider the following example shown in TaBldn this language, there are four overt forms,
which are considered morphologically simple in the phonotactic stage. As discussed, tnép,ﬁ;\it;pace
used for phonotactic learning will depend on the set of constraints and overt forms for each simulation.

Suppose that the finite space for this language includes eight forms as shown in Table 8

phon

Table 8 — Morphologically Simple Overt Forms and U During EM,0,

phon

[tat] | [dat] | [tade] | [dade]
Itat/
tad/
/dat/
/dad/
Itate/
ltade/
/date/
/dade/

During phonotactic learning, each of the eight underlying forms is a possible underlying form for each
overt form. At the onset of E), the morphological indices become available for each of the four overt

words, identifying two of the overt words as morphologically complex, composed of two morphemes. For
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example, [tade] is identified as consisting of two morphemes, but no information is given about how the

possible underlying forms of [tade] should be segmented into two pieces, one for each morpheme.

Table 9 — Morphological Indices for Each Word

k=1 k=2 k=3 k=4
[tat], [dat], [tade] 3 [dade} 3

As described above, a ne@m space is created by segmenting the underlying forrﬂém, and adding

the substrings intdxlllex. Since all overt forms consist of either one or two morphemes, segmentations of

U pnon Nt two substrings are considered and addei?zllego For example, since all eight underlying forms

are possible for [tade] in phonotactic learning (as they are for all overt forms), each of these eight forms
will be segmented into two pieces, to yield the set of possible underlying forms forn@@élame in
[tade]. However, since all words have the same set of possible underlying forms, this segmentation need

only be done once for the entire lexicon.

Table 10 — Creating New U o Space for EM,e,
U ohon Segmentations New Us
Itat/ It-at/ lta-t/ I/, lat/, Ita/
ftad/ It-ad/ fta-d/ Itl, hal, lad/, /d/
/dat/ /d-at/ /da-t/ I/, hal, lat/, /d/
/dad/ /d-ad/ /da-d/ I/, hal, lad/, /d/
Itate/ Itat-e/ Ita-te/ It-ate/ ltat/, Ital, lel, Itel, late/
ltade/ ltad-e/ lta-de/ Ilt-ade/ itad/, tal, lel, Idel, lade/
/date/ /dat-e/ /da-te/ /d-ate/ /dat/, /dal, lel, ltel, late/
/dade/ /dad-e/ /da-de/ /d-ade/ /dad/, /da/, e/, Idel, [ade/

These segmentations yield the augmerh]edpace:l'] shown below.

lex?
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Table 11 — Union of New and Previous U Space for EM,¢,

tat/ I Itel
tad/ /d/ /de/
/dat/ lel late/
/dad/ lat/ /ade/
Itate/ Ital
ltade/ lad/
/date/ /da/
/dade/

3.3.4.2  Pruning U

lex

In principle, each morpheme can be initialized with the same distribution over this entire spagds EM
capable of searching through the space of all possible concatenative segmentations of underlying forms,
and this possibility will be illustrated in the first series of simulations presented in Section 3.4.

In practice, this entire space need not be considered: much of this space is categorically impossible
as an underlying form for many of the words, and can be eliminated from the start to reduce the search
space. In particular, multiple exponents of a morpheme can be used to constrain possible underlying forms
for that morpheme. In the subsequent simulations, a simple principle, morphemic consistency, is employed

to prune the space of underlying forms for each morpheme.

(73)Morphemic Consistencyz is a possible underlying form fox iff u is a possible underlying

form for each ofA Os exponents.

Implementing this principle involves taking the intersection of possible underlying forms across allomorphs
of the same morpheme. This is illustrated in the table below for morphemes 1 and 3. Suppose that only four
underlying forms can be mapped to the overt form [tat] by some ranking, as outline below. This means the
other underlying forms for morpheme 1 can be eliminated from consideration. Furthermore, this restriction

can be used to restrict the possible underlying forms for morpheme 3, since morpheme 1 and 3 co-occur in
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a single overt form. Suppose, for example, that the constraint set can only map /TaTe/, where T is either t
or d, to the overt [tade]. This eliminates all underlying forms that cannot combine with the underlying

forms of morpheme 1 to yield /TaTe/, leaving only /e/ for morpheme 3.

Table 12 - U after EM 0,

k=1 k=3 k=3
A=1 A=1 A=3

Itat/ Itat/

tad/ tad/
/dat/ /dat/
/dad/ /dad/

Itate/ Itate/

ltade/ ltade/
/date/ /date/
/dade/ | /dade/

I I
/d/ /d/
lel lel
Ital Ital
/da/ /da/
lat/ lat/
lad/ lad/
Itel Itel
/de/ /de/

[ate/ late/
lade/ lade/

In the artificial languages used in the simulations in Section 3.4, implementing morphemic consistency
amounts to learning with the correct segmentations of underlying forms provided. Further work is needed
to identify a general lexicon pruning mechanism for more complex learning situations. Pruning the lexicon

is not required from the point of view of solving the formal problem; however, it does have consequences
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for the acquisition modeling problem. The mechanism for production will rely on the lexicon in some
fashion, and what kinds of forms are assumed to be in the lexicon will affect what forms are predicted as

productions. Chapter 5 addresses this problem in more detail.

3.343 Search

The goal of MLG is to identify the grammaf? and lexiconL,,, combination that maximize@, given

lex lex

the corpus and morpheme indices. The pseudo-code fgg iEMhown below:

(74) Pseudo Code for EM,,

a. initialize:.

L R=FK,,
ii. B, .
Y
b. foreacht=1 23, .. do:

i. E-step: Find the expected complete data corpus Fy.
1. Fo,r)=P. (rlo)#f,
2. Flou)=Pyulo) ,
ii. M-step: Find the maximum likelihood estimate Py of F:

1. ® =argmat' B, (r)fe"

Fe or

2. P-= argmaxl—[ P, (u)fio
R ou

iii. set:

[EEY

o
1

;b'

N
50
]
!

The same re-estimation formula is used@e@s in EMnon
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f
75)P. (=Y —k_ PO
(75) P, (n) Ek Efi (r10,)

To find the maximum likelihood re-estimate for morpherﬁipthe underlying form for a word must be

separated into its component underlying forms for each morplueniehe set of possible underlying
forms for each word, given the morpheme sequehges the set of all possible underlying forms for each

morpheme in the word:

(76) [QL = argma)$ P (u] "O)Pm(ulo,"o)fo - argma)$ $ P(u.|",) Rua(Ulo,"s) f,

R ou R ou. "y

The distributions over different morphemes are independent, expressed as a product above, so the
maximum with respect to a particular morpheme does not require consideration of all the other morphemes

in each word B the maximization with respect to a particular morpheme is:

(77) f’}A = argmaxn P, (i, | A)FltoA) s
B,

ou,

This allows the product over all overt forms to be brought into the exponent since the probability of the
particular underlying form of the morpheme is the same for all overt forms (it does not depend on the overt

form):

3 $ Racuoy)f,
(78) R, =argmax QP (u.1")"

R u.

This yields a re-estimation formula fdr that is analogous to the re-estimation formula(?oronly

conditional on the morpheme index:
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(79) Py w1 A)= > kf P10,
k i

3.3.5 The relation between EM¢;, and MLGg.,

This section discusses the relationship between the proposed two-stage EM algorithm and the formal
problem posed in the previous chapter: MLG.

During EMshonthe algorithm identifies a distribution over rankings that favors restrictive rankings.
During the second stage, nothing will favor nonrestrictive rankings over empirically adequate restrictive
rankings. Because EM searches for a local maximum from a given initialization, further learning of the
grammar and learning of the lexicon will occur with these preferences maintained. In essence, the first
stage selects rankings that are restrictive, and the second stage chooses among these to best explain the
overt data, given a morphologically rich lexicon. The second stage can only undo the preferences of the
first stage if those preferences do not provide a good explanation (cannot generate the overt forms given the
morpheme sequences), in which case the change is desirable.

In general, EM, yields an approximation to the solution of M§Gn which satisfaction o, is

the primary consideration; this corresponds to a low value.dfhe effect of this approximation is a

search for a hypothesis that maximiz@g, foremost with a secondary preference for grammars that

maximize Q .., as well. This means that the hypotheses identified by Edll be characterized primarily

phon

by the properties of _ , with deterministic hypotheses preferred whenever possible and maximal

lex?

probability assigned to grammars that can generate all the observed forms.

3.4 SIMULATIONS

This section presents the results of five simulations illustrating the propertiesspf B\ first set of
simulations illustrates EMOs ability to learn a lexicon and grammar for deterministic languages. The
second simulation illustrates learning of restrictive grammars. The third simulation illustrates learning of a

lexicon and grammar for a language with free variation. The fourth simulation illustrates the generalizing
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capacity of EM,,. Finally, the fifth set of simulations illustrates the effect of frequency on the phonotactic
grammar.

In all the simulations presented in this section, all overt forms are assumed to occur once in the
data unless otherwise specified. Also as mentioned earlier, thghage is considered finished in these

simulations wherQQ , .. improves by less than 0.01%.

phon

3.4.1 Learning of both lexicon and grammar

3.4.1.1 Final Devoicing Language

The first test set is an artificial language system (Tesar and Prince, to appear) exhibiting voicing

neutralization. The constraint set includes five constraints:

(1) Final Devoicing Language Constraints
a. NoVol - No voiced obstruents
b. NOSFV- No syllable-final voiced obstruents
c. IVV - No intervocalic voiceless consonants
d. IDVol - Surface voicing must match underlying voicing

e. Max - Input segments must have output correspondents

These five constraints can describe a number of languages, but of particular interest are languages in which
voicing contrasts are neutralized in one or more positions. Such languages, three of which are shown
below, test the algorithmOs ability to identify correct and restrictive grammars. The partial rankings shown
below correspond to the necessary rankings that must hold for these languages; each partial ranking
actually corresponds to several total rankings of the constraints. Also shown below are the morphologically

annotated surface forms for each language that are provided as input to the algorithm.
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(A) language: Final devoicing, contrast intervocalically

ranking: NOSFV, Max E IDVoI E IVV, NoVol

overt forms: [tat]; [tat], [dat]; [dat], [tate), s [tade] s [date} s [dade) 5
(B) language: Final devoicing and intervocalic voicing:

ranking: NOSFV, Max, IVV E IDVol, NoVol

overt forms: [tat]; [dat], [tade] ;[dade} s
(C) language: No voiced obstruents:

ranking: Max, NoVol E IDVol, IVV

overt forms: [tat]; [tate] >

Learning language (A) requires learning both a lexicon and grammar correctly. Voicing of intervocalic
consonants is contrastive in this language, and therefore must be crucially specified in the final lexicon. On
the other hand, voicing is neutralized in coda position, requiring a grammar that @®kY NVIAX E
IDVol. Thus, this language provides a test of the fundamental property of the algorithm B learning both a
lexicon and grammar. Language (C), which requires learning a restrictive grammar, will be addressed in
the next section.

This section discusses learning of Language (A). Thblshows the initial lexicon for all words

at the onset of learning in EM, All words are generated from the same underlying form distribution, and

all underling forms are given equal probabilityﬁgm.

Table 13 — Fixed Lexicon for EMphon11

[ltat/ ltad/ /dat/ | /dad/ | /tate/ | /tade/ | /date/ |/dade
index 1 12.5% | 12.5% | 12.5% | 12.5%| 12.5% | 12.5% | 12.5% |12.5%

" Rounding of probabilities in the tables is to the nearest 0.1%.
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The lexicon is fixed tal during the first stage. The grammar learned during,5N shown in Table

'phon

14. The resulting grammar is a distribution over all possible rankings, but, upon examination, the possible
rankings found during phonotactic learning consist of three partial rankings, with all others receiving less
than one percent of the probability. As the results indicate, the phonotactic learner narrows down the space
of rankings to rankings describing the correct partial order, final devoicing, as well agtwestrictive

rankings that are descriptively inadequate. Assigning these ultra restrictive rankings some probability
allows the model to match the observed frequencies better than the correct ranking alone does. The correct
ranking alone would assign higher probability to [tat] and [dat] than the other forms since these forms
would have two underlying forms mapping to each of them (and each underlying form has equal

probability in phonotactic learning). However, according to the observed frequencies all words should be
equally likely. The only way to accomplish this, since the lexicon is fixed, is to allow some additional
rankings that assign higher probability to other forms. Note that assigning probability to unobserved forms
is never preferred when a more restrictive ranking is available, and that is why the fully contrastive

language is eliminated by EM:,

Table 14 - Final EM},,, Grammar

ranking description probability
Uniform | MEF | FEM

NOSFV, Max E IDVoI E IVV, NoVol final devoicing 0.790 | 0.791 | 0.785

. . final devoicing
NoSFV, Max, IVV E IDVol E NoVol ) ] o 0.141 | 0.141 | 0.147
and intervocalic voicing

Max, NoVol E IDVol, IVV no voicing 0.056 | 0.056 | 0.058
others =001 | =<0.01| <0.01

Another interesting property of EMnis illustrated by this simulation. Even though the phonotactic stage
has no knowledge of morphemes, preferences concefgings of ungrammatical forms are encoded by

the phonotactic grammar. In this case, the alternative repair for final voiced obstruents is to delete them;
yet, this alternative solution is not selected by,FMThis is because deleting final voiced obstruents
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would map them to nonexisting [ta] and [da]. Of course, in a realistic learning situation other possible

words such as [ta] and [da] would occur if they are grammatical. In that case, both partial rankings would
be allowed byéphon, and the preference for repair would be a statistical one. Nonetheless, this simulation

demonstrates the effect of negative evidence on MLG D negative evidence can affect the ranking of
faithfulness constraints in M, In a realistic learning situation, numerous repairs will certainly be
possible given a random sample of the language, but it is likely that some repairs made possible by the

constraint set will yield forms that are unobserved or less frequently observed, and these repairs will be

dispreferred b)é

phon *

Also shown in Table 14 are the results for three different initializations of the grammar. Uniform
initialization means that all rankings are initially equally likely. MEF refers to a strong initial bias in favor
of rankings with markedness high. Specifically, this initialization assigns rankings with all markedness
constraints ranked above all faithfulness constraints 99 times as much probability as any rankings that have
a markedness constraint below a faithfulness consfafiitM is the opposite initialization, with rankings
with high faithfulness receiving the vast majority of the probability mass initially. As the results show, the
initialization of the grammar does not matter. The three vastly divergent initial grammars yield the same
final grammar, with slight deviations due to the stopping point chosen farRLEM

The initial grammar for EN, is the grammar found in phonotactic learning above. The initial
lexicon for EMe is shown below. Each morpheme has a uniform distribution over its set of possible

underlying forms?

2t is not possible to assign zero probability to any rankings initially because no probability mass can ever be added to them by EM.
3 The presence of the null morpheme option for /e/ is just a coding artifact, and it does not affect the outcome.
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Table 15 - Initial Lexicon for EM,,

morpheme distribution
1 Itat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
2 Itat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
3 tat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
4 tat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
5 lel - 50% | /D] - 50%

Following learning, each morpheme is associated with a single underlying form.

Table 16 - Final Lexicon for EM,.,

morpheme distribution
1 tat/ - 10099 /tad/ - 0% | /dat/ - 0% | /dad/ - 0%
2 ltat/ - 0% |/tad/ - 1009 /dat/ - 0% | /dad/ - 0%
3 ltat/ - 0% | /tad/ - 0% |/dat/ - 100% /dad/ - 0%
4 ltat/ - 0% | /tad/- 0% | /dat/ - 0% |/dad/ - 1009
5 lel - 100%| /DI - 0%

A partial order for the final devoicing language is the result of grammar learning. As expected, the

initialization of the grammar during EM,,does not affect the outcome of learning in&M

Table 17 - Final EM,,, Grammar

ranking description probability
uni | MEF | FEM
NOSFV, Max E IDVoI E IVV, NoVol | final devoicing | 1.00 | 1.00 | 1.00

In sum, this simulation shows that the two-stagesEMgorithm correctly identifies a lexicon and
grammar combination. The phonotactic grammar identified at the end of the first stage includes the correct
grammar as well as several more restrictive grammars whose presence enables the observed frequencies to

be better fit. Additionally, the phonotactic grammar is shown to exhibit a preference for rankings of
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faithfulness constraints on the basis of negative evidence. Finally, the choice of initialization of the
grammar in ENJyondoes not affect the grammar identified by gMor by EMe,. In subsequent

simulations, a uniform grammar initialization is used unless otherwise noted.

3.4.1.2  Final Devoicing Language with Segmentation Learning

This simulation illustrates the ability of ElMto learn the segmentations of underlying forms for the final

devoicing language. This language is repeated below:

(A) language: Final devoicing, contrast intervocalically
ranking: NOSFV, Max E IDVoI E IVV, NoVol
overt forms: [tat]; [tat], [dat]; [dat], [tate), s [tade] s [date} s [dade) 5

Table 13 shows the initial lexicon for all words at the onset of learning &M

Table 18 — Fixed Lexicon for EMphon14

ltat/ ltad/ /dat/ | /dad/ | /tate/ | /tade/ | /date/ |/dade

index 1 10.7% | 10.7% | 10.7% | 10.7% | 14.3% | 14.3% | 14.3% |14.3%

The lexicon is fixed tal.

1o dUNNG phonotactic learning, while the grammar learned during phonotactic

learning is shown in Tabl&9.

¥n the current implementation, segmentation of overt forms is done prior to phonotactic learning, and this is why the initial
distribution is not uniform over underlying forms. It is uniform over segmentations of the underlying forms. The segmentations are not
meaningful at this stage, however.
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Table 19 - Final EM},,, Grammar

ranking description probability
NOSFV, Max E IDVoI E IVV, NoVol final devoicing 0.396

. . final devoicing
NOSFV, Max, IVV E IDVol ENoVol 0.594

and intervocalic voicing

others <0.01

The initial lexicon for ENLy is shown below. Each morpheme corresponds to a uniform distribution over

its set of segmentations shown below it. Since the sequence of morphemes is known for each form, only the
segmentations corresponding to the morphemeOs position in the morpheme sequence are considered. For
example, morpheme 5 always occurs in second position, and therefore the possible underlying forms for

morpheme 5 consist of the second substring of each segmentation.

Table 20 - Initial Lexicon for EM,,

1 2 3 4 5
Itat/ Itat/ Itat/ Itat/ I
tad/ tad/ tad/ tad/ /d/
/dat/ /dat/ /dat/ /dat/ lel
/dad/ /dad/ /dad/ /dad/ lat/
Itate/ Itate/ Itate/ Itate/ lad/

ltade/ ltade/ ltade/ ltade/ Itel
/date/ /date/ /date/ /date/ /de/
/dade/ /dade/ /dade/ /dade/ late/
I I It It lade/
/d/ /d/ /d/ /d/
tal tal Ital Ital
/da/ /da/ /da/ /da/

Following learning, each morpheme is associated with a single underlying form as indicated below:
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Table 21 - Final Lexicon for EM,.,

/dat/
/dad/ /dad/
Itate/ Itate/ Itate/ Itate/ lad/
ltade/ ltade/ ltade/ ltade/ Itel
/date/ /date/ /date/ /date/ /de/
/dade/ /dade/ /dade/ /dade/ late/
I I It It lade/
/d/ /d/ /d/ /d/
Ital Ital Ital Ital
/da/ /da/ /da/ /da/

The final grammar learned is the same as in the previous simulation: a partial order for the final devoicing

language.

Table 22 - Final EM,,, Grammar

ranking description | probability
NOSFV, Max E IDVoI E IVV, NoVol | final devoicing 1.00

In sum, this simulation shows that the two stagesEMgorithm correctly identifies a lexicon and grammar
combination while learning segmentations of underlying forms at the same time. The remaining

simulations focus on the task of learning grammars and lexicons with segmentations provided.

3.4.1.3  Yer Language

The second experiment tests the algorithm on an artificial language, based on Polish, with abstract

underlying vowels that never surface faithfully. Although the particular phenomenon exhibited by Slavic
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alternating vowels is rare cross-linguistically, the general phenomenon wherein underlying forms do not
correspond to any surface allomorph is not uncommon, and testing the algorithm on such cases is

important. The morphologically annotated input to the algorithm for this language is shown in Table 23.

Table 23 - Yer Language Surface Forms

[kater], [vatr], [sater}

[katera] 4 [vatral 4 [satrak 4

In this language morphemes 1, 2 and 4 exhibit no alternation while morpheme 3 alternates between sater
and satr depending on the context. The constraints for this language, based on Jarosz (2005), are shown

below:

(2) Yer Language Constraints
a. *E =*[+HIGH][DATR]
b. DEepV
c. MaAx-V
d. *COMPLEXCODA

e. IDENT[HIGH]

The desired output of learning is a lexicon that associates the abstract /E/ with the alternating morpheme 3.

Table 24 - Desired Final Lexicon

1 2 3 4
[kater/ Ivatr/ [satEr/ [-a/

In the proposed analysis of this language, the abstract underlying /E/, which is a [+high] version of [e], is

neutralized on the surface and exhibits two repairs systematically depending on the context. It deletes in
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general, but if a complex coda is at stake, the vowel surfaces as [e] by viaaiTfHIGH]. The required

partial ranking for this language is shown below:

(3) {*E, {D ER-V E *COMPLEXCODA }} E I DENT[HIGH] E MaX-V

The set of possible underlying forms for phonotactic learning is the set of featural variants of the overt
forms for constraints evaluating feature changes, namelT[HIGH]. Specifically, the set of underlying

forms includes all the overt forms plus variants where [e] is replaced By TEgn, for morphophonemic
learning, morphemic consistency reduces the set of underlying forms to a small set of underlying forms for
each morpheme such that each underlying form for each morpheme can generate each allomorph under

some ranking. This set is shown below.

Table 25 — Morphophonemic Lexicon

1 2 3 4
/kater/ - 50% Ivatr/ - 100% [satEr/ - 50% | /-a/ - 100%
/katEr/ - 50% [satr/ - 50%

The algorithm successfully learns the correct ranking above and the lexicon in Table 24. Specifically, the
final grammar assigns equal probability to all the rankings consistent with the above partial order. The final
lexicon selects a single underlying form for each morpheme as shown inZfidieause all underlying

distinctions in this language are contrastive.

3.4.2 Learning of restrictive grammar

This section presents the results of learning language C from the voicing neutralizing system:

|t is assumed that only vowels are specified #o&ii], and thus variants of vowels that change their value for this feature are
considered. [a] does not have &i@H] counterpart.
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3.4.2.1 Total Voicing Neutralization

(C) language: No voiced obstruents:
ranking: Max, NoVol E IDVol, IVV
overt forms: [tat]; [tate] >

This is the most restrictive language given this constraint set, accepting only two word types. As in the first

simulation, the initial lexicon is uniform over all possible underlying forms.

Table 26 — Fixed Lexicon for EM,,

overt form ltat/ ltad/ /dat/ | /dad/ | /tate/ | /tade/ | /date/ |/dade

all overt forms | 12.5% | 12.5% | 12.5% | 12.5% | 12.5% | 12.5% | 12.5% |12.5%

The result of grammar learning during stage one is shown in 2&bkegain, various initializations of the

grammar yield the same fing Even an initial grammar preferring the least restrictive rankings is

phon*

overcome. In this language, ti®

> on SElECtEd is again the most restrictive grammar, with all others

receiving less than one hundredth of one percent. In this case, however, there are no ultra restrictive
grammars to share probability with and, for that matter, no reason to share probability from a fit perspective

since the frequencies predicted by the correct grammar are perfect relative frequency estimates.

Table 27 - Final EM},,, Grammar

ranking description probability
Uniform | FEM
Max, NoVol E IDVol, IVV no voicing 0.996 | 0.998
others =001 | <0.01

The initial lexicon for ENLy is uniform.
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Table 28 - Initial Lexicon for EM,,

morpheme distribution
1 tat/ - 25% |/tad/ - 25%/dat/ - 25%/dad/ - 259
2 lel - 50% |/ - 50%

The final lexicon is identical to the initial lexicon since no features are contrastive in this language, and all

obstruents are mapped to voiceless obstruents, no matter what their underlying voicing may be.

Table 29 - Final Lexicon for EM,.,

morphemg distribution
1 tat/ - 25%/tad/ - 25%/dat/ - 25% /dad/ - 259
2 lel - 1009 /2/ - 0%

As for the final ranking, the correct partial order is selected, regardless of grammar initialization.

Table 30 - Final EM,,, Grammar

ranking description probability
Uniform FEM
Max, NoVol E IDVol, IVV | no voicing 1.00 1.00

In sum, this section shows that restrictive grammars are preferréghgyand that this preference is

maintained during EM,. The hypothesis having a lexicon with /tat/ as the only possible underlying form
for morpheme 1 and a grammar with only the full contrast ranking would also assign probability 1 to the set

of observed forms. The fact that this identity map hypothesis is rejected by the algorithm illustrates the fact

that restrictive rankings are favored @)hon, and these preferences are maintained during

morphophonemic learning b@lex.
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3.4.3 Learning of variable grammars

3.4.3.1 Variable Final Devoicing

The next simulation deals with a variant of the final devoicing language in which devoicing is variable. The
partial order grammar for this language is shown below. The crucial difference between the final devoicing
language and this variable devoicing language concerns the rankig6WMNIn the variable devoicing

language, this constraint is unranked with respect taoiBihce both devoicing and contrast is observed.

(D) language: Variable Final devoicing, contrast intervocalically
ranking: MaAx E IDVoI E IVV, NoVol
overt forms: [tat]; [tat], [tad], [dat]; [dat], [dad], [tate], 5 [tade) s
[date}; s [dade); s

As always the initial lexicon is uniform:

Table 31 — Fixed Lexicon for EM,,

overt form [ltat/ ltad/ /dat/ | /dad/ | /tate/ | /tade/ | /date/ |/dade
all overt forms | 12.5% | 12.5% | 12.5%| 12.5% | 12.5% | 12.5% | 12.5% |12.5%

The final phonotactic grammar assigns probability to the same rankings selected by the final devoicing

phonotactic grammar, but most of the probability mass is reserved for the fully contrastive language.
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Table 32 - Final EM},,, Grammar

ranking description probability
IDVol, MAX E NoSFV, IVV, NoVol full contrast 0.627
NOSFV, Max E IDVoI E IVV, NoVol final devoicing 0.167
NOSFV, Max, IVV E IDVol E NoVol final devoicing 0.076
and intervocalic voicing
MaX, IVV E NoSFV, IDVol, NoVol intervocalic voicing 0.066
Max, NoVol E IDVol, IVV no voicing 0.049
others < 0.015

At the onset of EN,, the lexicon is uniformly distributed over morpheme distributions:

Table 33 - Initial Lexicon for EM,,

morpheme distribution
1 Itat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
2 ltat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
3 Itat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
4 Itat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
5 lel - 50% | /D] - 50%

Following learning, the correct underlying forms are identified:

Table 34 - Final Lexicon for EM,.,

morpheme distribution
1 tat/ - 10099 /tad/ - 0% | /dat/ - 0% | /dad/ - 0%
2 ltat/ - 0% |/tad/ - 100% /dat/ - 0% | /dad/ - 0%
3 htat/ - 0% | /tad/ - 0% |/dat/ - 100% /dad/ - 0%
4 ltat/ - 0% | /tad/- 0% | /dat/ - 0% |/dad/ - 1009
5 lel - 100%| /DI - 0%
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The final grammalé assigns equal probability to the final devoicing language and the fully contrastive

lex

language, modeling the free variation observed in the data and matching the relative frequencies of the

forms in free variation.

Table 35 - Final EM,,, Grammar

ranking description | probability
NOSFV, Max E IDVoI E IVV, NoVol | final devoicing .50
IDVol, MAX E NoSFV, IVV, NoVol full contrast .50

3.4.4 Ability to generalize

The next simulation illustrates the ability of the algorithm to generalize. This is illustrated using a variant
of the final devoicing language with an arbitrary gap, a missing [dade] form. This form is unlike any other

form in the data set, with its own unique constraint violation profile.

3.4.4.1 Final Devoicing Language with Arbitrary Gap

(E) language: Final devoicing, contrast intervocalically, with gap
ranking: NOSFV, Max E IDVoI E IVV, NoVol
overt forms: [tat]; [tat], [dat]; [dat], [tate), s [tade} s [datek s

Given the observed forms and their morpheme sequences, the underlying form for morpheme 4 is now

ambiguous between /dad/ and /dat/, but the grammar must still require final devoicing.

Table 36 — Fixed Lexicon for EM;,,

overt form [ltat/ /tad/ /dat/ | /dad/ | /tate/ | /tade/ | /date/ |/dade

all overt forms | 12.5% | 12.5% | 12.5% | 12.5% | 12.5% | 12.5% | 12.5% |12.5%
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This time the probability assigned to the final devoicing and intervocalic voicing partial ranking is much
lower since this ranking assigns more probability to now unobserved [dade] than do the other rankings.
Instead, the ranking with no voicing except for intervocalic voicing is assigned a significant amount of

probability since this ranking rules out [dade].

Table 37 - Final EM},,, Grammar

ranking description probability
NOSFV, Max E IDVoI E IVV, NoVol final devoicing 0.824

. final devoicing
NOSFV, Max, IVV E IDVol, NoVol ) ] o 0.016
and intervocalic voicing

Max, NoVol E IDVol, IVV no voicing 0.089
R no voicing, and
Max, NoVol E IDVol, IVV ) . o 0.068
intervocalic voicing
others <0.01

Table 38 - Initial Lexicon for EM,,

morpheme distribution
1 Itat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
2 Itat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
3 Itat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
4 Itat/ - 25% |/tad/ - 25%/dat/ - 25% /dad/ - 259
5 lel - 50% | /D] - 50%

Despite the gap in the overt forms, the correct lexicon is learned for each morpheme. The underlying form
for morpheme 4 is only partially specified since the underlying voicing of the final obstruent is determined

by the ranking.
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Table 39 - Final Lexicon for EM,.,

morpheme distribution
1 tat/ - 100%| /tad/- 0% | /dat/- 0% | /dad/- 0%
2 ltat/ - 0% |/tad/ - 1009 /dat/- 0% | /dad/- 0%
3 ltat/ - 0% | /tad/ - 0% |/dat/ - 100% /dad/- 0%
4 ltat/ - 0% | /tad/ - 0% | /dat/ - 50%| /dad/ - 50%
5 lel - 100% | /9 - 0%

Despite the gap, the same ranking is found during,Ed for the final devoicing language with all forms
observed. This means that if an underlying form like /dade/ were fed to the grammar, it would be realized
faithfully. This means that the grammar kaseralized: the grammaticality of initial voiced obstruents in
observed words is combined with the observed grammaticality of intervocalic voiced obstruents in other
words to yield the grammaticality of the combination. This generalization is made possible by the
constraint set. The constraint set determines which elements are deemé#ltarbieh other elements,

which elements imply the grammaticality of other elements, and which elements are independent from
other elements. In this case, the constraint set assesses the grammaticality of initial and intervocalic

obstruents independently, generalizing to unobserved combinations.

Table 40 - Final EM,,, Grammar

ranking

NoSFV, Max E IDVoi E IVV, NoVol

description | probability

1.00

final devoicing

3.4.5 Frequency Sensitivity of Final Phonotactic Grammar

This section explores the effects of frequency and input space on the final phonotactic grammar. Five

standard syllable structure constraints will be used in the simulations, shown in (4).
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(4) Simple Syllable Grammar Constraints:
a. ONSETD No vowel initial syllables
b. NoCobpab No consonant final syllables
c. *CoMPLEXCoDA B No complex codas
d. *CoMPLEXONSETD No complex onsets

e. MAx D No deletion

These five constraints can yield a number of languages, several of which are shown below, roughly in order
of decreasing restrictiveness. This section will focus on the medial language (H), which allows CV and
CVC syllables, and compare the learned final phonotactic grammars as a function of input space and

frequency in overt data. Chaptendll examine language (L) and the effect of frequency on the order of

acquisition.

(F) language: Strict CV
ranking: ONSET, NOCODA, *CC, *CO E Max
overt forms: cv

(G) language: Violable Onset
ranking: NOCODA, *CC, *CO E Max E ONSET
overt forms: CV,V

(H) language: Violable Coda
ranking: ONSET, *CC, *CO E Max E NoCobpa
overt forms: Cv, CcvC

()] language: *Complex
ranking: *CC, *CO E Max E NoCoDA, ONSET
overt forms: CV,CVC,V,VC
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J) language: *ComplexOnset

ranking: *CO E Max E NoCoDA, ONSET, *CC
overt forms: CV, CVC, V, VC, CVCC, VCC
(K)  language: *ComplexCoda
ranking: *CC E Max E NoCobpA, ONSET, *CO
overt forms: CV, CVC, CcV, CCVC, V,VC
L) language: Ccvcce
ranking: MAx E NoCoDA, ONSET, *CO, *CC
overt forms: CV, CVC, CVCC, CCV, CCVC, CCVCC, V, VC, vCC

The effects of two factors are considered in this language (H) consisting of CV and CVC. The first factor is
frequency. Three distributions of observed forms are considered: frequent CV, with 90% of forms being
CV; uniform, with equal proportion of CV and CVC, and; frequent CVC, with CVC occurring in 90% of

the forms. The second factor concerns how large the rich base is (assuming a uniform distribution). The
smaller base (C)V(C) consists only of CV, CVC, V, and VC, while the larger base (C)(C)V(C)(C) contains
complex margins as well. Note that both the bases@drenough to identify restrictive rankings for this
language.

Table 41 shows the probability assigned to the mapping-@€€C by the(IE-phon grammars

found for each language above. This table shows that as the frequency of codas increases, so does the

frequency of codas predicted lﬁ.% even though// the languages allow codas. In other words, since

hon
CVC is observed in all languages, some probability mass must be allotted to it; however, the rarer CVC is,
the more probability mass is allotted to rankings that repair codas (delete them) in order to better match the
observed frequency of CV syllables. Only if CVC syllables are more frequent than CV syllables is the
phonotactic grammar predicted to yield codas consistently.

Additionally, as the rich base gets larger, the predicted frequency of codas goes down because

there is more mass that must be mapped to the unmarked form. This is because, as the rich base gets larger,
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more marked forms as added. This means that more probability mass is placed on CVC syllables by
rankings that permit codas than with a smaller rich base. Since more probability mass must be mapped

away from the marked forms, the phonotactic grammar favors unmarked forms even more strongly.

Table 41 - Probability of CYC—CVC as a Function of Input Space and Frequency

frequent CV| uniform | frequent CVC
(C)V(C) 20.0% 95.7% 100%
(©)(C)V(C)(C) 15.0% 75.0% 100%

The six combinations of the two factors are shown in the observed columns of Table 42. Also shown in
Table 42 are the predicted frequencies found bysEMNVhen the observed frequencies of unmarked forms

are higher or equal to the frequency of unmarked forms in the rich base, the phonotactic grammar is
capable of matching the frequencies of observed forms. However, when the frequency of marked forms is
higher in the observed data, the phonotactic grammars are incapable of matching the observed frequencies.
The final phontactic grammars are incapable of favoring more marked forms because of implicational
markedness universals: if there are CVC syllables in a language, there are also CV syllables. Specifically,
there is no ranking that can map CV onto CVC. As a result, there is no way for the phonotactic grammar to
divert probability mass from the rich base to marked forms B the unmarked forms in the rich base can only
map to unmarked forms. This is the reason for the divergence between the predicted frequencies in the third

(frequent CVC) column and the observed frequencies.

Table 42 - Observed and Predicted Phonotactic Distributions

frequent CV uniform frequent CVC

observed| predicted| observed| predicted| observed| predicted
(C)v(C) CVv 90.0% 90.0% 50.0% 52.2% 10.0% 50.0%
CVC| 10.0% 10.0% 50.0% 47.8% 90.0% 50.0%
©)eywe)cey| cv 90.0% 90.0% 50.0% 50.0% 10.0% 33.3%
CVC| 10.0% 10.0% 50.0% 50.0% 90.0% 66.7%
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In sum, although all languages allow codas, the final phonotactic grammars foungayf&hér the less
marked and more frequent forms, with a stronger effect for larger rich bases. The larger the rich base, the
less likely the phonotactic grammar is to map CVC to CVC. Likewise, the rarer CVC is in a language, the

less likely the phonotactic grammar is to map CVC to CVC.

3.5 DISCUSSION AND FUTURE DIRECTIONS

This chapter has presented an algorithm that provides a reasonable approximation to the solution to
MLGg,. The grammars and lexicons learned by the algorithm support the algorithmOs achievement of the
goals set out in the Introduction. Specifically, this chapter has presented simulations that illustrate the
algorithmOs successful implementation of six of the goals ofdVlisBown below. The final goal of

learning grammars that assign inaudible structures will be illustrated via simulation in Chypteurs,

(80)MLG Goals Achieved by EMg,, I:
a. Learning of a lexicon and gramm#f.
b. Learning of restrictive gramman.
c. Learning of grammars with free variatian.
d. Learning of grammars that assign inaudible structure.
e. Learning involving generalizing from input daté.
f.  Learning from unstructured overt forms on.

g. Learning that is sensitive to frequene.

3.5.1 Relation to Previous OT Learnability Work

The principal contribution of this thesis lies in the formulation of the formal problem as maximum
likelihood learning of lexicons and grammars given a rich base. Chapter 2 argues that MLG identifies, via
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its objective function, lexicon and grammar combinations that are linguistically valid and satisfy the seven
goals above. This chapter presents a sound algorithm that approximates the solution to MLG and illustrates
the algorithmOs satisfaction of the seven goals of MLG. As discussed in Chapter 1, most previous work on
OT learnability can be divided into two camps, each with its own advantages. The preceding chapters have
presented evidence that MLG combines advantages of both approaches.

The first approach, characterized by (Tesar 1995, 1998, 1999, 2000, 2004; Tesar et. al 2003;
Hayes 2004; Prince and Tesar 1999; Tesar and Prince, to appear; Merchant and Tesar 2005; McCarthy to
appear), is primarily concerned with identifying a provably correct learning algorithm for discrete,
restrictive OT grammars (and sometimes lexicons). MLG is likewise concerned with identifying restrictive
grammars but, in contrast to previous work, proposes a general solution to the identification of restrictive
grammars based on richness of the base. As a result, restrictiveness in MLG is a consequence of the rich
base and likelihood maximization combination. The various possible ways of achieving restrictiveness in
OT (markedness over faithfulness and specific faithfulness over markedness over general faithfulness, for
example) are all accounted for by assuming this OT principle explicitly.

Moreover, as in the second approach, characterized by (Boersma 1997, 1998; Boersma and Hayes
2001; Apoussidou and Boersma 2004; Apoussidou 2006), MLG casts phonological learning in a
probabilistic setting, enabling the modeling of free variation and resistance to noise. In contrast to this body
of work, MLG relies on maximizing an objective function, making the application of well-understood,
sound learning algorithms possible. Expectation Maximization, the algorithm presented in this chapter, is
one well-known algorithm for likelihood maximization in the presence of hidden variables. Because EM re-
estimates are guaranteed to yield non-decreasing likelihood for the observed data, EM converges.

In short, MLG defines an objective function that identifies restrictive grammars, handles variation
and noise, learns from overt forms only, and is computed by a mathematically sound algorithm that
converges. No previous approach combines all these properties in a single model. Of course, a realistic
model of phonological acquisition must ultimately achieve additional criteria. In particular, the criteria

addressed in this chapter concern the current algorithmOs inadequacy as a model at the behavioral level due
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to EMOs batch processing and time complexity. The next section further discusses possible extensions of

the present algorithm that avoid these disadvantages.
3.5.2 Future Directions

While the proposed algorithm is successful in implementing the formal modeling goals above, in its present
state, it fails to meet a fundamental behavioral modeling goal, that of online learning. In addition, the
maximization procedure requires calculating the probability over all hidden variables. The chapter has
discussed the possibility of extending the &Nh several ways: relying on constrained probability models
and sampling rather than explicit likelihood calculations. Both these steps can be combined with an online
version of EM.. In sum, an online, sampling, parametric version oEWhich is more tractable and

more cognitively plausible is possible. Such a variant may proceed as follows: for each overt form, the
learner selects an underlying form accordind tcathen selects a ranking accordingéoand generates an

overt form from this combination. If the learnerOs output matches the overifcmmié are updated

slightly to make the selected underlying form and ranking more likely. Determining an appropriate update
method for online learning in MLG requires further investigation.

If such an update procedure can be identified for constrained probability models over grammars
and lexicons, it may be possible to derive the precedence of phonotactic learning. The update procedure
would slightly increase the probability of underlying form B ranking combinations that correctly generate
the overt forms. During learning, every overt form has the potential to be informative about the correct
grammar. On the other hand, only overt forms referring to particular morphemes can be informative about
the underlying form distribution for each morpheme. As a result, the grammar distribution would be
updated much more frequently than any underlying form distributions. This means that, the grammar may
be learned (at least partially) before the lexicon is learned. This is exactly the proposalin EM
phonotactic grammar learning precedes morphophonemic learning, except itidvprecedence is
stipulated in the formulation of the two stages. Future work will investigate the possibility of having the

precedence of phonotactic learning be emergent in a unified model of phonological learning.
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While the algorithm identifies restrictive grammars given a rich base, the notion of rich base
should ultimately be encoded into the algorithm. One possibility is to use the formal definition of a rich
base, an infinite base, as the base for the algorithm. This possibility, if combined with an online, sampling
variant of EMs. will not be computationally intractable and stays true to the formal notion of rich base. The
difficulty lies in identifying a probability model over the lexicon that accommodates an infinite base and
allows the right sort of generalization and learning of underlying forms.

Another possibility is to formally identify the necessary properties of a finite rich base derived
from the constraint set and the overt forms of a language. This alternative has the advantage of restricting
the search to reasonable underlying forms that may ultimately provide a better model for production and
also provides hope for better understanding of the rich base, its properties and its effects. Preliminary work
in this direction suggests that a necessary rich base must for each markedness constraint contain forms that
when faithfully parsed will violate that markedness constraint. This approach aims to guarantee that the
implicit negative evidence generated by Gen from the rich base will be sufficient to provide evidence of the
necessary restrictive rankings. For example, if a language prohibits voiced obstruents, then the rich base
must include forms that have voiced obstruents in order to learn that they must be neutralized. One
possibility for constructing such a rich base is to identify variants of overt forms that violate faithfulness

constraints to create unobserved violations of markedness. Further work is needed to refine this idea.
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4 HEADED FEATURE DOMAIN SYLLABLE THEORY

4.1 INTRODUCTION AND MOTIVATION

This chapter presents a novel framework, Headed Feature Domain Syllable Theory (FDST), which
contributes to the formal problem by extending the generalizing capacity of OT grammars in the area of
syllable structure. In doing so, the proposal contributes to linguistic theory by extending previous work on
markedness universals in syllable structure. The theory builds a foundation for more realistic modeling of

acquisition using EM_, which is tackled in Chapter 5. Each of these goals is discussed below.

4.1.1 Syllable Structure — Formal Problem Motivation

Part of the formal problem involves identifying the correct generalizations in language and encoding them
in linguistic theory. This chapter addresses one manner of generalization in Optimality Theory:
implicational markedness universals. Implicational markedness, encoded in the markedness constraints of
OT, formalizes the implications that the presence of marked structures has for the presence of unmarked
structures. This involves formalizing what is more and less marked cross-linguistically.

Syllable structure is a domain in which the empirical generalizations concerning implicational
markedness are well known. These empirical generalizations are often binary in nature B CVC syllables are
more marked than CV syllables D but in the area of sonority, markedness takes on a hierarchical character.
Headed Feature Domains allow complex, hierarchical implicational markedness universals to be encoded in
OT in a principled manner via the interaction of simple constraints on simple representations. The chapter
presents a theory of syllable structure using Head Feature Domain Theory (Smolensky 2006) to derive the
hierarchical markedness universals associated with sonority in the syllable. In deriving the hierarchical
markedness universals, Headed Feature Domain Syllable Theory automatically captures the binary
markedness universals of syllable complexity. In sum, using very simple (and universal) primitives, feature
domains facilitate a very powerful, universal and constrained system of constraints that accounts for the

array of markedness universals that occur in the domain of syllable structure.
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In addition to the theoretical motivation behind Head Feature Domains, there are empirical
motivations for extending the markedness implications regarding sonority in the syllable. In particular,
Polish exhibits a preference for low sonority rhymes and provides a unique arena for examining the relative

markedness of sonority sequencing violations.

4.1.2  Syllable Structure — Acquisition Modeling Motivation

In addition to the connection to the formal problem, this chapter builds a foundation for more accurate
modeling of acquisition at the formal and behavioral levels. As discussed in Chaatetr§ 2lue to its
maximum likelihood nature, the solution to MLG depends on the precise input data with respect to the
particular types observed, the frequencies of the types, and the morphological relations among the types. In
addition, the optimal solution depends on the formal linguistic system, the constraint set. Therefore, formal
modeling of acquisition must take into account the status of each of the factors when proposing a model.
Since each of the factors affects the optimal solutions to Mk &nd MLGe,, to have an accurate model
requires that the factors be set realistically or be shown to be irrelevant for the particular modeling problem.

One solution to guarantee accurate modeling is to include everything in the model: all the
universal constraints and all the morphologically annotated words of the language along with their
frequencies. This solution is, of course, unrealistic practically. Fortunately, it is possible to approximate
this extreme modeling situation by focusing on a relatively closed linguistic domain for which the other
aspects of the language have little consequence. Syllable structure is one such domain, and syllable
structure has the added advantage of not relying, or relying in only a limited way, on morphological
information. Although some effects on syllable structure are observed cross-linguistically at morphological
boundaries, in general syllable structure concerns the global grammaticality of various syllable types in a
language, irrespective of morphology.

This chapter presents a theory of syllable structure that provides a relatively closed linguistic
system for modeling purposes. The second half of the chapter presents an analysis of syllable structure in

Polish. Chapter 5 applies this system of constraints to the modeling of acquisition of Polish syllable
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structure. Acquisition of syllable structure in Polish provides the opportunity to study the roles of

markedness and frequency in a complex system that allows highly marked structures.

4.1.3 Theoretical Introduction

A novel proposal for representing and evaluating the optimality of syllable structure is made, extending the
work of Smolensky (2006). The new framework accounts for previous observations and universal
tendencies concerning the role of sonority in the syllable. The novel framework captures what appear to be
contradictory data while at the same time maintaining the essential generalizations established in previous
work. The proposed framework is applied to syllable structure in Polish. Many of the restrictions observed
on Polish syllable structure follow from these standard principles; however, some of the observed
restrictions in Polish contradict existing principles. In particular, it will be argued that Polish exhibits a
preference for low sonority codas. Despite the sonority sequencing violations and complexity found in
Polish, Polish is shown to be sensitive to universal sonority principles. Additionally, the complexity of the
Polish syllable enables an examination of the tendencies underlying sonority violations themselves.
Headed feature domain theory (Smolensky 2006) is a representational formalism that incorporates
insights of Autosegmental Phonology into nonderivational Optimality Theory (see McCarthy 2004 for a
similar proposal). Headed feature domain theory accounts for a wide range of segmental processes, such as
assimilation and dissimilation, and enables sensitivity to heads, elements of the representation with a
privileged status, often serving as the source of spreading or the licenser of a feature. Headed feature
domain theory also proposes to represent of the markedness of syllable structure with respect to sonority of
syllable onsets. The proposal in this chapter extends the application of feature domains to the entire
syllable, showing that headed feature domains can capture not only standard sonority preferences, but also
syllable weight and structural complexity. In addition to the developmeriiefded feature domain
syllable theory (FDST), this proposal makes two novel claims D the first, concerning the relative
markedness of sonority sequencing violations, and the second concerning the relative markedness of

rhymes of varying sonority.
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4.2 HEADED FEATURE DOMAINS BACKGROUND

This section introduces headed feature domains and the aspects of the proposal that are inherited from

previous work.

(81)Properties of Feature Domains (Smolensky 2006):
a. Inputs and outputs contain segments with feature values. Outputs are fully specified.

b. A maximal contiguous span ¢fbearers with a common valued] is an p.p] domain
Dlag].

Thus:
c. Feature values of output segmeditgrmine the feature domains.

d. Contiguous domains of the sammealue are impossible.

e. Every segment is a member of eitBdr¢] or D[-¢].

The properties of feature domains are shown in (81). Essentially, feature values of output segments are
fully specified, and contiguous domains of the samelue are not allowed, which means that the feature

values of output segments fully determine the placement of the edges of domains.

In addition, feature domains have heads, and the properties of heads are shown in (82).
(82)Properties of Feature Domain Heads (Smolensky 2006):
a. Exactly one segment of a domain in an output is the head of the domain.
b. Gen assigns heads, which are not present in the underlying form and not determined by

the overt form.

In addition to the general feature domain properties above, FDST will inherit from Smolensky (2006) and

Clements (1990) the basic representation of sonority. Four distinctive features {syll, voc, approx, son}
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determine the sonority of a segment and the corresponding sonority classes {O, N, L, G, V}, shown in
Table 43 (Smolensky 20086, following Clements 1990). In contrast to Clements (1990), however, this
proposal does not treat [syllabic] structurally dependent B syllable peaks are not necessarily [+syllabic]. In
other words, £syllabic] is a featural contrast distinguishing vowels and glides, not a structural contrast
distinguishing nuclei from marging, which is a subset @f, denotes this set of four sonority features

{syll, voc, approx, son}. These four features determine the sonority hierarchy shown in (83), where

segments with moregtvalues are said to be more sonorous than segments with fewalues.

Table 43 - Sonority Classes and Their Distinctive Features

Syllabic (syll) Vocoid (voc) | Approx (approx) | Sonorant (son)

Vowels (V) + + + +
Glides (G) - + + +
Liquids (L) - - + +
Nasals (N) - - - +

Obstruents (O) - - - -

(83)Sonority Hierarchy:

O<N<L<G<V

Table 44 illustrates several of the crucial properties of headed feature domains. Here several conceivable

headed domain assignments for the same monosyllabic surfacelionirefe considered. Domain edges

are indicated by brackets [,] and heads are indicatédTye first representation in (a) is a valid

representation generated Gyn. The second representation in (b) is not produce@daybecause

contiguous spans with a common valuegare segmented into distinct domains. Although the third
representation in (c) has the correct domain boundaries, it is also impossible because not all domains have

exactly one head.
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Table 44 — Illustration of Feature Domains Properties

(a) valid (b) invalid (c) invalid

s 1 I m s 1 I m s 1 I m
syll -=° -1 [+ [ =1 1 [
voc | [-° -] [+ [-7] =T [+ [-°
(-] (+T [+ [
[+ [+ [*+°

approx

son

This set of features provides a simple and explicit output representation of sonority over which optimality
of surface structures is computed. Headed feature domains employing these classes allow cross-linguistic
generalizations concerning universally preferred sonority profiles for syllables to be reduced to local

computations on feature values.

4.3 GEN AND VALID REPRESENTATIONS

In addition to the feature domain level of representafieatdral level) described in the previous section,
FDST assumes a level of constituent structure representstitant@ral level), consisting of the syllabic
and moraic sublevels. This section introduces the structural level representation for the syllable in FDST

and discusses the combinations of structural and featural level representations perr6itied by

At the structural level, syllables in FDST are represented as shown in the templatesid (@d3cribed in

(85).

(84)Structure Level Representation:

[ X1Ex | [X|+1E )_(JE Xk ]MXK+1EX M ]G or equivalently [XEX |/Y|+1E )_(JE XKXK+1EX M]c
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(85)Structural Level Notation:
a. Each X represents a single segment.
b. Each X in italics §;+1E Xk) bears a morauj.

c. The underlined( bears the head mora)(and is the syllable peak.

(86)Properties of the Structural Level:
a. Each syllable has exactly one head, the head mora.
b. Moraic segments are contiguous.
c. Segments may bear at most one mbra.
d. Segments may not share a mora.

e. The weight of the syllable is equal to the number of moraic segments in the syllable.

Table 45 shows three moraic representations for the valid featural level representation Sredvie 44.

While arguably suboptimal, the representation in (a) is a valid moraic representation prodGeed by
assigning two moras to the syllable and therefore treating it as a heavy syllable. The structural level
representation in (b) is not possible because the syllable has not been assigned a minimum of one mora.

The representation in (c) is invalid because the moraic segments are not contiguous.

Table 45 - Illustration of Structural Level Representation

(a) valid (b) invalid (c) invalid
uwou u 113
s 1 1 m s I 1 m s I 1 m
syll -° -1 [+ [-] -° -1 1 [-°] -° -1 1 [-°]
voc | [-° -] [+ [-°] -° -1 1 [-°] -° -1 1 [-°]
approx | [-°] [+ +1 [-7] -1 I+ +1 [ -1 I+ +1 [
son | [-7] [+ +° 4] -1 [+ + 4] -1 [+ +  H

'8 This representation assumes that geminates and long vowels are represented by a sequence of identical segments.
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The structural level representation and the featural level together subsume the standard notion of syllable
onset, nucleus, coda, and rhyme b these standard constituents are derivable from the two levels of
representation. Although the notions of onset, nucleus, rhyme and coda are not primitives in FDST and are
not required formally in FDST, it will be useful to refer to these constituents in the discussion of the

system. These constituents are thus defined with reference to (84).in

(87)Derivable Constituents in FDST:
a. Onset: XEX |
i. The onset contains zero or more non moraic segments preceding the first moraic
segment of the syllable.
b. RhymeX,EX u
i. The rhyme contains one or more segments starting with the first moraic segment
and continuing thru the end of the syllable.
c. Nucleus.Xjand any segments in the same [+syll] domain.
i. The nucleus is the segment bearing the head mora plus any segments in the same
[+syll] domain.
d. Coda:any [-syll] segments in{.1E Xk) plus Xc1EX

i. The coda contains the segments following the nucleus.

The onset and rhyme are defined structurally with respect to the moraic and syllabic levels, while the

nucleus is defined with respect to both moraic and featural levels. For example, the valid moraic

representation of the syllabldin] in Table 47 (a) identifies]] as the onsetuf] as the rhyme ] as the
coda, andi] as the nucleus.

Given the permissible structural and featural combinations, a number of representations are
possible for syllable nuclei. Table 46 illustrates several valid representations of diphthongs and long

vowels. Representations (a), (c), and (e) are all light, having only a single mora, whereas (b), (d) and (f) are
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heavy, with two mora. Representations (a), (b), (€), and (f) are Ocomplexd nuclei, with two [+syll]
segments, although in (e) and (f) both segments are identical. In (c) and (d) only the vowel is in the nucleus.
In contrast to (c) and (d), (a) and (b) may be considered true diphthongs, with two segments forming a
complex nucleus. Thus, three properties of the second segment: moraic vs. honmoraic, [+syllabic] vs.

[-syllabic], and identity vs. nonidentity to the vowel, give rise to these six possible representations.

Table 46 - Valid Representions of Long Vowels and Diphthongs

(a) light (b) heavy (c) light (d) heavy (e) light (f) heavy
diphthong diphthong VG VG long vowel long
vowel
u u u u 113 u 113 113 u
a I a I a j a j i i i i
syll (A T S R I +T [-°] [+° H| 4]
voo [ AT [ | [ (A [ ] [ A
approx | [+° 4] | | [+° A1 [ [+ ]| [ [+ ]| | [+ H| 4]
son [ | [ A [ A A [ | [

In order to simplify the presentation, restrictionsG@m regarding the relation between the structural level
and the featural level will be assumed in Section 4.4. In particular, the proposal in Section 4.4 will require
that syllables be treated independently, with no domains crossing syllable boundaries. This allows the
presentation to focus on the major properties of FDST without global effects complicating the discussion.
After the presentation of the entire system, these assumptions will be revisited and alternatives and
extensions considered.

The restriction concerns the effect of syllable boundaries on feature domains. FDST inherits the
featural level properties in (81) and (82) with one change: feature domains do not span syllable boundaries.
Since syllable boundaries are not present in the underlying forms but are adéed thys alters the
deterministic nature of domain edge placement. Therefore, this proposal will need to extend the general
feature domain properties in (81) to applyptéeature domains in particular in (88) (changes are

underlined).
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(88)Properties ofp Feature Domains (revised):
a. Inputs and outputs contain segments with feature values. Outputs are fully specified.

b. A maximal contiguous span gfbearers within a syllable with a common value]is

an [ogp] domainD [ag].

Thus:

c. Feature values of output segments and syllable boundiztiesnine the feature domains.

d. Contiguous domains of the sampealue are impossible except across syllable

boundaries.

e. Every segment is a member of eitBdr-¢] or D[-q].

Table 47 shows representations incorporatingptfesature domain properties in (88), representing syllable
boundaries with curly braces {,}. Both (a) and (b) are valid structural level representations. The
representation in (a) treats the word as monosyllabic, whereas the representation in (b) assigns two
syllables to the word. The second syllable is a Osyllabic nasalO since is bears a mora head. Representation

(c) is invalid because the [+son] domain crosses the syllable boundary.

Table 47 - Structural and Featural Level Interaction

(a) valid (b) valid (c) invalid

syll = -1 =1 =1 (= -1 == -1 1 [-7]
voc ([ -] [T [-1| |[-° -1 [¥T [-] -* -1 [+ [-7]
[-°] [+ +1 [-7]

ARSI

approx

son
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4.4 CONSTRAINTS - ACCOUNTING FOR SYLLABLE STRUCTURE GENERALIZATIONS

4.4.1 Introduction

Having defined the basic properties of syllable representations in FDST, this section introduces the
universal constraint set and discusses the typological predictions made by FDST.

Although the constraint set proposed here is distinct from the constraints proposed in Smolensky
(2006), the present proposal follows Smolensky (2006) in employing self-conjunction and power

hierarchies. These are defined in (89)

(89)Local self-conjunction and power hierarchies (Smolensky 2006)

a. LetC be a binary constraint defined over a don&iThelocal self-conjunction of C
with respect td, C&pC=C?, is violated once for each domain of typén which there
are exactly two distinct violations @f.

b. Generally,C¥, the K" power of C, is violated once for each domain of typén which
there are exactly k distinct violations Gf

c. The constraints€} are universally ranked in the followingpwer hierarchy overC:

EE CPEC’EC'EC
d. If Cis the generating constraint for a markedness scale, the power hierarctyi®eer

universal markedness hierarchy.

One important aspect of the definition of local self-conjunction concerns the evaluation of forms that
contain more violations af than are referred to in the conjunction. For example, this concerns the
question of how many violations 6 should be counted when there are k+1 distinct violatiogsinfthe
domain. According to (89)k;¥ is violated only when there are exactly k violations; when there are more
than k violationsC¥ is not violated. This may seem like a trivial detail, but in fact, a decision on how to

treat such cases may carry important typological consequences. De Lacy (2004) argues that markedness
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hierarchies should be expressed in terms of freely-rankable constraints that refer to contiguous ranges along
a hierarchy, starting with the most marked. In other words, one of the crucial properties of his theory is that
the hierarchy is inclusive, with less stringent constraints violated whenever more marked material is
assessed. This property, along with free ranking of constraints correctly derives the possibility of
markedness conflation. Because constraints may be conjoined on a language-specific basis, the possibility
exists that an inclusive definition of local self-conjunction may predict a typology of effects not unlike

those predicted by de Lacy. Further investigation is needed to determine the precise relation of such an
alternative formulation of self-conjunction to the stringency hierarchies proposed by de Lacy.

At the most general level this proposal formally pursues the basic principles that optimal syllables
consist of an alternation between low sonority onsets and high sonority peaks and that syllable weight is
associated with high sonority rhymes. In this section, these principles are formalized using universal,
violable constraints, and the universal typological implications of these constraints are discussed. In
particular, this section discusses the constraint set with respect to the universal markedness generalizations
in (90). A universal markedness generalization is a typological prediction stating that, other considerations
aside, if a more marked element or structure is observed in a language, then so is any less marked element

or structure.

(90)Universal Syllable Markedness Generalizations
a. More sonorous syllable peaks are less marked. (Prince and Smolensky 1993/2004)
b. Less sonorous syllable onsets are less marked. (Clements 1990, Prince and Smolensky
1993/2004)
c. Greater distance in sonority between consecutive segments in onsets is less marked.
(Clements 1990)

d. SyllC Mor C Seg (Zec 1988)

e. Rhymes with a smaller drop in sonority are less marked. (Clements 1990)
f.  In unmarked syllables sonority does not fall in onsets and does not rise in rhymes.

(Clements 1990)
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g. Onsetless syllables are marked. (Jakobson 1962, Clements and Keyser 1983)
h. Codas are marked. (Jakobson 1962, Clements and Keyser 1983)

i. Simple onsets and codas are less marked than complex onsets and codas. (Greenberg

1978)

4.4.2 Peaks

In FDST syllable peaks coincide with segments bearing the head mora. The constraint evaluating the
relative harmony of syllable peaks isAR, defined formally in (91). Bak requires that syllable peaks be

high in sonority, assessing one violation for evapyin the head mora.

(91) PEAK
a. (formally) PEAK = Vo, u(X) = +p(x)
b. Peak = For eachp, the segment bearing the head mora hag.a +
c. Power hierarchy:
i. PEAK?E FEAK®E REAK?E REAK

ii. *OlwE *Nlu E *L/u E *G/u

The range of possible peaks and their violations alongehe Power Hierarchy is shown ifable 48. In

this and subsequent figures, heads of moras and features are represented by underlining. The lower the
sonority of the syllable peak, the more violations of higher ranked conjunctions are incurredalhe P
power hierarchy derives the syllable peak hierarchy @fE *N/u E *L/u E *G/u. Vocalic peaks do not

incur any violations of Bak, and are therefore implied by all marked peaks on the hierarchy in (91)c.ii
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Table 48 - PEAK Hierarchy Violations

output structures

Qv OoG|OL|ON|Oo
i B R e
i e e N
i e e e
s W M M

PEAK *

PEAK® *

PEAK® *

PEAK? *

To illustrate the typological implications of this constraint, a faithfulness constraint that can be ranked
somewhere on theeRk hierarchy is needed. Following Smolensky (2006), the constraint F, assessing

changes in feature values from input to output, will be used.

(92)F (Smolensky 2006)
a. (formally) F= Vo, log/ = agp

b. F=For eachp, corresponding segments of the input and output have the same values for

Q.

PeAk derives the implicational universal in (90)a. If a lower sonority peak is permitted in a language, a
higher sonority peak will also be permitted. Table 49 illustrates this implicational markedness for a
language permitting V, G, L, and N syllable peaks but not O syllable peaks. IfaV, G, L or N is not
available in the input, the ranking will violate the faithfulness constraint in order to create an acceptable

syllable peak. Tabld9 is actually three tableaux side-by-side with three inputs /OV/, /OL/, and /O0/ with

the same four candidates.
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Table 49 — Language with Peak Inventory = {V, G, L, N}

Pt F [ PG| Pe® Pt F [ P3| Pk Pl F PP
oV oL 00
-+ - -
-+ - -
-+ -+ -
-+ -+ -
a) ov *|* *kk |k
+ =
i
i
-+
b) a *!* * = * **! *
>
-+
c) OoN *|** * *| * = * *
=
d) @ *! **kkk *! *% *!

4.4.3 Onsets

In FDST, onsets contain all nonmoraic, syllable initial segments (i.e., all segments before the first moraic

segment). The constraint that requires onset initial segments to be low in sonoxigydefided in (93).

(93)ONs
a. (formally) ONsS= Vo [-u(X) = -9(X)] for x the leftmost segment of
b. ONs= Eachg in a nonmoraic syllable initial segmentig.
c. Power hierarchy:
i. ONS’E ONS’E ONSE ONs

i. *VE*GE*LE*N
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Table 50 - ONS Hierarchy Violations in Initial and Intervocalic Position

@] ®||@]|E]|WM @ (h) (i) )
V| OV|[N/|[LV]| GV |VV| | OV.ONLV | OVO.NLV | OVON.LV | OVONLV
O e R e R e et M e N (s oS s s s M (st
O e O e R e e M e N (s oS s s s M (st
O e R e R e e M et e S (s it A s s S s sl P
+ | | A | | | e e

ONS * *

ONS? * *

Ons® *

ons’ *

Table 50 shows s hierarchy violations in initial simple onsets (a)-(f) s hierarchy violations with
respect to syllabification of intervocalic clusters (g)-(j). When there is a nonmoraic syllable-initial segment,
ONsis violated once for eaghthat is not a-¢. When there is no nonmoraic syllable-initial segment (there
is no onset), @s is vacuously satisfied (a).N3 therefore derives the universal markedness generalization
in (90)b, that less sonorous onsets are less mathesialso evaluates the syllabification of intervocalic
consonant clusters of increasing sonority (g)-(j), exhibiting a preference for onset maximization.
Maximizing the onset in this case allowsi€xo be optimally satisfied by placing the lowest sonority
segment in syllable-initial position. In generaN€prefers to place the lowest sonority segment in
syllable-initial position.

Table 51 illustrates the implicational markedness generalization in a language permitting O, N,
and L onset initially, shown in (a) and (b), but prohibiting G and V onsets, represented by (c). Table 51
shows the outcome of three optimizations with different inputs: OV, LV, and GV. OV and LV are mapped

faithfully by the ranking, whereas GV is repaired to the closest grammatical form LV.
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Table 51 - Language with Onset Inventory = {O, N, L}

ons® | F | Ons? | Ons ons’ | F | Ons® | Ons Ons’| F |ONS?[ONS

oV LV GV
-+ -+ -+
-+ -+ ++
-+ ++ ++
-+ ++ ++

a) o‘_/ *!* ***!
-+ f=
-+
-+
-+

b) | LV x| * = * = * *
-+
-+
++
++

C) GE/ *! *kk *! * *!
-+

++
++
=+

The second generalization about syllable onsets concerns the preferred sonority profile of complex onsets:
high sonority distance between consecutive onset consonants is less marked¢@0jding to Blevins

(1995), languages may require a minimal sonority distance between two onset consonants but no
restrictions are made on the sonority between the second consonant and the following vowel. Within the
constraints of the SSG, requiring that the first and second consonant be maximally different in sonority
level is equivalent to requiring that the second consonant be as high in sonority as possible. In FDST the

constraint responsible for this behavior isas(-¢) shown in (94}’

¥ The violations of lHAD(-¢) presented here assurmg domains are left headed. If insteadas-L(-¢) is a violable constraint,

violations of HEAD(-¢) may be avoided by violatingeAD-L(-g). If HEAD-L(-g) is low ranked, the universalarkedness

implications do not contradict those presented here, they are less fine-grained for CC clusters, treating L as equivalent to G (assigning
1 violation), and N as equivalent to O (assigning 2 violations), in second position.
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(94)HEAD(-9)
a. (formally) HEAD(-¢p) = Vg in X 9 = -@
b. HEAD(-¢) = For everyy, —¢ is a—¢ head.
c. Power hierarchy:
i. HEAD(-g)*E HEAD(—)® E HEAD(-¢)? E HEAD(-¢)

ii. *.OO0 E*ON,*NN E *.0L, *.NL, *.LL E *.0G, *.NG, *.LG, *GG

This constraint does not evaluate difference in sonority between consecutive segments directly but instead
has the effect of penalizing lower sonority non-initial onset consonants. As a result, this constraint only
prefers higher sonority distance between two onset consonants when comparing complex onsets with the
same first onset consonant. TabRillustrates this behavior. For example, for complex onsets beginning
with O (a)-(d), those with a higher sonority distance are more harmonic. However, when comparing across
different initial consonants, Harmony does not coincide with sonority distance. For example, OL, with a

sonority distance of 2 is more marked with respectgatf-¢) than .GG, with a sonority distance of 0.

Table 52 — HEAD(—¢) Hierarchy Violations in Initial and Intervocalic Position

@ | ® | |@d@]|@E | O | @/|®m/ (0 0 | K
00/ | ONV | OLV | O/ | NNV | NLV | NG/ | LLV | LGV | GG/ | &V
-t |-Ft|-F ||| -
e e B i sl A i e st el el e
i N sl A sl A e sl A sl e e e
kel Mt Mt M M e e e e
HEAD(-o) * * * *
HEAD(-¢)? * * *
HEAD(-¢)? * *
HeAD(-g)* | *
ONS * * *
ONS? * *
Ons® * *
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Although HEAD(-¢) does not penalize high sonority plateaus such as .GG, .GG is penalizad.by O
Together these two constraint power hierarchies derive implicational universal typology of minimal
sonority distance. This implicational typology is shown in Figurdénithis figure, lower left hand
structures imply structures above and to their right. These implicational universals are derived directly
from the constraint violation profiles in TatB@ where forms with violations of universally higher ranked
constraints imply forms with violations for lower constraints or fewer violations of the same constraints.
For example, NNV implies ONV because both forms have a violatioreab+y)* while NNV has an
additional violation of @s.

As shown in this figure, complex onsets with sonority distanckimply complex onsets with a
sonority distance af+7. A ranking of these two hierarchies with respect to a faithfulness constraints will
identify a rectangle starting in the upper right corner. For example, a rankingofHBAD(-¢)* E RAITH
E Ons, HEAD(-¢)? would identify the rectangle outlined in the figure. Additionally, local conjunction can
further refine a restriction. For example, requiring sonority distance to be at least 2, outlined in a double
border, is possible by placing the conjunction o6& HEAD(-g)? in the appropriate domain above
faithfulness as well. Thus, although neither power hierarchy refers to sonority distance explicitly, the set of
universal constraints containing these two power hierarchies does derive the minimal sonority distance
universal generalization of (90)c.

An advantage of this compositional approach is that no stipulations must be made to explain why
coda clusters do not show an effect of minimal sonority distance. There is no corresponding constraint
requiring coda consonants to have low sonority, and therefore no minimal sonority distance effect for coda

clusters is predicted.
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Figure 1 — Sonority Distance Implicational Universals of ONS and HEAD(-q)

O0r = ONY =| .0y = .0G6r = .0
©) 1) ) ®)
f f f f
NNV = | .NLV =| .NGVY = NV
©) 1) )
f f
LLy = LGy = .V
©) 1)
f f
GGy = .GV
©)

Additionally, the simple IHAD(-g) constraint is violated by any tautosyllabic consonant cluster of any
sonority. In other words the simpleekb(-¢) constraint does the work of 8MPLEX, assessing a

violation for any tautosyllabic consonant cluster. This accounts for the universal markedness
generalization in (90)iwhich states that simple onsets and codas are more harmonic than complex onsets
and codas. Recall that the constituents onset and coda are not primitives in FDST; nonetheless, the three

generalizations concerning onsets, (9030)c, and90)i, are predicted by FDST.

4.4.4 Rhymes — Moraic Affinity for High Sonority

This section introduces constraints relating sonority and various rhymal elements.

In her disseration, Zec (1988) argues for the crosslinguistic generalization in (95)-(97). This
expression states that in any language, the set of syllabic peak segments is a subset of the set of moraic
segments, which is itself a subset of the set of all segments. In addition to the literal statement in (95), a

crucial aspect of ZecOs generalization is that proper subsets, as stated in (96) and (97), are possible as well.
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(95)V language L: SylC Mor C Seg
a. Syll = {[+syll] segments in L}
b. Mor = {moraic segments in L}
c. Seg={all segments in L}
(96)3 language L such that Syl_ Mor

(97)3 language kL such that MoC Seg

(16) is true by definition in FDST. Since head moras are always syllable peaks in FDST, syllabicity implies
moraicity by definition. Likewise, moraic segments are always segments. (96) and (97) are more
substantive generalizations and are addressed in turn.

First, a constraint that requires moraic segments to be sonorous is required. This constraint is

SONOROUIMORAS(SOMO), defined in (98), and it assigns one violation for evepyin a moraic segment.

(98) SONOROUSMORAS
a. (formally) SONOROUIMORAS= V¢, w(X) = +p(X)
b. SoONOROUIMORAS= For everyy, a moraic segment has @.+
c. Power hierarchy:
i. SOoMo*E SMO’E MO ?E MO

ii. *OlwE *NlwE *L/uE *G/u

Violations of SNOROUSMORAS and FEAK for various heavy syllables are showrTable 53.PEAK is a

specific version of SNOROUSMORAS, and thus SNOROUSMORAS is violated whenevers2K is violated.

The less sonorous a moraic segment, the more violatioreNafROUIMORAS are assessed.
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Table 53 - SONOROUSMORAS and PEAK Hierarchy Violations For Moraic Consonants

OVW | OVG| OVL | OVN| OVO] OLL | OLN | OLO| ONN | ONO| OCO
i -+ -+ -+ -+ i i i i i i
i i -+ -+ -+ i i i i i i
B Il [ i e P [ O e e
At oAt A A A oA A A A A |
PeAK
PEAK? * * *
PEAK3 * *
PeAK? *
SoMo *
SOM02 * ok * *
SOMO3 * * *k *
SOMO4 * * * ok

As shown in Figure, together with Peak dBloOROUSMORAS accounts for the generalization in (8}he

set of syllabic segments in a language may be a proper subset of the set of moraic segments (but the reverse
is never true). TablB3 works out the implicational universals of these two power hierarchies given the
violations in (96). As shown in this table, if in any language a segment of sah@@ifflowed in a syllabic

position, then a segment of sonotys also allowed in any moraic position. Furthermore, it is possible to

allow a segment of sonorityin a moraic position but restrict syllabic position to segments of sonority

level at leasti+c. For example rankingeAk E $SMo* E FAITH E SMO°, requires syllable peaks to be

vowels, but allows any sonorant in other moraic positions.
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Figure 2 — Syll C Mor Implicational Universals of PEAK and SOMoO

000 = ONO

U

ONN

The power hierarchies oERk and SINOROUSMORAS together derive the first half of ZecOs generalization,

shown in (96) The second half of the generalization b the set of moraic segments in a language may be a

= O0OLO = O0Oro

U U
= OLN = OIN
U U
OLL = OVL
U
orG
U
orv

proper subset of the set of segments (shown in (97))- can be derived from the interaction of the

SoNOROUIMORAS and O\s power hierarchies. The violations of these two constraints for CVC syllables

are shown in Tablg3.

Table 54 - SONOROUSMORAS and ONS Hierarchy Violations for CVC Syllables

OVV [OVG [OVL [OVN [OVO [LW [LVG [LVL [LVN|LVO|GW [GVG [GVL |GVN [GVO
e e e e e e e e B B e I e e
i e e e o i S e e e el e e e el el el
I e B e e T e e T e e e e s e e
N T e e e e T e e T

ONs

ONS2 * * * * *

ON83 * * * * *

SoMo * * *

SOM02 * * *

SOM03 * * *

SOMO4 * * *

The implicational universals derived from theN®ROUSMORAS and QNS power hierarchies are shown in

Figure 3. In particular, this figure shows that for any moraic segment of sonority/ |@letegments with

sonority level greater thahmay also be moraic. On the other hand, if segments of sonority/laxwel
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permitted in onset position, then so are any segments of lesser sonority. In other words if not all segments
are permitted to be moraic, then the set of segments is a proper superset of the set of moraic segments
because O will always be a possible (onset) segment. For example, the raMkinitESAITH E SSMO?

allows only approximants {V,G,L} to be moraic, but no matter whexs i ranked, obstruents will be

allowed in onset position, making the set of all segments {V, G, L, O} a proper superset of {V, G, L}.

Figure 3 — Syll € Mor Implicational Universals of ONS and SOMO
VVO = VIVN = VVL = VIJIG = VIV

U U U U U
GJro = GVYN = GVL = GJIG = GV
U U U U U
LYo = LVN = LVL = LJG = LIV
U U U U U
NVO = NIVN = NJVL = NJG = NIV
U U U U U

In addition to deriving ZecOs generalizatiamn@&RouMORAS also derives a variant of the generalization

in (90)e, which states that rhymes with a lower sonority drop are less marked. The variant thia{d6)e
predicted is conditioned by moraicity: lower sonority drops in rhymes are preferred for moraic rhymes.
According to ®NOROUSMORAS higher sonority moraic segments are less marked. When coda consonants
are high in sonority, the drop in sonority from the syllable peak to the end of the syllable is small. In Figure
3, heavy CVC rhymes with higher sonority codas are implied by rhymes with lower sonority codas. The
preference for high sonority, and therefore flat, rhymes exists in superheavy CVCC syllables as well. The

violations for such syllables are shown in Tabte
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Table 55 - SONOROUSMORAS Power Hierarchy Violations for Superheavy Syllables

OVGG| OVGL | OVGN| OVGO| OVLL | OVLN | OVLO | OVNN| OVNO| OVOO
e e e B il M s B s B Mt s S i s B B el
i e s e B M e e S i s S i s B B el
i e e s e e e M e s s e i s B Bl
RTINS [NUIUFRS [UFIFIFI (NUFIVI [TIFIVAE NUTIVIFIE [T UTIFIII I -
SOMo o * * x| — - | - |
SoM 02 * ok * *
SOM03 * * ok *
SoM 04 * * * ok

The lower the sonority of moraic coda consonants, the more marked they are. The implicational universals
derived from Table 55 are shown in Figure 4. The optimal superheavy syllabt&'@. Orhus the

prediction made by &\OROUSMORAS concerning the relative Harmony of rhymes with respect to sonority

is that high sonority, and therefore flat, rhymes are prefevi@dded the segments composing them are

moraic. In other words, the prediction is that heavy and superheavy syllables should favor flat, sonorous

rhymes.

Figure 4 — Sonority Drop Implicational Universals of SOMo
Ooroo = OVNO = OVLO = OVGo

U U U
OVNN = OVLN = OVGN
U U
OVLL = OJGL
U
OVGG

SONOROUIMORAS states that sonorous moraic rhymal elements are less marked, but it does not require
rhymal elements to be moraic in the first place. The constraint requiring rhymal elements to be moraic is

the standard \BWIGHTBYPOSITION (Sherer 1994) recast in FDST terminology.
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(99)WEIGHTBYPOSITION
a. formally) WEIGHTBYPOSITION = w(x) for x rightmost ino

b. WEIGHTBYPOSITION = The rightmost segment in the syllable is moraic.

SONOROUIMORAS together with VBIGHTBYPOSITION predicts the possibility of languages where all coda

consonants are moraic and therefore all syllables obey the implicational universals of Figure 4. In other

words, the overt forms of this language exhibit a preference for high sonority word-finally.
SONOROUIMORAS s a constraint that determines which segments/areed to be moraic. In

addition to languages that require all segments to be moraic (like English), some languages require certain

segments to be moraic and prohibit others from being moraic. An example of such a language is Khalkha

Mongolian (Zec 1988). In this language, CVV syllables are heavy, while CVC syllables are light. The

constraint requiring sonorous rhymal segments to be moraioRAMSONORANTS,

(1200) MORAICSONORANTS
a. (formally) MORAICSONORANTS= V¢, +(X) = w(X)
b. MORAICSONORANTS= For everyy, a +p segment is moraic.
c. Power hierarchy:
i. MoSo'E MoSo® E MoSo *E MoSo

ii. *V/=wE*G/~uwE *L/-~uE *N/-u

MORAICSONORANTS penalizes nonmoraic sonorous rhymal segments, making the opposite prediction for
nonmoraic coda consonants thaaN&ROUSMORAS does for moraic coda consonants. In particular, as
illustrated in Table 56 and Figure MORAICSONORANTSidentifies obstruents as the most harmonic

nonmoraic coda consonants.
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Table 56 - MORAICSONORANTS Power Hierarchy Violations for OVCC Syllables

OVGG| OVGL | OVGN| OVGO| OVLL | OVLN | OVLO | OWNN | OWNO | OVOO
e e e B il M s B s B Mt s S i s B B el
i e s e B M e e S i s S i s B B el
i e e s e e e M e s s e i s B Bl
RTINS [NUIUFRS [UFIFIFI (NUFIVI [TIFIVAE NUTIVIFIE [T UTIFIII I -
MoSo — — * - | * T P
MOSO2 * ok * *
MOSO3 Hk * * *
MoSo?

Figure 5 — Implicational Universals of MOSO
Oy00 <= OVNO <= OJLO < O0OJGO <= OO

f f f f
O/NN <= OJLN < OJGN <= OFrVN
f f f
OVLL < OJVGL <= OrvL
f f
OVGG <= O0OweG
f
orvv

The final rhyme constraint is the standard constraint against trimoraic syllables.

(101) *uuu = No trimoraic syllables

With these four rhyme constraints in hand, possible language inventories can be predicted, as shown in
Table 57. Here S refers to sonorant consonants. Although a coda constituent is not a primitive in FDST, the
ranking of WBP, 8MOE FAITH derives the effect of dCODA, by requiring all rhymal segments to be

moraic, and only allowing vocalic moraic segments.
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Table 57 - Partial Factorial Typology

grammatical ungrammatical
M0So, SOMO E FAITH Cv, Cvv, Crvo, Ccro *CVS, *CVS Dutch acquisition
*uuu, MOSOE RAITH E Mo | CV, CIS, CrO, CISO, CVYOO | *C¥SS, *C¥SS | Polish
SoMOo E RITH E MoSo Cv, Cvv, Crc *CyC Khalkha Mongolian
WBP E RITH E Mo, *uun | CV, CVC, CVVC, CreccC *CJC, *CVCC | English
WBP, MO E RITH cv,cryv *CJC, *CVcC (no coda)
WBP, MoSo, SOMo*E RTH | CV, CIS *CyO, *CVO Japanese

4.4.5 Structural Onsets vs. Syllable Onsets

Smith (2003, to appear) shows that the set of constraints requiring low sonority onsetsidhése O
formally distinct from the constraint requiring a syllable to have an onset. The empirical evidence for the
distinction comes from languages with glide initial syllables and a prohibition against liquid initial
syllables. According to @ (andONSET/X in SmithOs discussion), any language allowing glide initial
onsets will also allow liquid initial onsets. To account for this contradiction, Smith proposes that glide
initial syllables in these language do not have true onsets, but are in fact nuclear onglides, bearing a mora.
This proposal correctly predicts the existence of rising diphthongs elsewhere in the languages. To further
support the formal distinction, Smith shows that rhymal onglides, while not in the structural onset, do
satisfy the constraint requiring a syllable onset.

To incorporate these insights into FDST, the constraint requiring onseta/i not refer to structural
onsets, but will instead require a rise in sonority syllable initially. The constraint requires that the syllable
initial segment not have apthead, which occurs exactly when the first segment is more, or equally,

sonorous as the second segni@nt.

'8 The constraint violations above assume that heads are assigned to the leftmost segment for contiguous segments of equal sonority. If
head assignment is grammatical, theseRs not necessarily violated by equal sonority segments onset-inikeslyis always

violated by an initial fall in sonority, however. In any case, even if head assignment is grammatical, it is possgtedadRieve

the effect of penalizing syllables with no initial rise in sonority if the constraints governing head assignment are ranked high.
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(1202) RISE
a. (formally) Rse= -(+¢)(x) for x leftmost inc

b. RISE= The syllable-initial segment does not beaxpshead.

Table 58 - Comparing ONS and RISE Violations

viov [NV]LV]GV]W[OV[NV]LV]GV]VWV
el i e s e e S N e e
i e Y i e i e i Y e e e
i Y e N e e e s s e e Ml i
jalll el it W e et o e e Ml i
%MO **kkk *%% *% *
RISE * * *
ONS * *
ONS? * *
Ons® * *
ons’ * *

4.4.6 Sonority Sequencing Generalization

The final generalization in (90)f requires that onsets not fall in sonority and rhymes not rise in sonority.
This is equivalent to requiring that sonority not increase from the syllable peak outward. In other words,
syllable peaks should be the only sonority peaks in a syllable. Therefore, a possible interpretation of these
preferences is that sonority peaks that are sonorous and therefore able to serve as syllable peaks are less
marked. This is in line with the general principle being pursued here that optimal syllables alternate
between high sonority peaks and low sonority onsets b if there is a sonority peak, it should be sonorous
enough to be a syllable peak. In FDST, being a sonority peak means hayitgad+ The constraint

requiring segments bearing-heads to be sonorous or tobbead?’ is defined in (103).

¥ Another possibility is that SSG requires only thatheads be syllable peaks; however, the local self conjunction of this constraint
would make the opposite prediction, namely, that higher sonority SSG violations are less, not more, harmonic.
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(103) SSG
a. (formally) SSG= Vg1V in o, +01(X) = (+g2(X) or w(X))
b. SSG= For everyy, a sonority peak in a syllable must haveor be a syllable peak.
c. Power hierarchy:
i. SSGESSGE SSG

ii. *N/+@E *L/+qE *G/+p

Whenever a surface sonority peak isnOt sonorous enough to be optimally parsed as syllable peak, SSG is
violated, and the further this sonority peak is from V, the greater the SSG violation. In order to avoid an

SSG violation, a language may either parse a high sonority consonant as a syllable peak (if violations of
PeAk are allowed) or violate faithfulness to repair the sonority peak. These predictions are made precise in
Table 59. If consonants of sonorifyare allowed as syllable peaks in a language, then only consonants of
sonorityd through 1 may be SSG violators. For example, in Czech, liquids can serve as syllable nuclei and
are therefore predicted never to occur as trapped sonorants (SSG violators). In other words, SSG violators
are predicted not to be possible syllable peaks and possible syllable peaks are predicted not to occur as SSG
violators. Furthermore, if an SSG violator of sonority leel allowed in a language, then a sonority

sequencing violator of sonority lewét ! is allowed, as long as it is not more optimal for it to be a syllable

peak. This means that SSG violators are less marked when they are higher in sonority.

Table 59 - Predicted SSG Violation Typology

SSG violated if (4-Nk (4-M-1)
SSG™, Peak™ 1 E N> M yes, not all sonority peaks are
FAITH E SSG, PEAK" violators: (4-M-1)E(4-N) syllable peaks (Polish)
SSG™, Peak™ 1 E M= N no lowest syllable peaks of (4-M
FAITH E SSG, PEAK" or (4-N) which ever is greatel
SSG, RAK E RAITH N=M=0 |no all sonority peaks are vocalic
(4-M) syllable peaks
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Table 60 — Language with no Sonority Sequencing Violations (M=2, N=1)

SSG

SSG

PK3

F

SSG | Px?

SSG

SSG

PKS

SSG

PKZ

LOV
-+
-+
+-+
+-+

NOV
-t
-t

+-+

a)

*|

*%

*|

*%

b)

*%|

d)

*|

*k%

*|

*kk
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Table 61 — Language with Sonority Violations (M=1, N=2)

SSG [P [Pk? [F [SSCG [Pk SSG [ Pc® [ Pk? [F [SSC | Px

LOV NOV
-t -t
-t -t
+-+ -t
+-+ +-+

a) LOL/ * * | *

b) Lol/ *! *! *% * *!*

I+ 1+ 1
|+ [+ [+ |+

*k| [ *

e
ol:
Q

d) NCl_/ *| * *]

e) N o V *! * *k% *! *k%

4.5 DISCUSSION

This section discusses the possibility of lifting the assumptions on representations assumed in the preceding
discussion. In particular, the assumptions that domains are left-headed and that domains do not span

syllable boundaries can be lifted without affecting the vast majority of the preceding discussion. This is
because only two constraindgAD(-¢) and RSE, depend on head assignment. The other constraints

depend on sonority levels, not feature heads, and their behavior does not depend on where feature heads are
placed. Although SSG relies on heads, the kind of head assignment SSG requires is independent of feature

domain headedness becausg sonority peak (be it a segment or a sequence of segments) necessarily
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bears a head. In other words, SSG only evaluates whether there is a sonority peak, and the most sonorous
segment necessarily bears a head, regardless of domain headedness.

The behavior of HAD(-¢) andRISE will become more complex in a system where head
assignment is grammatical and domains cross syllable boundaries. Some of the effects of these constraints
will become contingent on the relative ranking of other constraints, but their general preferences will be
maintained. The full implications of moving to the new representation must be considered in future work
because the global consequences are complex. For example, if domains cross syllable boundaries,
differences between intervocalic clusters and word final clusters are predicted. In particular, word final
codas would necessarily beap heads, while syllable codas in intervocalic clusters could avoid beaping
heads because the following onset could bear them. This could account for observed distinctions between
word final codas and other codas, but more extensive examination is required to determine whether the

range of effects is desirable in general.

Table 62 - Summary of Proposed Constraints

Constraint Name Formal Definition Power Hierarchies
PEAK Yo, u(x) = +o(x) *Olw E *Nlw E *L/u E *Glu
ONS Vo [-uX) = —¢(X)] *VE*GE*LE*N
for x in Left(o)
HEAD(-) Yoinx-¢=-¢ *00 E *.ON, *NN E *.OL, *.NL, *LL E
*.0G, *.NG, *.LG, *GG, *.CC
SONOROUSMORAS Yo, w(x) = +¢(X) *Olw E *Nlw E *L/w E *Glu
WEIGHTBYPOSITION u(x) for x in Right()
MORAICSONORANTS Yo, +p(X) = u(x) *V[ ~wE *Gl~u E *L/~uwE *N/-u
RISE - (+9)(x) for x in Left(o)
*uup No trimoraic syllables
SSG YoV, in o, *N/+g E *L/+g E *G/+gp

+01(X) = (+¢2(X) or w(x))
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This theory provides a unified account of the essential empirical generalizations concerning
syllable structure established in previous work. In addition, the theory accounts for the apparently
contradictory implicational markedness preferences observed cross-linguistically regarding the sonority of
rhymal consonants. Finally, FDST includes a novel characterization of the Sonority Sequencing
Generalization that enables the relative harmony of sonority sequencing violations to be assessed.
Characterizing gradient violation of the SSG in the appropriate way takes advantage of the power of
Optimality Theory - the interaction of violable constraints. Characterizing gradient violation of SSG entails
making predictions concerning the implicational markedness universals of SSG violations, extending the

generalizing capacity of OT.
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4.6 POLISH

4.6.1 Introduction

Polish has segments exemplifying all the sonority classes as shown below. The categorizations below are
uncontroversial, perhaps the only oddity being the categorization of [w] as a liquid. Whatever its phonetic
quality (realized as [w] in most dialects and as a velarized liquid in others), phonologically, [w] patterns
with the other liquids in all dialects. Its distribution matches that of the other liquids and does not

correspond to the distribution of the glide [j].

Table 63 - Phonemes and their Sonority Classes

Syllabic | Vocoid Approx Sonorant
Vowels (V) [a]e][i][o][u][#][0][E] * * * *
Glides (G) i1 b + + +
Liquids (L) [1][w][r] b b + +
Nasals (N) [n][n][m] b b b +
Obstruents (O) | [p]b]AIMVIAdIsIZIsldz] | P D D D
[sllzI(ts][dz][¢][#][te][dz][x]

All combinations of the above sonority classes are possible CVC words. All consonant classes can occur
initially in a word and finally in a word. For example [jak]-OhowO is grammatical despite its beginning with
a segment from the highest sonority consonant class and ending in a segment from the lowest sonority
consonant class. [jaj] B OeggsO, with a glide in coda position, is also possible. There are no prosodic
restrictions, general or contextual, on possible nuclei  only and all vowels are possible nuclei. The
distribution of front and back vowels depends on the place of articulation of the preceding consonant, but

the distribution of vowels does not depend on the sonority of adjacent consonants.
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Facts about Polish syllables:
- only simple nuclei (no diphthongs, no long vowels)
- stress is penultimate (does not depend on syllable complexity)

- adjacent obstruents agree in voicing (across word and morpheme boundaries too)

Examples of initial and final CC clusters are shown in Table 64 and B&busters that violate sonority

sequencing are indicated with a double border. Barring #GC initial and CG# final clusters, nearly all

combinations of CC clusters are observed in both positions.

Table 64 - Initial Clusters

#G X X X X

#L X X Inu OlinenO | |va OlionO]
#N mjut ~ OhoneyGQ mieko  OMIkO | mpoga  Oplurald | mga  Omass
#0 bjawa  OwhiteO| len  Ooxygend ypuk  Ograndson{ prak  ObirdQ

Table 65 - Final Clusters

Final Clusters

G# L# N# O#
G X X sejm | Oparliament( kpajp | Otavernd
L X Zmarw OdiedO | karm OfeedO vilk OwolfO
N X skoml | OwhineQ ximn OanthemO| grunt | Oground(
(0] X umisw | OmindO|  blizn OscarO gips Oplaster(

Given the above observation that all CVC combinations are possible and the unrestricted CC clusters
above, it may seem that Polish does not abide by sonority sequencing at all. In fact the allowable sonority

sequencing violations are highly restricted when longer clusters are considered, and the apparently
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unconstrained set of Polish syllables turns out to follow from a set of simple assumptions. In particular, it
will be argued that Polish exhibits a preference for low sonority codas, providing support for the novel
rhymal predictions of FDST. Not only is Polish sensitive to universal sonority principles, the complexity of
the Polish syllable enables an examination of the tendencies underlying sonority sequencing violations
themselves. Again, the empirical facts of Polish sonority sequencing violations support the novel
characterization of the SSG proposed in FDST.

Section 4.6.2 presents the analysis of word initial clusters in Polish. Next, in Section 4.6.3 the
analysis of word final clusters is presented. Finally, Section 4.6.4 discusses how intervocalic clusters must
be analyzed and addresses a set of morphologically complex forms that exhibit more syllable complexity

and require additional machinery.

4.6.2 Initial Clusters

The typology of clusters above shows that initially any single consonant is allowed, and any combination of
two consonants is allowed so long as the first is not a glide. It is in clusters of length three that the crucial
restrictions on allowable clusters are observed. Since there are 64 possible combinations of CCC clusters
there are bound to be some accidental gaps in the inventory. Nonetheless, only 14 out 64 possible CCC
clusters are observed: these gaps are not all accidental. The 64 potential CCC clusters and their status in
Polish as observed or unobserved are shown below.

The observed CCCC clusters are also shown below. However, since of the 8 observed CCCC
clusters (out of 254 possible) each type is represented by only one or two lexical items, it is very likely that
many of the gaps in CCCC clusters are in fact accidental. Consequently, this proposal will not attempt to
directly account for the gaps in CCCC clusters; they are only included below to ensure that the observed
CCCC clusters are not ruled out by the analysis.

Many of the patterns appear puzzling at first glance. Why are some dramatic sonority sequencing
violations grammatical, like OLO, NOO, NON, LON while clusters which are perfectly fine with respect to
sonority sequencing unobserved: NLG, NNL, NLL? If clusters like NON, LON, ONL and ONN are

allowed, why are clusters like NNL or LNL, or LNN unobserved?
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Table 66 — Typology of CCC and CCCC Initial Clusters

CCC CCcCC

O-initial 000 OON OOL 00G 0000
*ONO ONN ONL ONG O0O0L

OoLO OLN *OLL *OLG 000G

*OGO *OGN *OGL *OGG OONG

N-initial NOO NON NOL NOG OOoLO
*NNO *NNN *NNL *NNG OLOO

*NLO *NLN *NLL *NLG OLON

*NGO *NGN *NGL *NGG OLOG

L-initial *LOO LON *LOL *LOG

*LNO *LNN *LNL *LNG

*LLO *LLN *LLL *LLG

*LGO *LGN *LGL *LGG

G-initial *GOO *GON *GOL *GOG

*GNO *GNN *GNL *GNG

*GLO *GLN *GLL *GLG

*GGO *GGN *GGL *GGG

Descriptively, two surface restrictions are robust across all length three and four initial clusters and account
for the essential gaps in initial clusters. First, glides can only occur adjacent to vowels. This alone accounts

for more than half of the illegal CCC clusters and is consistent with the gap in CC clusters as well:
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Table 67 - Characterizing the Gaps in Initial Clusters I

CCC CCcCC

O-initial 000 OON OOL 000G 0000
*ONO ONN ONL ONG O0O0L

OoLO OLN *OLL *OLG 000G

*OGO | *OGN *OGL *OGG OONG

N-initial NOO NON NOL NOG OOoLO
*NNO *NNN *NNL *NNG OLOO

*NLO *NLN *NLL *NLG OLON

*NGO *NGN *NGL *NGG OLOG

L-initial *LOO LON *LOL *LOG

*LNO *LNN *LNL *LNG

*LLO *LLN *LLL *LLG

*LGO *LGN *LGL *LGG

G-initial *GOO | *GON *GOL | *GOG

*GNO | *GNN *GNL *GNG

*GLO *GLN *GLL *GLG

*GGO | *GGN | *GGL | *GGG

Second, in CCC or longer initial clusters, the first two segments may not both be sonorants. That is, one of
the first two segments must be an obstruent. This restriction additionally accounts for the illegal clusters

shown below: These two descriptive constraints will follow from the analysis.
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Table 68 - Characterizing the Gaps in Initial Clusters II

CCC CCcCC

O-initial 000 OON OOL 000G 0000
*ONO ONN ONL ONG O0O0L

OoLO OLN *OLL *OLG 000G

*OGO | *OGN *OGL *OGG OONG

N-initial NOO NON NOL NOG OOoLO
*NNO *NNN *NNL *NNG OLOO

*NLO *NLN *NLL *NLG OLON

*NGO *NGN *NGL *NGG OLOG

L-initial *LOO LON *LOL *LOG

*LNO *LNN *LNL *LNG

*LLO *LLN *LLL *LLG

*LGO *LGN *LGL *LGG

G-initial *GOO | *GON *GOL | *GOG

*GNO | *GNN *GNL *GNG

*GLO *GLN *GLL *GLG

*GGO | *GGN | *GGL | *GGG

Of the observed clusters, they may be categorized into three classes. First, in class one, clusters may begin

with a sonorant-obstruent sequence (NOO, NON, NOL, NOG, LON). Second, in class two, they may

begin with an obstruent and follow sonority sequencing (OO0, OON, OOL, OOG, ONN, ONL, ONG,

0000, O00L, O0O0G, OONG). Finally, in class, three, they may begin with an obstruent and contain a

trapped liquid that creates a sonority peak within the cluster (OLO, OLN, OOLO, OLOO, OLON, OLOG).
Thus, classes one and three both exhibit sonority sequencing violations, but in different positions,

initial in the first class, and second or third position in the third class. Even though sonority violations occur

in the first three positions, allowing three extrasyllabic positions is not an option because this would allow

all 64 CCC clusters. | assume that extrasyllabic material is only possible outside the syllable; that is, OLO,

where both Os are in the onset, but L is extrasyllabic is not a possible assignment of syllable structure.

These kinds of proposals have been advanced within derivational approaches b in these proposals the
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trapped sonorants were unparsed at some stage of the derivation since the SSG is an inviolable principle in
that approach. In parallel OT, however, syllable structure must be assigned in a single stage, and this
assignment must be a legal syllable structure. It is not possible to attach a trapped sonorant to a higher
prosodic level and maintain a legal structure. Another alternative would be to leave sonority violating
segments unattached altogether, but this does not explain the distinct distributions of violations in class one
and three. Furthermore, as we will see in the next section, trapped sonorants are not permitted in codas, and
this systematic gap would be left unexplained unless trapped sonorants are analyzedasheeimget or

coda.

| propose a different structure for the violations in class one and three. In the first class, the initial
sonorants are extrasyllabic, and only one extrasyllabic segment is allowed. The constraint that is violated
by extrasyllabic segments is P& In the third class, the trapped sonority violationsiarée onset. Once
we assume that the initial sonorants in first class are extrasyllabic, we can see that in all cluster classes the
onset-initial segments are obstruents. Thus, Polish requires complex onsets to begin with obstruents even
when they contain a trapped sonorant.

There are a number of reasons to think that trapped sonorants are structurally distinct from word
initial sonority violations. For one, the trapped position is highly restricted: only liquids are allowed in this
position, and as we will see, this preference will be accounted for by the sonority sequencing constraint,
which only functions within the syllable. Second, there is independent evidence to support a single
extrasyllabic position. In particular, although sequences of OOOO are allowed, adjacent stops are allowed
only at word edges or word internally, and where they are allowed word-internally, they occur only across
syllable boundaries. This suggests that when stops are adjacent word initially or word finally, they are not
both parsed into the syllable.

With one extrasyllabic segment initially and no sonority restrictions on simple onsets it is possible

to accept all combinations of CC clusters.
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Table 69 - Obstruent-Sonorant Initial Clusters

ON FAITH |ONS{*APPHEAD(-p)
-—+
-—+
-—+
-++
= ON/ Kkk
-+
-+
-+
3+
<O>|\A_/ * *
<>+
<>+
<->-+
<- >+t

Complex onsets that begin with sonorants must be ruled out. This is accomplished by the local conjunction

of ONs and HEAD(-¢) in the domain of the syllable onset, as defined in (87)a.

Table 70 - Sonorant-Obstruent Initial Clusters

NOV ONSs FAITH |ONS{*APPHEAD(-¢p)
—+ &
-+ HEAD(-p)
-—+
+-+
NQ/ *! * *k%k
-_+_
—+
—+
-+
= <N>QV *
<>+
<>+
<->-+
<>+

Recall, however, that length two sonorant-sonorant initial clusters are permitted. This is because the first

sonorant must be parsed as extrasyllabic, leaving a singleton onset.
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Table 71 - Sonorant-Sonorant Initial Clusters

NNV ONs FAITH |ONS{*APP.HEAD(-¢p)
—+ &
-+ HEAD(-p)
-—+
+++
NM/ *! * *k%k
.
-+
-+
4+
=3 <N>NV * *
<->-+
<- >+
<- >-+
<+>++

Clusters of length 3 or more beginning with two sonorants are ruled out even if they follow sonority
sequencing because a complex onset that doesnOt begin with an obstruent is created in either faithful

parse”

Table 72 - Sonorant-Sonorant-Sonorant Clusters are Ruled Out

NLGV ONs FAITH |ONS{*APPHEAD(-¢p)
—F &

--t++ HEAD(-¢)
-4+

++++

NLG\/ *! * *kk
—t
t
e
e+
<N>L_GV *! *% * *kk
<>t
R —
<S4+t
<H>+++
= oLG/ * *kk
—t
t
e
kS

? This analysis assumes that candidates with two appendices can be ruled out either by Gen or by a higher ranked constraint. The
choice is not crucial to the analysis.
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Nonetheless, CCC clusters with obstruents in first or second position are allowed by the grammar.

Table 73 - Sonorant-Obstruent-Obstruent Initial Clusters

NOV ONs FAITH |ONS{*APPHEAD(-p)
—F &
-+ HEAD(-¢)
—t
+--+
NOO/ *! * *k%k
-t
_—
_—
vt
= <N>0Q/ *
<->- -+
<->- -+
<->- -+
<t>Tt

The second restriction on initial clusters is that glides must be adjacent to vowels. When a glide occurs
apart from a vowel, it is realized as a vowel and therefore a syllable nucleus. Glides and vowels differ only
by the setting for one feature, incurring a single violation of F. Other consonants must change at least two
features to become a vowel, violating higher ranked\Bte that @'s is not violated by the second

candidate becausen®evaluates sonority of true onsets, and doesnOt require onsets direetynush be

ranked above F since the third candidate only violates*and is perfect otherwise. This refines the
constraint ranking, which was previously ambiguous as to the ranking of the bottom three constraints. In

addition F has been separated from the cover constrimnt Fwhich now covers faithfulness violations

other than changes in sonority.
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Table 74 - Trapped Glides Become Vowels

GO/ ONs FAITH |*APP F | HEAD(-g) | ONS
—t &
+-+ HEAD(-¢)
+-+
+-+
GO/ *| * *kk
-_+_
-+
+-+
++
= VoV *
iy
+ o+
ot
ot
<G>0 *|
<>+
<>+
<>+
<H>-+

Glides adjacent to vowels are realized as glides:

Table 75 - Glides Adjacent to Vowels Survive

o ONs FAITH [*APP F| HEAD(-p) {ONS
—+ &
-+t HEAD(-¢)
-++
-++
=5 o *
-+
++
++
-+ +
ow *1
4+
++
++
+x

In sum, the present constraint ranking accounts for both the descriptive constraints on initial clusters. First,
CCC clusters beginning with two sonorants are not permitted. Such clusters violate the conjuati®n of O

& HEAD(-g). CC clusters beginning with two sonorants are allowed because these clusters may parse the
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initial segment as an appendix, avoiding tieab(-g) violation. The second descriptive constraint
requires that glides occur only adjacent to vowels. The proposed grammar eliminates stranded glides by
allowing them to become vowels. Other consonants do not have the same option because they would have
to violate the higher ranked.F

Thus, the proposed grammar permits only the observed three classes of initial CCC+ clusters. The
first class begins with a sonorant-obstruent sequence, the second class begins with an obstruent and follows
sonority sequencing, and the third class begins with an obstruent and allows a trapped sonorant. In the
third class, the only observed trapped sonorants are liquids. The remainder of the section discusses this
restriction.

As long as the cluster begins with an obstruent, the present ranking permits it. Because clusters

like OLN are permitted in Polish, SSG must be ranked below F.

Table 76 - Trapped Liquids are Permitted

OLNv ONs FaitH | *APP | F | HEAD(-¢) {ONS; SSG
—F &
-+ HEAD(-¢)
-+-+
-+++
ONN/ *! *kkkkk
—F o
e+
e+
e
= 6|_N\_/ Fkkk *%
—F B
e+
et
ot

SSG is violated whenever there is nonvocadidead, and it is violated more whiegs sonorous

segments bear apthead. SSG captures a very simple idea: sonority peaks are sonorous. This proposed
principle is independent from the preference for sonorous syllable peaks, expressed by the censtraint P
This means that, barring other considerations, a less sonorous SSG-violating sonorant is less harmonic than

a more sonorous SSG violating sonorant. This is a specific prediction about the relative harmony of
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sonority violating segments, which is difficult to test because other considerations most often do play a
role. For example, with respect to the SSG, NOV is worse than LOV, but there is a contradictory
preference for low sonority onset-initially. In codas, there are also considerations besides SSG that affect
the preferred sonority of a coda consonant. So if a language exhibits NOV but not LOV, this may be due to
a preference for onset-initial low sonority rather than an indication of the relative harmony of various SSG
violations.

Polish provides a unique arena to test this prediction: trapped sonorants. Barring other
considerations, if ONO is allowed, then so is OLO. In particular, ONO (below) violates SSG three times
whereas OLO violates SSG twice. Polish does exhibit a preference for high sonority SSG violators. It is
not clear whether this preference is categorical; nonetheless, quite a few OLO and OLN onsets exist, while
ONO is not found initially (to my knowledge). All the sonority violation in CCCC initial clusters are liquid
violators (OOLO, OLOO, OLON, OLOG). Likewise, word medially, OLO is not rare, while ONO exists in
only two lexical items (that | am aware of), and both of these exhibit alternation between ONOV and
ONeO#. These ONO medial clusters may be permitted for this reason only. This is possible, for example,
if consonants before vowels are subject to higher ranked faithfulness constraints than consonants in general,
and paradigm uniformity constraints require that paradigms be uniform with respect to their consonants.
For trapped sonorants in onsets the only other relevant constramtog-td), and for Polish, it is quite
obvious that this constraint is not responsible for the pattern. Specifically, ONO violatesgHéaifes
while grammatical OOOOQV violates it 12 times.

The crucial fact for this analysis is that ONO is dispreferred to OLO; whether this is a categorical

distinction is not crucial. Thus, the Tableau below leaves the ranking of F aficda@®@uous.
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Table 77 - Trapped Nasals are Marginal at Best

ONQY/ ONs | FAITH | *App | F | SSG | HEAD(-p) {ONS| SSG
—F &
-+ HEAD(-¢)
—t
-+-+
ng') oo@/ * *kkkkkk
—F o
T
T
T
ng') 6N6/ * *kkkkk *kk
—F o
T
T
et
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4.6.3

The gaps in final clusters are dramatic, systematic, and contradictory to the generalization that flat sonority
rhymes are preferable. If flat rhymes were always preferable, then a language that allows VOOOO,
VLOO, should also allow VLNO, and VGLN, or even VGLO. Likewise, a language that allows VGON
should allow VGLN. Descriptively, word final clusters can begin with any segment and may end in any
segment except a glide, but any medial segments between the first and last must be obstruents. It is not

simply the case that the coda final consonant must be an obsteémntddlial consonants (up to 3 in

Final Clusters

NOOOO) must be obstruents.

Table 78 - Final Clusters

CCC CCCC+
O-initial 000 OON OOL *O0G 0000
*ONO *ONN *ONL *ONG NOOO
*OLO *OLN *OLL *OLG LOOO
*OGO | *OGN *OGL *OGG GOOO
N-initial NOO NON NOL *NOG NOOOO
*NNO *NNN *NNL *NNG
*NLO *NLN *NLL *NLG
*NGO *NGN *NGL *NGG
L-initial LOO LON LOL *LOG
*LNO *LNN *LNL *LNG
*LLO *LLN *LLL *LLG
*LGO *LGN *LGL *LGG
G-initial GOO GON GOL *GOG
*GNO *GNN *GNL *GNG
*GLO *GLN *GLL *GLG
*GGO | *GGN *GGL *GGG
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To account for these gaps, | propose the following: a) as with word initial clusters, a single extrasyllabic
segment is allowed, b) only and all sonorants are moraic, ¢) Polish allows a maximum of 2 moras per

syllable, and d) only vowels are permitted in syllable peak position.

Table 79 - A Single Final Extrasyllabic Segment is Allowed

VOOL Ons | *u®| MoSo | SoMo® | Pk | FaitH | *App | F | HEAD(-¢) |ONS! SSG
+em- &
+--- HEAD(-¢)
+--+
+--+
= VOO<L> * 4
.
- -
Fo 4+
t-
VOOL *1 6 *k
e
-
Ft
-t
%5L *| *% 6 *%
[
-
Ft
ot

Shown above, a VOOL cluster is allowed because the L is extrasyllabic. A single sonorant is allowed in the

coda, and it must be moraic.
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Table 80 - A Single Sonorant is Allowed in Coda Initial Position

VLOL Ons | *u® | MoSo | SoMo”® | Pk | FaitH | *APp | F | HEAD(-¢) [ONS| SSG
+ees &
+--- HEAD(-¢)
4+
4+
VLO<L> | * 2
i
P
- o+
S
= VLO<L> * 2
- - -
P
- o+
P
VLGL> * * * 2
i
P
- o+
P

A perfectly fine coda in terms of sonority sequencing is correctly ruled out. Two sonorant consonants in
the coda are ruled out because sonorants must be moraic (first candidate), and only two moras are allowed
(candidate two). Again assuming the faithfulness constraint is Max for the sake of generating a competing

candidate, the unfaithful candidate wins.

145



Table 81 - Two Sonorants in Coda are Prohibited

VLNO Ons | *u® | MoSo | SoMo® | Pk | FaitH | *APp | F | HEAD(-g) [ONS| SSG
+em &
+--- HEAD(-¢)
++--
+++-
VLNO *| 5
Fe--_
Fe--_
-
L el
VLNO *| 5
Fe--_
Fe--_
-
L el
=3 VLO * 2
*--
*--
el
el
Codas with 4 obstruents are perfectly grammatical and violate only low rankedd¢jgad{ding no
reason to violate any faithfulness constraint.
Table 82 - Four Obstruents are Allowed
VOOOCQ Ons | *u®| MoSo | Ssomo? FAITH | *APP HeAD(-¢) [ONS| SSG
+---- &
+---- HEAD(-¢)
[
[
=2 jLelelele 12
t--
t--
t--
[

The analysis correctly predicts the ungrammaticality of trapped sonorants in codas. Sonorants must be

moraic, and parsing the trapped sonorants as moraic would require two moraic consonants since moras are

continguous.
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Table 83 — Trapped Sonorants in Coda are Prohibited

VONO ONs | *u® | MoSo | SoMo® | Pk | FaitH | *App | F | HEAD(-g) [ONS| SSG
e &

+--- HEAD(-¢)
R

+-+-

= l/OOO * *kkkkkkk

T/O N_O *! *kkkkkk

T/O@ *! *kkkkkk

As with onsets, an underlying glide will be syllabified as a vowel if it does not appear next to a vowel:

147



Table 84 - Stranded Glides Become Vowels

VOOG Ons | *u®| MoSo | SoMo® | Pk | FaitH | *App | F | HEAD(-¢) [ONS| SSG
e &
-t HEAD(-¢)
N
N
VOO<G> | 4
oo -
Yo+
-+
S
VOOG i 3 -
R
Jra—
et
e
= VO.0V *
P
ot
Fot+
ot
"VOOG #I e 6 *
i
Ft
ot
S

4.6.4 Medial Clusters

The proposed analysis predicts a set of possible and impossible medial clusters. In particular, medial

clusters must be divisible into allowable codas followed by allowable onsets. The actual observed CC,

CCC, and CCCC medial clusters are summarized in Table 85.
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Table 85 - Observed and Predicted Medial Clusters

CcC CCC CCcCcC
(0]0)] [otfur] 000 [vsistko] 0000 [gwupstfo]
-Oopening® -Oeverything® -Otrifle®
ON [vidma] 00S [astma] 000S [uvzglédnite]
-Odune® -OasthmaO -OconsiderO
oL [ogedle] 0SO [jabwko] 00SO [rozkrfavite]
-Oneighborhood® -OappleO -Obleed outO
oG [drobjask] SO0 [polska] SO00 [potomstfo]
-Otrifle® -OPolandO -OprogenyO
NO [tramvaj] 0SS [psekIné] 00SS [zagzmijete]
-OtramO -Ol will curseO -Othunder®
NN [panna] SOS [portret] 0SOSs [zadrgnonte]
-Oyoung ladyO -OportraitO -OtrembleO
NL [henrik] SO0S [majstruf]
-OHenryO -OmastersO
NG [natomjast] SOSO [méndrka]
-OhoweverO -Ocrafty person(
LO [kultura] SOSS [anglja]
-Oculture® -OEngland®
LN [zownes]
-Osoldier®
LL [urlop]
-OvacationO
LG [miljart]
-ObillionO
GO [frajda]
-Ofun®
GN [pijmi]
-OletOs drinkO
GL [vojwok]
-Ofelt®
GG
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The predictions made by the proposal are borne out as shown in8bakblith the only exceptions

occurring in morphologically complex words, as shown in T&86le All the expected CC clusters, except

GG clusters are observed. In CCC clusters, all expected clusters are observed. In CCCC clusters nine out
of the twelve predicted possible clusters are observed, and none of the four clusters, which are predicted to

be impossible, occur.

Table 86 - Unpredicted SSC(C) Clusters

*SSOO | unobserved

*SSOS | unobserved

SSO| [popar+w+si] -Osupported{ *SSSO | unobserved

SSS [karm+nik] -OfeederO | *SSSS | unobserved

The only incorrect prediction concerns a handful of observed clusters that are predicted to be
impossible, shown in Tabk6. However, when this handful of exceptions is considered, a number of
striking similarities emerge. First, all these cases are CCC clusters, and not longer. Second, all these cases
are morphologically complex, containing a derivational affix. Third, the morphological boundary occurs
within the cluster. Fourth, for all forms a corresponding base form (without the affix) exists, which the
complex form is faithful to. Fifth, the base form contains two of the sonorants at a word edge. Although a
detailed solution will not be pursued here, a highly ranked output-output correspondence constraint
requiring identity to base forms together with a constraint prohibiting deletion and epenthesis at morpheme
edges provides one possible approach to such morphological effects.

In spite of this handful of morphologically complex SSC clusters, there is evidence from

alternations that SSC medial clusters are ill-formed in Polish in general. The relevant evidence is the

alternation of the comparative suffix betweeg][and[+¢js] depending on the identity of the stem final

consonant sequence. In comparative allomorphy (Rubach and Booij 1990), shown in Table 87, the basic
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form of the comparative morpheme is rejected in favor gg[4ust in case the stem ends in a CS cluster.
This process treats OO and OOO clusters as acceptable medially (Group 1), while rejecting OSO and SSO
clusters (Group Il). Insertion ofj] is not a regular repair strategy in Polish b the identity of the second

allomorph must be lexically specified. Nonetheless, this data clearly shows that when such a lexically
specified repair is available, the medial clusters predicted to be ungrammatical by the present proposal are

avoided.

Table 87 - Comparative Allomorphy

Group | Group Il

base comparative base comparative

gI'llb +i -OfatO grup +s+ i oguln +i 'ogeneralo Oglﬂn +Ej§+ i

mwod +i | -OyoungO | mwot +s+i | skromn + i -OmodestO | skromn +ejs+ i

star +i | -OoldO star +s+ i fajn +i -OniceO fajn +ejs+ i

prost + i | -Ostraight{ prost +s+ i tsarn + | -OblackO | tsarn +ejs+ i

podw +i -OmeanO podl +ejs+ i

stsodr + i -Ogenerous stsodz, +ejs+ i

4.6.5 Conclusion

Polish presents an excellent arena in which complex interactions of nearly all the proposed constraints of
FDST can be examined. FDST successfully and parsimoniously accounts for the myriad complex and
seemingly bizarre restrictions on allowable syllables in Polish. The restrictions accounted for by the

proposed analysis are summarized in (104).
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(104)

Explained Restrictions on Polish Syllables

In initial clusters of three or more consonants, one of the first two consonants must be an
obstruent.

Glides occur only adjacent to vowels.

Restrictions on glides aside, (nearly) all two segment clusters are allowed initially,

finally, and medially, regardless of the sonority level of the segments.

Trapped liquids are allowed in initial clusters but trapped nasals are unobserved.
Trapped sonorants of any kind are not observed word-finally.

In word final clusters of three or more consonants, all consonants from the second to the
penultimate are obstruents.

In all medial clusters of three or more consonants, contained entirely within a single

morpheme, either the first or the second consonant is an obstruent.
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5 AcCQUISITION MODELING PROBLEM — LINKING PRINCIPLES

This chapter discusses how the proposed formal and computational solutions link up to the process of
acquisition in children. The properties that are predicted to correspond to human acquisition are discussed
in depth and their correspondence to child acquisition is examined. In addition, the chapter presents the

results of simulations using constraints proposed in ChaftppHked to Polish.

5.1 ASSUMPTIONS

The primary assumption underlying the modeling capacity of MLG concerns the relationship between adult
grammars and child grammars. Child grammars are assumed to be distributions over the space of possible
rankings of universal constraints, just as adult grammars are. Learning a grammar entails finding the right
distribution over the ranking space. The ability of MLG to model acquisition realistically will depend on

the extent to which this assumption is valid.

5.2 FORMAL MODELING OF ACQUISITION

The primary modeling task undertaken in this dissertation is the formal modeling of acquisition, and the
specific goals are repeated below. The preceding chapters have evaluated the ability of MLG to achieve
these goals, presenting evidence that MLG successfully achieves these goals. This section discusses these

desired properties of the solution to the formal problem with respect to human languages and acquisition.

(105) MLG Goals:
a. Learning of a lexicon and grammar.
b. Learning of restrictive grammars.
c. Learning of grammars with free variation.
d. Learning of grammars that assign inaudible structure.
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e. Learning involving generalizing from input data.
f. Learning from unstructured overt forms only.

g. Learning that is sensitive to frequency.

Explicit arguments supporting the appropriateness of all these goals will not be provided here. In
particular, it is taken for granted that language users possess knowledge of a grammar that is generalizing
yet restrictive. It is also taken for granted that grammars assign structure to language that children do not
hear when learning a language.

The more substantive or controversial claims about acquisition and human languages implicit in
the statement of the goals above are the nature of the lexicon, the existence of free variation, and the

sensitivity to frequency.

5.2.1 The Nature of the Lexicon

MLG adopts the central tenet of OT (and generative phonology more generally) that grammars map
underlying forms to surface representations. This traditional view of the lexicon is cast in a probabilistic
setting in MLG. In particular, the underlying level of representation, which represents the abstract
phonological makeup of a morpheme from which surface exponents of that morpheme are derived, is
assumed in MLG. In other words, phonology is a combinatorial system over a finite set of non-redundant
elements, underlying forms. Recent work in OT, especially work on output-output correspondence, has
guestioned this premise (Burzio 1996, 2003; Hayes 1999; Albright submitted; plus many others). While the
lexicon and final grammar learning stage proposed here is incompatible with these alternative OT
architectures, the initial phonotactic learning stage may be compatible with both architectures. Further work
is needed to determine how and whether output-output correspondence constraints can be incorporated into

MLG.
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5.2.2 Existence of Free Variation

Free variation is found not only in adult languages (Nagy and Reynolds 1997) but also, or perhaps
especially, in the intermediate stages of acquisition. The abundance of free variation during acquisition
alone (Legendre et al. 2002; Legendre et al. 2000; Demuth 1997; Kirk and Demuth 2006) is sufficient to
warrant the goal of modeling free variation since child grammars and adult grammars are formally identical
in MLG.

While the present formulation of MLG tackles free variation, accounting for the phenomena of
lexically controlled variation (Anttila 1997a, 1997b, 2002; Pater 2000; Inkelas et al. 1997) is a possible

extension of MLG as discussed in Chapter 2.

5.2.3  Sensitivity to Frequency

Sensitivity to frequency actually refers to aspects of both the formal and behavioral modeling of
acquisition. At the formal level, theptimality of grammars in MLG depends on frequency. Another sense

of sensitivity to frequency concerns the acquisitiesress, and hence the behavioral modeling of

acquisition, and this is accounted for by the learning algorithm that finds the optimal models MLG defines.
Both these roles of frequency are discussed next.

A body of research has shown that frequency plays a significant role in acquisition as well as in
language processing in general (Levelt 1994, Levelt et al. 1998, Demuth 2004, Kirk and Stites et al. 2004,
Zuraw 2000, Pierrehumbert 2003, Frisch et al. 2001). In particular, (Zuraw 2000, Pierrehumbert 2003,
Frisch et al. 2001) argue that adult linguistic knowledge is sensitive to the frequencies of patterns in a
languageOs lexicon, even if these patterns are static in the language.

While markedness has been examined for its role in acquisition, recent work on acquisition has
examined the role of frequency in the acquisition process as well. It has been proposed that the forms
children initially produce are less marked, in the same sense that these forms are cross-linguistically
unmarked in adult language, and that the complexity of language increases over time (Jakobson 1941/68;

Stites et al. 2004; Demuth 1995, 1996; Gnanadesikan 1996; Smolensky 1996, Davidson et al. 2004). For
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example, Gnanadesikan (1996) reports that childrenOs first syllables take the form of universally unmarked
CV, and furthermore, that universally unmarked onsets, the least sonorant obstruents, are preferred in early
CV syllables. Frequency and markedness are often conflated in languages, with more marked elements
occurring less frequently. Recent work (Levelt 1994, Levelt et al. 1998, Demuth 2004, Kirk and Stites et al.
2004) examines the roles of frequency and markedness when these two diverge. This work suggests that
both markedness and frequency are crucial factors constraining childrenOs developmental paths. For
example, Levelt et al. (1998) argue that the order of acquisition of syllable types in Dutch is due in part to

the frequency with which various syllable types occur in the adult language.

5.3 BEHAVIORAL MODELING OF ACQUISITION

In addition to the primary acquisition modeling goals at the formal level, the thesis proposes several
behavioral level hypotheses, repeated from the Introduction below. Three of the modeling tasks concern the
division of the phonological learning problem into the two stages characterized by a@ MLGe,

and the properties of the outputs of those stages. The other two modeling tasks concern the nature of
learning itself. Specifically, gradualness and sensitivity to frequency are argued to be two propetties of
gradual learning algorithm for maximizing,g,and Q. (including EMs_), and their presence but not their

specific implementation, are intended as a model of the respective properties of human learning.

(106) Behavioral Modeling Hypotheses:
a. Learning is gradual.
b. The optimal grammars of ML, correspond to possible child phonotactic grammars.
c. The optimal grammars of MLG correspond to possible adult grammars.
d. The optimal lexicons of ML, correspond to possible adult lexicons.
e. The effect of frequency and markedness on grammar acquisition (roughly) corresponds to

the effect of frequency and markedness on childrenOs grammar acquisition.
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The first hypothesis, that learning is gradual, is a property of the learning algorithm. After all, MLG only
identifies the desired solution; it does not provide a mechanism for finding it. A hypothetical computational
solution would be to compute mathematically the optimal model, and select this model in a single step.
This solution is not desirable as a model of acquisition, however; a desirable solution involves gradually
maximizing Q% The first hypothesis is therefore simply a requirement that only algorithms that gradually
maximize Q be considered. The remaining hypotheses are addressed in the following discussion of the two

stage phonological learning proposal
5.3.1 Production and the Developing Lexicon

Before considering in detail the hypotheses concerning childrenOs acquisition, it will be helpful to discuss
the mechanism of production assumed here. Given the proposed formulation of the grammar and lexicon in
MLG, there are multiple possible mechanisms for modeling production.

For example, one possibility for a production mechanism is sampling/frpmllowed by
sampling fromG. This may seem like a natural possibility, but its predictions for production are not clear
because learning of the lexicon is occurring simultaneously. This means that there are multiple possible
underlying forms for each word, all of which are necessarily more marked (in the universal sense) than the
output form (or they could not map to the output form). For example, consider a language in which both
CV and CCV syllables are allowed. The expected acquisition path for the child would be to initially
produce CV for both types of syllables and gradually produce more and more CCV. In the learning model,
a CV word may include CCV as a possible underlying form because of richness of the base. If production
were sampling, initial productions would be generated partially from CCV since the initial distribution over
the lexicon is uniform. As learning of the lexicon continued, a larger and larger proportion of productions
would be generated from the correct underlying form CV (since more and more probability is added to the
correct underlying forms as learning proceeds). This contradicts the empirical observation that production

gets more, not less, marked during acquisition. It is possible that the rich lexicon should be pruned at the

2 BGraduallyO is used informally here. Gradual maximization is not meant to imply that the algorithm should be deterministic or that Q
should be monotonically increasing.
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onset of the second stage on the basis of phonotactic learning to remove underlying forms that are distinct
from the output in contrastive ways. For example, if the phonotactic grammar allows CCV to be mapped to
CCV (ie complex onsets are allowed in this language), this may imply that CCV is not a possible
underlying form for CV.

For these reasons the provisional mechanism for production proposed here will make the
simplifying assumption that production occurs from underlying forms that are identical to the overt forms.
Given this underlying form, an output is produced by randomly selecting a total ranking according to the
distribution over rankings i and finding the overt form corresponding to the optimal candidate under
that ranking.

This provisional mechanism for production will be assumed in subsequent discussion. Further
work is needed to determine the appropriate full mechanism for production involving the developing

lexicon.
5.3.2 Phonotactic Learning

The first behavioral level hypothesis is the phonotactic learning hypothesis. This hypothesis states that

phonological acquisition involves a phonotactic stage of learning, the output of which is a grammar

corresponding tas , ~as defined in Chapter 2, which governs initial production in children. These claims

phon

concern the general, formal properties(}ghon, not the output of the algorithm EM,

(107) Phonotactic Learning Hypotheses:

a. A stage of acquisition exists before lexicon learning.

b. The output of this stage is a gramnéghon.

c. G,,, provides an initial production grammar for children.

Because of the general properties associated@m established in previous chapters, the phonotactic

learning hypothesis makes a number of general, testable predictions. Again, these predictions concern the
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formal, qualitative properties @ not the particular quantitative behavior of ;M These general

phon?

properties are summarized below.

(108) Phonotactic Learning Predictions:
a. Atthe end of phonotactic learning, children possess a restrictive grammar.
b. Following phonotactic learning, the grammar filters illegal structures and accepts legal
structures.
c. Production does not occur prior to the end of phonotactic learning.
d. Upon acquisition of the phonotactic grammar, infrequent legal structures are more likely

to be repaired than frequent legal structures in childrenOs productions.

The first two predictions concern formal properties of the final phonotactic grammar. Since production is
not expected at this point; these predictions can be tested by examining infantsO perception prior to
production. The final phonotactic grammar must be restrictive and filter illegal structures. This means not
only that hypothetical illegal structures would be filtered out by the grammar, but also that, in consequence,
forms that do not conform to the phonotactics of the language should not be produced after the phonotactic
grammar is learned. As observed by Hayes (2004), phonotactic learning in OT actually accomplishes two
tasks, the learning of a system of contrasts, which identifies what is phonemic, and the learning of legal
structures, or legal sequencéﬁ,hon encapsulates both types of knowledge.

The phonotactic hypothesis concerns the existence of a phonotactic stage and the ability of final

phonotactic grammar to serve as an initial production granﬁy%f)s preference for ultra restrictive

grammars raises the intriguing possibility t@m provides an alternative to the high markedness initial

grammar that has been proposed in previous work. The observation that children initially produce the least
marked forms and then gradually produce more marked forms during the course of acquisition has led to
the proposal (Gnanadesikan 1996; Smolensky 1996) that childrenOs initial grammars begin with all

markedness constraints ranked above all faithfulness constraints, and learning involves gradual elevation of
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faithfulness constraints. The phonotactic hypothesis pursues the possibility that the end result of
phonotactic Iearningéphon, provides an initial grammar that favors high markedness sufficiently to serve
as a model of childrenOs initial production grammar.

The hypothesis thab provides an initial production grammar may be viewed as the default

phon
hypothesis since no stipulations or additional machinery are involved other than the proposal that
production begin after phonotactic learning. Hayes (2004) cites experimental results suggesting that much
of phonotactic learning is complete by eight to ten months of age. This in turn suggests that production
does follow phonotactic learning. Ultimately, this default hypothesis may need to be rejected in favor of a
more complex mechanism. Testing the hypothesis will involve not only empirical work to determine
whether the effect of frequency on initial production is as predicted but also identifying the appropriate

implementation of all the components of MLG in a computational model to determine the appropriate

degree 0Of the effect. As discussed in Chaptette quantitative behavior & depends on the size of

phon
the rich base. In other words, testing the hypothesis requires not only the precise specification of the

MLG ;non cOmponents but also the empirical facts of frequency cross-linguistically.

The final prediction concerns tendencief@zm with respect to frequency. The formal properties

of G, entail a bias against infrequent and marked forms. This means that at the end of phonotactic

phon
learning, children are predicted to be capable of producing all legal structure with nonzero pr&bability
However, many legal structures are predicted to be repaired, or mapped to less marked forms, with the
frequency of repairs depending in part on the frequency of the structure. In other words, legal structures can
be repaired, with less frequent forms repaired more often. A number of factors will need to be finalized,
such as the implementation of a rich base and the appropriate constrained probability model over rankings

and underlying forms, before explicit quantitative predictions can be made. Nonetheless, the general

2 |n practice, nonzero probability may correspond to something so small that such faithful productions are never observed in a finite
amount of time. The next section describes the results ef Bpplied to actual frequencies observed in Polish where infrequent,
marked forms are predicted with miniscule, nonzero probability.
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predictions of the system are a consequence of the properﬂlkpﬁogfwhich have been developed in detail

in preceding chapters.
5.3.3 Lexicon and Grammar Learning

The behavioral modeling hypotheses for the second stage of learning concern the reliance on
morphological knowledge to learn a morpheme specific lexicon, and the gradual transitions from the

phonotactic grammar to a final adult ranking.

(109) Lexicon and Grammar Learning Hypotheses:
a. Following the learning of a phonotactic grammar, lexicon learning relies on

morphological information.

b. The initial grammar for this stage éphon.

c. The output of this stage is a descriptively adequate grarﬁnaand Iexiconll_,ex.

EM,ex makes the simplifying assumption that all morpheme sequences are provided at the onset of the
second stage. This is not necessary in principle, and a gradual incorporation of morphological information
that corresponds to a childOs gradual learning of the morphological decomposition of words, can be

accommodated.

The second hypothesis concerns the initial and final grammars of this stage. The initial grammar is

éphon, and the final grammar ié,ﬂ,. Since gradual learning occurs between the two points (by

assumption), learning will involve gradually moving all the probability mass to the most restrictive,

descriptively adequate set of rankings. Since, markedness is encoded in the constraints, the possible paths

from G, to G,,, will be constrained by markedness. Furthermore, this gradual transition will depend on

phon lex

frequency. Any algorithm that gradually maximizes Q will favor more frequent forms, predicting that
frequent forms should have a tendency to be acquired first. Being acquired here does not mean being

accepted by the grammar since all phonotactically legal forms are accepted by the phonotactic grammar
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already. Being acquired refers to reaching a level of mastery comparable to the adult grammar. Thus, the

predictions made are:

(110) Lexicon and Grammar Learning Predictions:

a. Learning of the grammar during the second stage is a gradual transition bé)g){g,;en

and G

lex *

b. Markedness affects the order of mastery - more marked forms cannot be mastered before
less marked forms.
c. Frequency affects the order of mastery so that more frequent and less marked forms are

likely to be mastered before less frequent and more marked forms.

The effect of frequency depends on other factors, especially markedness, and hence the predicted effect of
frequency is not absolute, but one of bias. In particular, the possible effects of frequency will be
constrained in any given system of constraints by what possible intermediate stages can be described by the
set of constraints, and this is primarily the result of implicational universals encoded in the constraint set.
To take a simple example, in a system with a constraint against codas but no constraint against CV
syllables, no amount of frequency bias for CVC syllables can possibly cause CVC syllables to be mastered
before CV syllables. The constraint set simply cannot model a stage of acquisition where codas are
required.

Thus, the effect of frequency is predicted to be secondary to the effect of markedness, as
illustrated in Section 3.4.5. This prediction corresponds to the proposals made by (Levelt 1994, Levelt and
Van de Vijver 1998, Boersma and Levelt 1999). Levelt (Levelt 1994, Boersma and Levelt 1999) has found
that when markedness does not prefer one order over another, and when frequencies of both forms are
comparable, variation is observed in learning paths. Levelt and Van de Vijver (1998) argue that markedness
alone is insufficient to explain the restrictions on observed acquisition orders. Assuming that intermediate
child grammars correspond to possible adult languages and that order of acquisition follows increasing

markedness, the authors argue that the number of potential orders of acquisition far outnumbers the
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observed orders of acquisition. In particular, the authors identify twelve possible learning paths from least
marked to most marked syllable structure, with each intermediate stage corresponding to an actual
language. They note that of these twelve possible learning paths, only two were observed in the Dutch
children they studied, and that the orders of acquisition in these two paths correspond to the frequency of
syllable types in Dutch, with more frequent syllable types acquired first.

The essential roles attributed to frequency and markedness by Levelt and her colleagues are
comparable in the present apprddchio illustrate the effect of frequency on the order of acquisition,
EMg_ will be used to learn from the language system employed in Boersma and Levelt (1999) while

varying the frequency in the data set.

(5) Syllable Structure Constraints from Levelt and Boersma (1999):
a. ONSETD No vowel initial syllables
b. NoCobpab No consonant final syllables
c. *CoMPLEXCoDA B No complex codas
d. *CoMPLEXONSETD No complex onsets

e. MAax P No deletion

% The GLA additionally models inter-child variability because of stochastic candidate evaluation, the inherent randomness of the
learning algorithm. If EM. were implemented using sampling rather than likelihood calculations, the same type of behavior would be
predicted. Boersma amavelt suggest that inter-child variability is due to the randomness of learning itself given the same initial
distribution. It is also possible, however, that given the observed distribution in Table 88 for Dutch in general, the sample distributions
provided to the children would themselves vary, with some children receiving slightly higher frequencies of complex onsets and

others receiving distributions with more frequent complex codas.
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Table 88 - The Data Corpus Provided To EMg;,, (Levelt and Boersma 1999)*

Unstructured Overt Form| Relative Frequency

[CV]. 44.8%

[CVvC], 32.1%

[VC]s 12.0%
V14 3.9%
[CvCC]s 3.3%
[CCVC]e 2.0%
[CCV], 1.4%
[VCC]s 0.4%
[CcvCCly 0.3%

As observed in Boersma and Levelt (1999), the frequency with which the language data require violation of
complex codas is slightly higher than the frequency with which complex onset violations occur. Complex
codas occur in 4% of the forms, while complex onsets occur in 3.7%. This results in an order of acquisition
which is very close for these two syllable types. Levelt observed two acquisition orders out of the possible
twelve: CV— CVC — V — VC — CVCC— VCC — CCV — CCVC— CCVCC and C\- CVC - V

— VC — CCV— CCVC— CVCC— VCCC— CCVCC. As shown below, in the ElMsimulation

CVCC forms are mapped to CVCC forms with 95% probability for the first time at iteration 171, while the

same is true for CCV at iteration 173. This corresponds to the first observed path.

# Frequencies have been rounded to the nearest 0.1%.
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Table 89 — Predicted Order of Mastery for Faithful Mappings

Unstructured Overt Form| Iteration 95% Faithfulness is First Reache Order

[CV]. 1 1

[CVvC], 106 2

[VC]s 119 3

V14 119 3

[CVCC]s 171 4
[VCC]s 171 4
[CCVC]e 173 5
[CCV], 173 5
[CcvCCly 187 6

To demonstrate the causal role of frequency in this simulation, an alternative dataset is used where the
frequencies of CVCC and CCVC forms are switched. In this dataset the frequency of complex coda

violations is 2.7%, while the frequency of complex onset violations is 5%.

Table 90 - The Data Corpus Provided To EMg;, — More Frequent Complex Onsets

Unstructured Overt Form| Relative Frequency

[CV]. 44.8%

[CVvC], 32.1%

[VC]s 12.0%
V14 3.9%
[CvCC]s 2.0%
[CCVC]e 3.3%
[ccv), 1.4%
[VCC]s 0.4%
[CcvCCly 0.3%

The resulting order for this dataset is shown below. In this case, CCV and CCVC forms are acquired before

CVCC and VCC forms, corresponding to the second observed acquisition path.
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Table 91 — Predicted Order of Mastery for Faithful Mappings

Unstructured Overt Form| Iteration 95% Faithfulness is First Reache Order

[CV]. 1 1

[CVvC], 106 2

[VC]s 115 3

V] 4 115 3

[CCVC]e 156 4
[CCV], 156 4
[CvCC]s 210 5
[VCC]s 210 5
[CcvCCly 211 6

In sum, these two simple simulations illustrate the effect of frequency on order of mastery in a
setting where the effect of other factors can be held constant. The order of mastery is modelgd in EM
even though the initial grammar for the algorithm is not markedness over faithfulness. The next section will
examine in more detail the role of the phonotactic grammar ig.EM

The hypotheses and predictions concerning lexicon and grammar learning leave open a number of

important questions:

(111) Lexicon and Grammar Learning Outstanding Questions:
a. How does comprehension occur?
b. How is a morpheme specific lexicon created to initialize learning?

c. How does the learning of morphological information interact with phonological learning?

There are multiple possible answers to each of these questions, and each answer yields distinct predictions.
For example, comprehension may involve selecting the most likely sequence of morphemes given an overt
form or it may involve grammar optimization over competing underlying forms as proposed in Smolensky

(1996b). As discussed earlier, the precise characterization of the lexicon under consideration by the learner
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will also determine the kinds of predictions that are made concerning production from a developing

lexicon.

5.4 ACQUISITION MODELING TASKS NOT UNDERTAKEN HERE

Having discussed how the formal and computational models relate to the acquisition modeling problem, it
may be helpful to review the modeling goals not taken up in this dissertation. In each case, possibilities for
extending the present proposal to accommodate these modeling tasks are discussed.

First, the algorithm EN_ is not intended as a direct model of computations in the brain. Chapter
3 discussed possible extensions todelthat would bring the algorithm closer in line with modeling at an
abstracted computational level by eliminating both explicit calculations of likelihood and batch processing
of language data. The probability models over grammars and lexicons employed by the algorithm are also
not intended as explicit models of the grammar or lexicon in the brain, nor are the initial distributions
assumed by the learning algorithm. Chaptdisgussed the importance of identifying constrained
probability models over the grammar and lexicon in future work, and this choice will affect the nature of
computations made by the algorithm.

Second, as discussed in Chapter 2, the primary limiting assumption concerning the formal problem
is the availability of morphological information. This is a simplifying assumption about how morphological
and phonological learning co-occur; it assumes that morphological learning occurs independently of
phonological learning. This assumption is minimal, however, requiring only a sequence of morphemes, and
Chapter 2 discusses the possibility of simultaneously learning phonology and morphology without
fundamentally changing the nature of the formal problem.

Despite these modeling limitations, the proposed solutions to the formal problem and the
computational problem do correspond to acquisition in a number of ways as described above. Possibilities
for extending the current implementation of the algorithm discussed in Chapter 3 indicate that the potential

for the limitations of the present algorithm to be overcome in future work.
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5.5 SYLLABLE STRUCTURE SIMULATIONS

This section presents the results of a simulation using constraints from Feature Domain Syllable Theory
(Chapter 4 applied to an abstracted subset of the Polish language, as described below. This simulations
tests the ability of the algorithm to learn from structurally ambiguous forms for which only unstructured,
overt forms are provided to the algorithm. The simulation also provides an to examine the role of frequency
on the order of acquisition. Finally, the simulation provides a preliminary model of acquisition of Polish
onsets whose general properties extend to more realistic learning situations and whose predictions must be
explored in future work.

Due to the time complexity of the algorithm with the current grammar implementation,
simulations involving the entire set of FDST constraints are not feasible. Subsets of the constraints are
chosen and applied to a subset of the data in order to best illustrate the properties of the algorithm on
structurally ambiguous input data. The simulation discussed here is a simplification of the learning task
faced by children on a number of levels. However, many of the properties illustrated in these simplified
cases generalize to more realistic scenarios and therefore provide insights into the predictions of the model

for Polish acquisition of syllable structure.

5.5.1 The Language Data

The frequencies of syllable types were estimated using the freely available IPI PAN corpus of Polish
(Przepiorkowski 2004). The version of the corpus used was the Frequency Dictionary of Contemporary
Polish, containing five hundred thousand word types from various genres of writing, including newspaper
text, modern and historic literature, and popular science articles.

The text was automatically processed to extract consonant sequences and classify each consonant
according to its sonority class as described in Table 63 on page 129. Polish orthography can be uniquely
mapped to its phonological equivalent, and this was done automatically. The clusters were divided into

word initial, word medial, and word final.
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5.5.2  Polish Initial Clusters with Polish frequencies

5.5.2.1  The Test Language

This simulation focuses on word-initial clusters in Polish in order to test the ability of the algorithm to learn
a grammar and lexicon for a subset of the language with structural ambiguity. In particular, Polish word-
initial onsets, as proposed in Chapter 4, may occur with an optional appendix, which occurs when the first
consonant is a sonorant. Learning the most restrictive, descriptively adequate grammar requires the ranking
to reflect this pattern.

The frequency estimates of the possible initial clusters were extracted from the IPI PAN corpus. The
set of initial clusters, represented by open monosyllables, provided to the algorithm and their corresponding
frequencies are shown below. Each overt form is associated with a unique index, indicating that each form
is an exponent of a distinct morpheme, but no morphologically complex forms are presented to the
algorithm. In addition to the restriction to initial clusters in this simulation, the five levels of sonority are
reduced to three: vowel (V), sonorant consonant (S), and obstruent (O). This abstraction maintains the
essential distribution of Polish initial clusters but avoids the complexities corresponding to the distinct
distributions of the various sonorants in word initial clusters, dramatically reducing the constraint set from
the proposed analysis of Polish initial clusters in Section 4.6.2 to make the simulation running time

feasible. Vowels are provided to make legal words and to serve as syllable nuclei.
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Table 92 - The Data Corpus Provided To EMg;,

Unstructured Overt Form| Relative Frequency
V11 15%
[OV], 41%
[SV]s 16%
[OOV], 11%
[OSV]s 11%
[SOV]e 0.1%
[SSV], 0.7%
[OO0V]g 1.0%
[OOSV]y 2.5%
[0SOV 0.2%
[OSSVL; 0.1%
[SOOV]:, 0.1%
[SOSVLs 0.1%

The simplified Polish initial cluster inventory allows the reduced set of constraints shown in (112) to
be used. Four markedness constraints are employed, three of which are violated in Polish, and one that is
not: ONS&H EAD(Bp). Two faithfulness constraints are included so that preferred repairs can be examined

in a system with no alternations.

(112) Constraint Set for Polish Initial Clusters:
a. F
b. Max
c. *APP
d. HeaD(-¢)

e. ONS&HEAD(-)

f. SSG
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Because the system is limited to a subset of the language, the negative evidence in this data set is not
representative of Polish as a whole. In order to minimize the effect of this unrepresentative negative
evidence, Gen is restricted to generating only open monosyllables. The effect of this restriction on Gen is to
prohibit the consideration of mappings such as /OS€[@VOV], where bisyllabic words are created or
/OSV/—[OVS], where closed syllables are created. If Gen considered such mappings, where violations of

F yield unobserved forms (the negative evidence), the algorithm would be forced to unfairly penalize
repairs involving feature changes. Because part of the stated goals for this simulation are to examine the
algorithmOs selection of repairs in a system with no alternations, the unfair advantage provided to deletion

by the arbitrary negative evidence in the data corpus should be removed.

5.5.2.2  Phonotactic Learning

The initial fixed lexicon for phonotactic learning consists of all 15 possible (C)(C)(C)V clusters, with equal

probability as shown below. The grammar is initialized to uniform at the onset gfEM

Table 93 — Fixed Lexicon for EM,,

VI /ov/ ISV /O0V/ | I0SV/ | /ISOV/ | [SSV/ | IOO0V/
index 1 7% 7% 7% 7% 7% 7% 7% 7%
/O0SV/ | IOSOV/ | ISOOV/ | /IOSSV/ | ISOSV/ | ISSOV/ | ISSSV/
index 1 7% 7% 7% 7% 7% 7% 7%

Following phonotactic learning, the optimal grammar in combination Mplgn is frequency matching.
How close frequency can be matched depends on the constraint si%;lgna‘he constraint set determines
which forms can be mapped to which other forms by the grammar, i/gLLedetermines how much each

underlying form contributes to each surface form it maps to. In these simulzﬁif;qu‘si,s fixed at uniform,

which means that all the frequency matching is done by the grammar. If the grammar cannot map more
than one underlying form to a surface form, then that surface formOs maximal frequency is determined by

the lexicon. For example, the constraint set cannot map V to anything except V, nor can it map anything
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besides V to V. This means that the predicted frequency of V is simply its lexical probability 7%; no

ranking of these constraints can add more probability to V, even though its observed frequency is 15%.

Table 94 — Observed and Predicted Frequencies Under Gjon

Unstructured Overt Form| Observed Frequency Predicted Frequency
V]1 15% 7%
[OV], 41% 45%
[SV]. 16% 19%
[OOV], 11% 7%
[OSV], 11% 10%
[SOV], 0.1% 1%
[SSV]L 0.7% 0.6%
[OO0OV], 1.0% 3%
[OOSsV], 2.5% 3%
[OosOoV], 0.2% 0.1%
[OSsv) 0.1% 3%
[sOoV], 0.1% 0.007%
[SOSsV) 0.1% 0.2%

Because the optimal grammar matches the high frequencies of the unmarked and frequent forms, it is
heavily biased against the marked, less frequent forms. To match the frequencies, less frequent forms must
be mapped to more frequent forms whenever the constraint set permits it. Marked and less frequent forms
are therefore repaired the most often and realized faithfully rarely. As discussed in Chapte@stie
exact proportion of repairs of infrequent forms depends on how large the rich base is. In this simulation the
rich base consists of clusters up to length three only. If a larger base were provided, a higher rate of repairs
would be necessary to match the frequencies of observed forms.

The proportion of faithful mappings for each of the forms is shown in Table 95. All rankings of
the constraint set permit V, OV, and SV, and therefore these are accepted by the grammar with 100%

probability. Complex onsets with no appendices and no SSG violations and beginning with obstruents are
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accepted about half the time under the phonotactic grammar. The remaining forms, which together account

for only 1.2% of the observed data are accepted rarely, 5% of the time or less.

Table 95 — Predicted Probability of Faithful Mappings Under Gjon

Unstructured Overt Form| Predicted Probability of Faithful Mapping
NI—=[V], 100%
/OV/— [OV], 100%
ISVI— [SV]; 100%
/O0V/— [O0V]; 53%
/OSV/— [OSV]; 53%
ISOV/— [SOV]; 5%
ISSV/~ [SSV], 5%
/O0O0V/— [O00V]; 48%
/O0OSV/~ [O0SV], 49%
/OSOV/~ [0SOV, 2%
/OSSV/ [OSSV) 48%
/ISOOV/~ [SOOV], 0.2%
/ISOSV/ [SOSV} 0.8%

The proportions of faithful mappings in Table 95 are a consequence of the probability distribution over

rankings inéphon. This distribution is summarized in Table 9®ie partial orders accounting for 99.9% of

the probability are listed along with the set of forms they accept. No rankings that accept the full set of
observed forms receive more than 0.1% of the probability; all the partial orders in the table accept a
(proper) subset of the observed forms. However, all the observed forms are accepted by at least one of the
rankings in the table. In particular, the correct ranking for the language above allows violations of both

SSG and *&p, and although both these constraints are low ranked in some rankings in the table, no
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ranking allows both SSG and ®&to be violated® The correct ranking allowing violations of both

constraints is crucially assigned nonzero probability'};yon, but its contribution is insignificant.

Table 96 — Phonotactic Grammar

Partial Order Accepted Forms Probability
HEAD(By),*A PPE MaX V, SV, OV 47.2%
SSG, F, @s&HEAD(By),*APPE MaX V, SV, OV, 00V, OSV, 000V, O0SV, 0SS\  46.3%
EHEAD(BY)
HEAD(Bp) E Max E *App V, SV, OV, 00V, OSV, SOV, SSV 3.9%
*A PP, ONS&HEAD(BY), F E Max E V, SV, OV, 00V, OSV, OO0V, O0OSV, 0SSV,  1.5%
HEAD(BY), SSG Oosov
MAX , ONS&HEAD(Byp) E HEAD(B) EF E|  V, SV, OV, OOV, OSV, SOV, SSV, 000V, 0.7%
*A PP 00SV, 0SSV, SOSV, SO0V
others <0.1%

5.5.2.3  Order of Acquisition

Following phonotactic learning, each word is provided with its own underlying form distribution, allowing
each form a maximal probability of one. This removes the pressure to favor frequent forms since all forms
may now be favored at once. In order to assign maximal probability to each of the observed forms, the
algorithm must assign all the probability to rankings that simultaneously allow violati@&®and */pr.

Since these rankings are assigned less than 0.1% probability in the phonotactic grammar, learning of such
grammars will require shifting of nearly all the probability mass. InsEtfle process of learning is

gradual, and the order in which various grammatical milestones are reached may be examined. Table 97
displays the order in which the overt forms are first accepted by the grammar. First acceptance by the

grammar is defined as the first iteration at which the sum of the possible faithful mappings of each form is

% The idea that two constraints are rendered violable by disjoint rankings but no single ranking renders them both violable is a
consequence of the unconstrainedness of the probability model over rankings. A constrained probability model will likely make this
situation impossible. For example, neither Stochastic OT nor Partial Order grammars are capable of modeling such restrictions on
possible rankings.
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assigned 95% probability. For example, [OOV] is said to be first accepted by the grammar when P([OOV]
| /O0V/) + P([<O>0V] | /IO0V/) reaches 95% probability. 95% does not bear any special significance;

other values will not contradict the order derived below.

Table 97 — Predicted Order of Acquisition for Faithful Mappings Under 95% Correctness Criterion

Unstructured Overt Form| Iteration 95% Faithfulness is First Reache Order

V14 1 1
[OV]2 1 1
[SV]s 1 1
[OOoV], 112 2
[OSV]s 112 2
[OOSV]y 112 2
[OO0V]g 113 3
[OSSVL; 113 3
[SSV], 429 4
[SOV]e 560 5
[SOSVLs 560 5
[OSOV]io 561 6
[SOOV]:, 564 7

The predicted order of acquisition classifies the 13 possible word types into seven groups, which fall

roughly into four classes corresponding to the gradual learning of the adult rankings of markedness
constraints. The first class consists of forms that are accepted by any ranking. The second class consists of
forms with complex onsets that do not need to violate any other constraints. In other words, these forms
can be (faithfully) syllabified so that violations of SSGP#\and Qis&H EAD(Bp) are avoided. This

corresponds to learning the adult ranking atdVIF E HEAD(BYy). The third class consists of the one form

whose faithful syllabification requires violating eitherPor ONS&H EAD(Byp). This means that the sum of
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the (distinct) rankings that permit these constraint violations has reached Bbte fourth and final

class, the algorithm has settled on correct, undominated, adult ranking&H®AD(By), learning that

both SSG and *Aprare violable. In sum, the predicted acquisition order corresponds roughly to the gradual
learning of violated markedness constraints in the adult grammar.

The set of markedness constraints available to the learner determines the divisions the grammar is
capable of making among the overt forms. In this case, the algorithm selects four divisions of decreasing
restrictiveness that correspond to decreasing observed frequency. In other words, the order in which overt
forms are mastered corresponds not only to markedness but also to frequency. Markedness determines the
possible orders in principle, while frequency further constrains the observed orders, with more frequent

forms mastered earlier.

Table 98 — Order of Acquisition Classes

First Second and Thirg Fourth Fifth, Sixth, Seventh
[V]. D 15% | [OOV]4D 11% | [SSV]; P 0.7%] [SOV]sD 0.1%
[OV], D 41%| [OSV]sD 11% [SOSV]: D 0.1%
[SV]s D 16%| [OOOV]s D 1% [OSOV]1o D 0.2%
[OOSV]y B 2.5% [SOOV]:, D 0.1%
[OSSV]: B 0.1%

5.5.2.4  Final Grammar and Lexicon Learning

At the end of EN, which is stopped after 1000 iterations, the final ranking (Table 99) and lexicon (Table
100) have been learned. The final grammar assigns the probability mass to a correct partial order that
generates only the observed forms from a rich base. In particular, the unobserved SSSV and SSOV are
correctly neutralized by the final grammar. This is because the single appendix allowed by the grammar
cannot rescue these forms from violating the top-ranked constmed8tHEAD(By). Furthermore, although

no alternations exist in the overt forms, the algorithm has settled on a preferred repair for these neutralized

% Clearly, the rankings allowing violations of #&has not reached 95% since not all forms with appendices are yet accepted by the
grammar at 95%.
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forms - violation of F. This means that unobserved SSSV is mapped to OSSV while unobserved SSOV is

mapped to SOOV.

Table 99 — Final Grammar (after 1000 iterations)

Unstructured Overt Form Probability
MAX , ONS&H EAD(Byp) E F E{{HEAD(By) E *APH}, SSG} 99.4%
others .6%

The final lexicon chooses underlying forms that are faithful to the surface forms except in the case of the
overt form SOQV. The repair and underlying forms selected by the algorithm are a consequence of the
learning process. The phonotactic grammar assigned very high probability to the mapping
/ISOOV[O0V]. As aresult /SOOV/ was assigned high probability as a possible underlying form for
OOQV in the first lexicon learning iteration. This, however, required that the observed SOOV be generated
from some other underlying form, and /SSOV/ was the only other candidate. Once this choice was made,
maximizing the likelihood did not require reversing it and so /SSOV/ remained the underlying form for
[SOOV]. The grammar learning proceeded, and the mapping of /SO[@BV] as well as other deletion
repairs favored by the phonotactic grammar had to be made less and less likely, and this was done by
adding probability to rankings with segmental repairs. In sum, the choice of repair and underlying forms is

a consequence of the phonotactic grammar and the particular way likelihood maximization works in EM.
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Table 100 — Final Lexicon

Unstructured Overt Form| Underlying Form
V11 NI
[OV], Iov/
[SV]s ISv/
[OOoV], /ooV/
[OSV]s IOSV/
[SOV]e ISOV/
[SSV], ISSV/
[OO0V]g /o00V/
[OOSV]y /00SV/
[0SOV /0OSOoV/
[OSSVL; /0OSSV/
[SOOV]:, ISSOV/
[SOSVLs ISOSV/

5.5.2.5 Relation to Acquisition of Syllable Structure in Polish

Many details of the EM simulations are a product of the particular choices of the constraint set, input

data, and the characteristics of likelihood maximization with EM. As discussed earlier in the chapter, these
details may not correspond directly to child acquisition. Nonetheless, several of the characteristics of the
learning simulation above are also characteristics of the desired, online, sampling variagt ahBMan

be extended to more realistic learning situations with more constraints and a larger, representative language
sample.

First, phonotactic learning results in a grammar that is capable of distinguishing between legal and

illegal structures in the language. If a form can be mapped to itself with nonzero probabilitﬁ%geit

is a legal structure. Nonetheless, to the extent that the simplifying assumptions of the simulation are valid,
it is predicted that prior to the learning of the lexicon and morphology, the grammars of Polish children will
be able to distinguish between legal clusters such as OOOV and illegal clusters such as SSSV. Testing such

a prediction on the basis of production alone may be difficult, since the predicted probability of some
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infrequent forms may be miniscule. The comprehension mechanism may need to be worked out in order to
test this prediction.

Second, phonotactic learning penalizes infrequent forms to the extent allowed by the constraint
set. Even though the phonotactic grammar allows all the forms of the language, the infrequent and marked
forms are more likely to be repaired by the grammar. The degree of the frequency bias will ultimately
depend on other factors, in particular the size of the rich base. Again, with respect to Polish acquisition, it is
predicted that infrequent forms such as SSV are less likely to be produced faithfully than frequent forms
such as OOV.

Finally, the order in which forms are accepted by the grammar is influenced both by markedness
and frequency. The markedness that influences order of acquisition is a sort of language specific
markedness that incorporates phonotactic requirements of the language. For example, SSV is predicted to
be acquired much later than OOV, and this is because of the hidden structure that is assigned to SSV by the
phonotactic grammar Polish, namely, that SSV requires an appendix. Frequency affects the final
phonotactic grammar, which in turn affects the gradual transition from phonotactic grammar to adult
grammar, with a preference for mastery of more frequent forms first.

Of course, all the predictions made here depend on the constraint set assumed in the simulations.
For example, the constraint set only refers to sonority levels and is incapable of making finer distinctions. It
is likely that individual sounds within a sonority level will behave differently. For example, affricates are
likely to be acquired later than stops. In addition to such orthogonal distinctions, independently motivated
constraints may actually make contradictory predictions concerning order. For example, certain sonorants
may be globally less marked than certain obstruents, with global markedness preferences preferring SSV
over OOV. In Polish such reversals are unlikely because sonorant consonants seem to be (statistically)
dispreferred regardless of position; nonetheless, it is important to keep in mind the possible effects of

factors not considered in these simulations.
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5.5.2.6 Discussion and Future Work

In addition to providing an arena to examine the behavioral modeling tasks in a more complex system, the
Polish syllable structure simulation illustrates the ability ofdehd learn inaudible, hidden structure. This

completes the illustration of the capacity of Mo satisfy the goals of MLG, repeated in (113).

(113) MLG Goals Achieved by EMg,, II:
a. Learning of a lexicon and gramm#f.
b. Learning of restrictive grammang.
c. Learning of grammars with free variatian.
d. Learning of grammars that assign inaudible strucwdre.
e. Learning involving generalizing from input daté.
f. Learning from unstructured overt forms on.

g. Learning that is sensitive to frequene.

In addition to simulations involving a larger set of Polish data and syllable structure constraints, future
work includes testing the predictions by comparison to real acquisition of Polish syllable structure. This
work is already in progress, with phonological transcription of recorded Polish child productions from the
CHILDES project underway (MacWhinney 1996). This collection of recordings includes 39 audio files of
four children. TheChildPhon program for phonological transcription is employed to aid in transcription
(Rose 2003).

Preliminary examination of the first available recordings of one child at the age of 1 year and 7
months suggests that the proposal is on the right track with respect to qualitative predictions concerning
relative mastery of [V], [OV], [SV], [OOV] and [OSV] in the earliest stages. In particular, [V], [OV], and
[SV] are mastered at the earliest stage, with faithful mappings from correct overt forms occurring between
89% and 99%. At the same time [OOV] and [OSV] are produced faithfully by the child with 19% and 29%

accuracy. The other initial cluster types are not attempted by this child, and therefore their rate of faithful
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mappings cannot be determined. In fact, the remaining cluster types together account for only 4.8% of
forms used in the IPI PAN corpus and are unlikely to occur in the child corpus at all. Determining the
relative order of mastery for these infrequent cluster types will likely require a controlled experiment,
where these forms are elicited. This very preliminary examination will be extended in future work to all the
available audio files for all the children in order to examine to rate of repairs and order of mastery of

syllable types in Polish.
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